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Abstract

Advancements in 3D sensing and reconstruction has made a huge leap for modeling large-scale
environments from monocular images using structure from motion (SfM) and simultaneous localization
and mapping (SLAM) algorithms. SfM and SLAM based 3D reconstruction has applications for digital
archival and modeling of real-world objects and environments, visual localization for geo-tagging and
information retrieval, and mapping and navigation for robotic and autonomous driving applications.

In this thesis, we address problems in the area of large-scale structure from motion (SfM) for 3D
reconstruction and localization. We introduce new methods for improving efficiency and accuracy of
state-of-the-art pipeline for structure from motion. Large-scale SfM pipeline deals with large unorga-
nized collections of images pertaining to a particular geographical site. These image collections are
formed by either retrieving relevant images using textual queries from the Internet, or can be captured
for the specific purpose of 3D modeling, mapping, and navigation. Internet image collections tend to
be more noisy and present more challenges for reconstruction as compared to datasets captured with
specific intention to reconstruct. In this thesis, we propose methods that help with organizing these
large, unstructured, and noisy images into a structure that is useful for SfM methods, a match-graph
(or a view-graph). We first propose a geometry-aware two stage approach for pairwise image matching
that is both more efficient and superior in quality of correspondences. We then extend this idea to SfM
pipeline and present an iterative multistage framework for coarse to fine 3D reconstruction. Finally, we
suggest that a key to solving many of the reconstruction problems is to address the problem of filter-
ing and improving the view-graph in a way that is specific to the underlying problem. To this effect,
we propose a unified framework for view-graph selection and show its application to achieve multiple

reconstruction objectives.
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Chapter 1

Introduction

1.1 Historical Perspective

Seeing the world in 3D Understanding depth perception was an important curiosity for early vision
scientists and much work has been done to illuminate how the human visual system perceives depth [1,

, 14]. While biological understanding of human visual system informs that stereoscopic vision is pri-
marily responsible for 3-dimensional (3D) perception, studies in perceptual psychology improved our
understanding of both monocular and binocular cues associated with 3D perception. Mainly two binocu-
lar phenomena are known to be effective for depth perception, (a) retinal disparity, and (b) convergence.
These cues are depicted in Figure 1.1.

Retinal disparity or binocular disparity is the observation that both eyes form a slightly different pic-
ture of the world on the retina. The difference between positions of an object in these images (disparity)
is what allows the human brain to infer the distances of the objects from each other (or relative depth)
in the 3D world. Convergence is an oculomotor phenomenon related to depth sensing. To look at a near
object, both eyes converge while looking at a distant object, the eyes diverge. The sensation due to the
movement of extra-ocular muscles helps in absolute depth perception.

In addition to the binocular cues, through the process of habituation and learning, the human brain
can also perceive depth using several monocular cues. Examples of a few monocular cues are shown
in Figure 1.2. Linear perspective is one of the strongest monocular cues. We expect the parallel lines
to meet/vanish at the horizon, giving us clues to the size and distance of the objects with respect to
the perspective. This is illustrated by Ponzo illusion in Figure 1.2a, where the top green bar appears
much wider despite being the same in size as the bottom ones. We are attuned to give importance to the

horizon line and hence objects placed higher up in the composition appear farther to us (Figure 1.2b).



Distant
object

Convergence Accommodation

Retina Image (R)

(a) Binocular Disparity (b) Convergence

Figure 1.1: Binocular cues for depth perception : (a) Extending a finger to mask a distant object (tree)
and looking with only one eye open at a time, parallax / retinal disparity can be observed in relative
placement of the finger and the tree. (b) To focus on nearby objects, eyes converge as opposed to distant

objects. The activation of extra-ocular muscles provide a strong cue about object distance.
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(a) Linear Perspective (b) Relative height (c) Atmospheric Perspective (d) Shadows

Figure 1.2: Monocular cues for depth perception

Atmospheric perspective makes farther objects appear hazier and bluer (Figure 1.2c). One of the most
important cue for monocular depth sensing is shadows (Figure 1.2d). In addition to these, several
other monocular cues such as the interposition of objects, the relative size of objects, texture gradient,
accommodation, motion parallax play a vital role in depth perception. These cues are well studied in
the psychology of vision [4, 90]. I refer the reader to Chapter 6 of the text by LaValle [83] for further

reading on depth cues.

Early artists were aware of these cues and often used these to push realism and immersion of paint-
ings, 2D representations the 3D world. Figure 1.3 shows some examples of paintings and artworks that
leverage various depth cues for realism. The human brain is so habitual to interpret monocular cues
from the context that for hundreds of years artists and creators successfully used flat representations

(paintings, photographs, films) to tell stories about our 3D world.



(a) Landscape (~ 1300) (c) ‘Madonna of the Magnificat’ (1481) () °A Rainy Day’ (1877)

Figure 1.3: Use of monocular depth cues in paintings from different periods : (a) atmospheric perspec-

tive, (b—c) occlusion, interposition, & shadows, (d) relative size & height, (e) texture gradient.

s

(a) “The Carrying of Cross’ (1333)  (b) Brunelleschi’s perspective aparatus (1415) (c) ‘Holy Trinity’ (1427)

Figure 1.4: Early Renaissance paintings carried a flat look. In (a), perspective is inaccurate and the
figures in the distance and the front are depicted to be of the same size. (b) shows Filippo Brunelleschi’s
apparatus to discover rules of drawing with perfect perspective. Brunelleschi drilled a hole into his
painting of the Baptistery and observed its reflection in a mirror that was held between the painting and
the Baptistery. As the mirror was moved into and out of view, the observer could see the geometric simi-
larity between the actual view and the reflected painting. (c) shows first painting that uses Brunelleschi’s

discovery. The red overlay highlights perspective lines meeting in a vanishing point.
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/ [2]. These early methods were highly influenced by the perceptual

understanding of the human visual system. Computer vision was

thought to be a much simpler problem, object recognition started

as a summer project in the sixties. While the holy grail of com-

ages. The early computer vision programs had simpler goals of ex-

Trlfg ?g,;;%g&‘g é{éﬁg%% puter vision remains a very challenging problem (see Figure 1.5
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for humor), scientists have made tremendous progress in appear-

Figure 1.5: Difficulty of computer ance based understanding of geometry in computer vision. The
vision tasks. field has made rapid progress in the last decade due to advance-

ments in robust algorithms for depth estimation, the proliferation
of Internet images pushing the edge of data-driven methods, and the availability of consumer hardware

for 3D sensing and capture.

As discussed previously, human visual perception leverages a variety of cues to infer the 3D structure
of the surrounding environment. Similarly, many methods are modeled in geometric computer vision
that leverage a variety of cues in 2D images to infer depth. These methods are based on mathematical
modeling of the imaging process that relates the 3D world and their 2D projections. Figure 1.6 depicts
the standard imaging process involving a light source, an object, and the camera capturing the object.
Understanding the forward imaging process, i.e. the interaction of light, materials, and the camera model
allows us to find ways to solve the inverse problem of going to the world from the image. The larger
class of algorithms falls under the umbrella of shape from ‘x’ methods, where ‘X’ can be any depth
cue such as shading, motion, defocus, texture, etc. The output of these methods is typically a pixel-
wise depth map corresponding to the point-of-view of one of the images. Another way of obtaining 3D
information is through active range sensing. While camera sensors only capture reflected light, an active
sensor is equipped with a laser source that typically sends out a pulse, and the sensor then detects that
pulse’s reflection and records its time of flight. There are other active sensing methods also like light

strips, Kinect, etc. An excellent survey of state-of-the-art depth-sensing methods and their applications
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properties
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/ Exposure
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properties
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Figure 1.6: Depiction of basic imaging process : The light reflected from the surface of the object enters
camera through the lens and forms an image on the sensor plane. This process is characterized by the

properties and positions of the light source, the object, and the camera (optics).

can be found here [117]. The output of these methods is typically a point cloud corresponding to the
point-of-view of the sensor. We refer the reader to Chapter 12 of the textbook on Computer Vision by
Szeliski [47] for a broader overview of these methods.

The last decade has seen exponential progress of data-driven methods for reasoning and inference
tasks in computer vision. While primarily the focus of the inference side of computer vision was more
centered on tasks such as segmentation, detection, classification, recently with the rise of large datasets
and deep learning networks, supervised and unsupervised depth estimation from a single image is nicely

cast as an inference problem [110, 81, ].

1.2 Image-based 3D modeling and applications

Pictures are powerful devices to capture a moment in time of the world around us. However, an image
does not provide the same experience as physically being present at a scene. Being present in a 3D world
allows us to look around, walk/move around, and navigate the environment, observe the physical world
from different viewpoints. While capturing depth from a single view-point is one step closer to capturing
reality, the goals of 3D modeling and reconstruction are to capture and represent the 3D world around us

as faithfully as possible. This has always been an important problem in Photogrammetry and Computer
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Figure 1.7: A collection of photos downloaded from Flickr with geotags — ‘Colosseum, Rome’ (left);

SfM-based 3D reconstruction of Colosseum with point-cloud and camera positions (right).

Vision and one of the most successful approaches to do this with passive sensors (cameras/images) fall

under the category of Structure from Motion (SfM) algorithms.

Given a number of images of a scene captured from different viewpoints (either using a single freely
moving camera or multiple cameras located at different positions and orientations), SfM aims to recover
the structure of the scene as well as poses of the cameras. The recovered structure is a sparse represen-
tation of the scene, a point/line cloud based on the 2D primitives used for matching across images.
Figure 1.7 shows an example of SfM-based 3D reconstruction of Colosseum in Rome, Italy. The point
clouds represent features visible in each image whereas the wire-frame pyramids represent cameras that
have taken the pictures. These rich 3D descriptions and camera information are useful for a variety of

applications.

Virtual reality and Visual effects The ability to create synthetic representations (computer-generated
3D models) of the world and pushing the realism of these computer-generated imageries (CGI) has
always been a fascination of computer graphics community. The advancements in CGI has transformed
the way our films are made, the stories we can tell, and the holy grail of computer graphics, what
early researchers called ‘virtual environments’ and what we now call ‘virtual reality’. The algorithms
for image-based 3D modeling have made a huge impact on virtual reality and visual effects industry.
Video-based rendering techniques have been successfully employed for media production. In visual
effects (VFX) industry, match-moving is a very popular technique for inserting effects into video footage
in a realistic manner. At the core of match-moving is camera tracking algorithms essentially based on

StM. Figure 1.8 shows match-moving in action.









vided into smaller components by first, identifying “most likely” image pairs that would match
using some cheaper but approximate matching techniques and then identifying strongly connected

groups of these images using graph-based methods.

2. Constructing a view-graph (camera-graph) To estimate structure and motion spanned by all
images of a component, it is necessary to first construct a graph that captures pairwise geometry
between connected nodes (images) i.e. first matching features of 2D image primitives like points
or lines (projections of 3D world primitives into two images) and then inferring the relative camera

pose parameters.

3. Optimizing View-graph View-graph is an essential input to SfM algorithms. Errors and redun-
dancy in this graph lead to inefficient or inaccurate structure recovery. Hence it is important to

prune or optimize the view-graph for efficiency and accuracy.

4. Structure and Motion Recovering This is the core structure recovery step estimates a sparse 3D

point cloud and global poses of cameras using the input view-graph.

5. Merging reconstructed components Finally, if necessary, all independently reconstructed com-

ponents are merged together into the final reconstruction output.

The work done so-far towards completion of this thesis involves methods that benefit large-scale
SfM pipeline for greater accuracy and efficiency. The proposed methods roughly contribute to steps 2,3,
and 4 of the above pipeline. In this proposal, we discuss two works (i) on efficient and accurate feature
matching technique, and (ii) a multistage SfM pipeline for coarse-to-fine 3D reconstruction. We also
discuss briefly our current investigations on sources of errors in view-graph construction and need for a

unified approach for optimal view-graph selection.
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Figure 1.2c  https://images.slideplayer.com/33/10128645/slides/slide_20.jpg

Figure 1.2d http://vr.cs.uiuc.edu/img508.gif

Figure 1.3a https://commons.wikimedia.org/wiki/File:Dai_Jin-Landscape_in_the_Style_of_Yan Wengui.jpg

Figure 1.3b https://images.earthtouchnews.com/media/1946399/cave-lion-art_2016.08_25.jpg

Figure 1.3¢c  https://psych.hanover.edu/krantz/art/mag.jpg

Figure 1.3d https://psych.hanover.edu/krantz/art/scolls.jpg

Figure 1.3e https://commons.wikimedia.org/wiki/File:Detail Gustave_Caillebotte_-
_Paris_Street; _Rainy.Day_—-_Google_Art_Project.jpg

Figure 1.4a https://commons.wikimedia.org/wiki/File:Simone Martini 067.jpg

Figure 1.4b https://maitaly.files.wordpress.com/2011/04/0328p_-duomo6_b.jpg

Figure 1.4c http://cs.brown.edu/stc/summer/viewing history/viewing history AFrame_7.gif

Figure 1.5 https://xkcd.com/1425/

Figure 1.6 https://player.slideplayer.com/73/12376648/slides/slide_14.7pg

Figure 1.7 http://www.cs.cornell.edu/~snavely/bundler/images/Colosseun.jpg

Figure 1.8 http://www.cgmeetup.net/home/bahubali-matchmoving-showreel/

Figure 1.9 https://twitter.com/themarkcarroll/status/1075712067519332352

Figure 1.10 https://sites.google.com/site/mrinmoyghoraisehome/projects/bishnupr-

heritage-image-dataset

Table 1.1: Web URLSs for Image Sources
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Chapter 2

Background and Related Work

In the first part of this chapter, we will explain basic concepts in image keypoint matching and 3D
geometry as necessary building blocks to understand structure from motion. The second part of this

chapter will focus on contemporary works in the field of large-scale SfM.

2.1 Image Keypoint Detection and Matching

We briefly outlined the image formation process and talked about a class of algorithms for 3D struc-
ture estimation from 2D images in chapter 1. The 3D geometry estimators in Structure from Motion
leverage parallax (object in the world seen at different positions in images captured from different po-
sitions) for inverting the path of light from images back to the world. Measuring the parallax requires
identifying the correspondences of pixels across the images that belong to the same world object. With-
out any prior knowledge of the world, this is to be done only based on photometric properties of the
image. Since the early days of computer vision, there has been a great amount of research in finding
salient entities in image domain such as corners, edges, blobs that have a characteristic photometric pro-
file (important for detection) and can be distinctly described by the statistical properties of their neigh-
borhood (important for description). There has since been significant progress in keypoint detection and
description methods. Due to stable properties like repeatability and distinctiveness, for large-scale SfM,
keypoint correspondences are a popular choice for structure estimation.

While introducing vast literature in keypoint matching is redundant in the scope of this thesis, we
would like to briefly discuss SIFT [19] that is the choice of keypoint for all the methods described in
this thesis. In particular, we would like to revisit some theoretical foundations of scale-space theory that

make SIFT an ideal candidate for our multistage matching and reconstruction methods.
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2.1.1 Observations from Scale-space Theory

Objects in the world appear differently depending on the scale at which they are observed. Since
the scale of observation is unknown apriori, for automatic analysis of images, it is crucial to represent
the information at all scales. Image pyramids were developed for multi-scale image analysis as early as
1970.Witkin [1 18] and Koenderink [6] presented the formal methodology for multi-scale representation
by embedding the original signal into a a one-parameter family of derived signals, the scale-space, where
the scale parameter denoted as ¢ describes the current level of scale.

A crucial requirement is that structures at coarse scales in the multi-scale representation must be
‘simplifications’ of corresponding structures at finer scales and no new structures are introduced at
coarser scales as an accidental phenomenon from the process of simplification. For 1D signals, this
is formalized as follows. Let input signal be f : R — R and scale-space representation be L :
R x Ry — R. At zero-scale, the representation is same as the signal, i.e. L(-,0) = f(-). At
coarser scales ¢, representations are given by convolution of the given signal with Gaussian kernels of
successively increasing width : L(-,t) = g(-,t) * f(-), where g(z,t) = ﬁ exp(}—gf).

In terms of differential equations, the evolution of the scale-space family over scales can be described
by the diffusion equation, 0;L = %VQL = %QML. The scale-space is the solution to this diffusion
equation with initial condition L(-,0) = f(-).

Later, Koenderink [6] showed that the property of no new extrema creation at coarser scale-levels for

2D signals is uniquely satisfied by Gaussian kernels. Lindeberg [10] writes about this in his book,

A notable similarity between this (and other) results is that several different ways of choos-
ing scale-space axioms give rise to the same conclusion. The transformation given by con-
volution with the Gaussian kernel possesses a number of special properties, which make
it unique ... the scale-space formulation in terms of the diffusion equation describes the

canonical way to construct a multi-scale image representation.
Lindeberg [ 1] shows a mechanism for detecting stable extremas across scales based on zero-crossings
of Laplacian of the scale-space.
2.1.2 Scale Invariant Feature Transform

The foundations of scale-space theory are at the heart of development of scale-invariant interest point

detectors like SIFT [19]. The stages of SIFT extraction can be broadly explained as follows,
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Keypoint Detection in Scale-space The first stage of keypoint detection is to identify locations and
scales that can be repeatably assigned under differing views of the same object. Detecting locations that
are invariant to scale change of the image can be accomplished by searching for stable features across
all possible scales using scale-space of the image L(x,y,t) = G(z,y,t) * I(x,y). To efficiently detect
extremas in scale-space, Lowe [19] use a difference of Gaussians as an approximation to Laplacian for
efficient computation of extremas. Edge-related extremas are rejected by Eigenvalue analysis of the 2x2

Hessian matrix computed at the location and scale of detected extremas.

Orientation Assignment The goal of an ideal keypoint for image matching is to be invariant to affine
changes in viewpoints. While scale-invariance is achieved by leveraging scale-space representation,
SIFT keypoints also demonstrate rotation invariance. This is achieved by assigning dominant orienta-

tions to keypoints and using the neighborhood around the key orientations for descriptor computation.

Descriptor Computation SIFT uses histogram of oriented gradients (HOG) for keypoint description.
First, gradients of the 16x16 neighborhood around the oriented keypoint are binned into 4x4 grid. For
each cell an 8-bin histogram is computed, leading to 4x4x8 = 128 dimensional feature vector per key-

point location (z,y), scale (¢) and orientation (6).

There are many other tricks employed for SIFT computation that contribute to its stability and effi-
ciency and we refer the reader to the original paper [19] for full details. One may argue that the efficiency
and effectiveness of SIFT for keypoint matching with scale, rotation, and quasi-illumination invariance
made wide-baseline matching of crowd-sourced images a possibility, leading to many breakthroughs
in large-scale SfM. A series of keypoint detection and description works followed SIFT for addressing
specific needs and challenges. We refer the reader to excellent surveys [31, 76] for historical context

and recent benchmark papers [100, ] for a review of the state of the art.

2.2 Background in 3D Geometry

We now begin by explaining the image formation process with the assumption of a pin-hole camera
model and familiarize the reader with camera parameters of interest to us. Next, we explain the process
of estimating these camera parameters from images alone, this process is known as camera calibration.

Later, we explain epipolar geometry relating two-views and triangulation — estimating 3D world points
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Figure 2.1: Geometry of image formation model with a pin-hole camera. The image plane is depicted in
front of the pin-hole for ease of modeling. The world point P(X,Y, Z) forms an image at point p(zx, y)

in the image plane. The figure on the right depicts a 1D view of geometry of projection.

from images with known calibration. Finally, we put these blocks together to explain the SfTM process

with n-views.

2.2.1 Pin-hole Camera Model

Figure 2.1 shows the image formation process with a pin-hole camera. This is an ideal camera
model for easy mathematical formulation in which light enters the camera through an infinitesimally
small aperture (pinhole) and every point in the image is equally in focus / can be traced back to a single
point in the world. In a practical scenario, cameras focus light through a lens that introduces radial
distortion in the image formed. For SfM based reconstruction from Internet images, pinhole model
works as a good approximation and radial distortion is handled separately using parametric models.

Three coordinate frames are of interest to us, (i) object coordinate frame — origin is center of the
object, (ii) world coordinate frame — absolute reference point in the world (arbitrarily chosen), (iii)
camera coordinate frame — origin is the pinhole. Under the pinhole projection model, every 3D point
in the world maps to a 2D point on the image plane (camera sensor). For simplicity of establishing the
mapping, let us initially assume the world coordinate frame is the same as the camera coordinate frame
(pinhole as origin). X and Y axis span the image formation plane and Z-axis is perpendicular to the
image plane (see Figure 2.1). A point P(X, Y, Z) in the world is mapped to image point p(z, y). Using

similar triangles we can map the world point P to image point p as follows,

r=12 y=" 2.1)
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It can be seen that, this equivalence is true only upto a scale, i.e. any point along the line ﬁ will
project to the same image point p. We can represent this projective mapping in matrix form using
homogeneous coordinate system. We can represent the image point p in homogeneous coordinates
(',y,2') where x = 2/ /2', y = v/~ and similarly the world point P is represented as (X,Y, Z, W).
Since the mapping is defined only upto a scale, we can set W = 1 without loss of generality. We can

thus map the world point P(X,Y, Z, 1) to image point p(z/, v/, 2’) as,

X
' £ 000
Y
y| =0 f 00 2.2)
A
2 001 0
1

In order to map the point coordinates to image pixel coordinates, we need to factor in the center of
the sensor plane / principal point (ug, vg), skew of sensor axis s, and aspect ratio 7 (shape of the pixels).
These parameters along with focal length are ‘intrinsic’ to the make of the camera and does not depend
on where the camera is placed w.r.t. the world. The projection equation with intrinsic parameters can be

written as follows,

X
x’ f s wuy O
Y
v =10 a-f v 0 (2.3)
Z
2! 0 0 1 0
1

We initially assumed that the camera coordinate system and the world coordinate system were
aligned. In other worlds the camera rotation w.r.t. the axes of the world coordinate system is identity
and the pinhole is lying exactly at the world origin. Together, rotation w.r.t. world axes and translation
from the world origin, constitute ‘extrinsic’ parameters of the camera. In order to separate these from

projection equation we can write Equation 2.3 as,

o
x’ f s w1 00O
Y
Yyl =10 a-f v/ |0 1 0 0 2.4)
Z
2 0 0 1 0 010
1
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Relaxing the assumption of world coordinate system and camera coordinate system being aligned, let
us denote the rotation along z, y, and 2 axes as 3-vectors Rz, Ry, and Rz forming columns of rotation
matrix R and translation of camera from the world origin as t = [t t,, t.]. The projection equation can

be written as,

x! f s w| |Rry Ry1 Rz t, *
Y| =10 a-f wy| |Rxa Rya Rzo ty Z (2.5)
z 0 O 1 Rxz Rys Rz3 t, .
K —(E|t] -
p=K[R|t]P (2.6)
—MP 2.7)

2.2.2 Camera Calibration and Pose Estimation

From the imaging model explained before, we can see that there are 5 unknown intrinsic parameters
(f,a,s,up,v0) and for any image, the arrangement of camera w.r.t. the world (camera pose) leads to 6
unknown extrinsic parameters or pose parameters (3 rotation parameters, 3 translation parameters).

Camera calibration aims to recover the intrinsic and/or extrinsic parameters given 2D image points
p and corresponding 3D world points P. The solution lies in the linear system of equations given by
Equation 2.7. It can be seen that for 11 unknowns, we need 6 correspondences. For intrinsic calibration,
this is typically done by placing an object of known dimensions in the scene and establishing the corre-
spondences across multiple images. Figure 2.2 shows some commonly used calibration patterns. Once
the correspondences are established, the projection matrix can be estimated using Direct Linear Trans-
formation (DLT) method [17]. The above model is linear and does not account for non-linear distortion
introduced by a lens. A four-step process for calibration with lens distortion is explained in [116].

Estimating intrinsic parameters without manual intervention is of interest for reconstruction tasks.
This is known as self-calibration or auto-calibration. Whitehead et al. [21] provides a comprehensive
reference to methods for self-calibration. In typical SfM pipelines, intrinsic parameter estimation is
simplified by assuming no skew (s = 0) square pixels (@ = 1), centered principle point (ug = vy = 0),

and known focal length (extracted from EXIF tags).
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Figure 2.2: Different types of planar calibration grids supported by OpenCYV calibration toolbox.

The task of estimating extrinsic parameters, rotation, and translation with known intrinsic parameters
is referred to as Camera Pose Estimation and this is done using Perspective-n-Point (PnP) solvers. The
minimal form is P3P with n = 3, however, in practice, it is most common to use a 5-point solver. It
is common to have noisy but many (> 5) correspondences in a real-world setting. To account for the
noise and to leverage more measurements, a S-point solver is commonly used with a robust estimator
like RANSAC. Lepetit et al. [35] explains a very efficient and generalized O(n) method for PnP solver

withn >= 4.

Image Localization In the context of modern location-based AR applications, pose estimation is a
very relevant problem. It is generally referred to as Image Localization. Given an SfM reconstructed
model of a scene (point cloud, corresponding sequences of image features, and camera poses for recon-
structed images) and a query image of the same location but unseen by the reconstruction process, image
based localization aims to recover 6-DoF pose for the query image, w.r.t. the reconstructed model. While
the pose estimation is done using PnP solvers, the differing aspect of image localization from traditional
pose estimation is the way correspondences are established. Over the past decade, several methods
are proposed for fast and efficient image based localization. Recently, this is also attempted as a pose

regression in Convolutional Neural Network (CNN) based learning framework [82, 1.

2.2.3 Two-view Reconstruction

Two-view reconstruction is a minimal SfM problem. Given two images of the same scene (with
motion between camera centers), the idea is to recover camera poses as well as sparse structure of the

scene. For methods developed in this thesis, N-view reconstruction is an extension of his idea.
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Figure 2.3: Two-view geometry : (a) depicts the geometry relating projection of a world point in two
images. (b) shows the pencil of epipolar planes corresponding to different world points and the baseline

(the line joining the camera centers).

The projective geometry relating to two cameras depends on the intrinsic and extrinsic parameters
of the camera and is known as epipolar geometry (EG). Figure 2.3 shows the epipolar geometry of two
views. The line joining the two camera centers C' and C’ is the baseline. Imagine the pencil of planes
with baseline as the rotating axis (shown in (b)). One such plane contains both camera centers, and
the world point X (epipolar plane 7 in (a)). It can be seen that the line joining the world point X and
the camera center C' intersects the image plane in point « (image of the world Point X'). The baseline
intersects the image plane in point e, image of the camera center C', also known as the epipole. As we
change the world point X, the epipolar plane containing X, C, and C’ will rotate around the baseline,
creating a pencil of lines around the epipole in each image plane (see (b)). These lines are called epipolar
lines and they relate the image of the world in one view to the other, this is the basis of correspondence

search along scanlines for reconstruction.

Algebraically, the geometric relation between two-views is defined by fundamental matrix. Fun-
damental matrix relates a point in one view to its corresponding epipolar line in another view. Given

camera poses, fundamental matrix can be computed as follows,

F =K, "Ri[Rt; — R] t;|xR] K; . (2.8)
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We refer the reader to Chapter 8 (8.2) of [17] for the geometric and algebraic derivation of the fun-
damental matrix. In a practical reconstruction scenario, camera poses are unknown, hence fundamental

matrix is estimated from correspondences and in turn used to estimate relative pose.

2.2.3.1 Relative pose estimation

There exists a large number of algorithms for fundamental matrix / relative pose estimation from
point correspondences. We refer the reader to Chapter 10 of [17] for a comprehensive account of these
methods. For the purpose of this thesis, we outline the procedure relative pose estimation method
commonly implemented in large-scale SfM pipelines and used by methods proposed in this thesis.

If point correspondences between cameras C; and C; are denoted by p; <+ p;, fundamental matrix

F relates the correspondences as,
pi Fp; =0 (2.9)

For the case where calibration for the cameras K; and K; is known, another mapping known as
essential matrix E relates the correspondences in normalized coordinates. The fundamental matrix and
the essential matrix are related by ' = K~ 1EKj_l. For the calibrated case, we need 5 correspondences
to estimate essential matrix, whereas for uncalibrated case we need 7 correspondences to estimate the
fundamental matrix. We can express the relation given in Equation 2.9 by rearranging the entries in F’

matrix as a 9-vector in row-major order as follows,

;xj f11 + 2y fi2 + @i fi3 + yirj fo1r +yiyifor +yifes + x5 f31 +yjfae + f33 =0 (2.10)
a-f=0 2.12)

For n-point correspondences, the above relation gives us a linear system of equations,

vy my; owmo Yy gy oy owoyp 1
: f=Af=0 (2.13)
aiwy alyloxpoyred o ytydoyyowf oyl 1
A
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The least-square solution for f can be obtained using Singular Value Decomposition (SVD) of A. The
solution vector f that minimizes || A f|| with || f|| = 1 corresponds to the singular vector corresponding
to the smallest singular value of A. This is the essence of the 8-point algorithm for fundamental matrix
estimation. For SfM reconstruction, we assume focal length to be known (calibrated case) and hence
directly estimate essential matrix. In presence of noisy but many correspondences (n > 8) robust
estimation is done with RANSAC. From essential matrix F, relative rotation R;; and relative translation
t;; can be obtained by SR factorization of £ with four possible solutions, of which a solution that
triangulates (explained later) the largest number of points in front of both the cameras is accepted. A

popular 5-point algorithm for relative pose estimation is explained by Nistér [20].

2.2.3.2 Triangulation of correspondences

Given a world point P that is visible in both cameras C; and C';, we know from Equation 2.7 that for
known values (pixel coordinates) for the correspondences (p; <> p;) and projection matrices M/; and
M;, pi = \iM;P and p; = \; M; P (\;, \; reflect scale ambiguity). Triangulation aims to recover the
coordinates for the co-visible 3D world point P. Geometrically speaking, triangulation is back-projection
of two rays from camera centers through image points and finding their intersection point in the world.
Many methods exist for two-view triangulation and we refer the reader to Chapter 11 of [17] for a
complete discussion. A simple method is based on Discrete Linear Transform assumes that image
point correspondences (p; <> p;) are accurate and and solves a homogeneous system of equations.
More accurate methods minimize geometric error between measured image points (p; <> p;) and image
points observed by projecting estimated world point hat P. This error e = (p; — M;hatP)? is commonly

known as the “reprojection error” and is very relevant for multiple view triangulation.

2.2.4 Structure from Motion

Recovering structure and motion from multiple images (SfM) is a long-studied problem in computer
vision. Early efforts to solve this problem were mostly algebraic in nature, with closed form, linear solu-
tions for two, three, and four views. We discussed the two-view reconstruction problem in the previous
subsections. Hartley et al. [17] provides a comprehensive account of these now standard techniques.
For multi-image sequences with small motions, factorization based solutions were proposed by Tomasi
et al. [8] and Sturm et al. [12]. Algebraic methods are fast and elegant but sensitive to noisy feature

measurements, correspondences, and missing features. Another class of algorithms took a statistical
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approach and iteratively solved the reconstruction problem by minimizing the distance between the pro-
jections of the 3D points in images and feature measurements (“‘reprojection error’”) using non-linear
least squares technique [9, 7], known as incremental SfM. These methods are robust to noise and miss-
ing correspondences as compared to factorization based methods but computationally more expensive.
The joint optimization of all camera parameters and 3D points by minimization of the reprojection er-
ror is now commonly referred to as Bundle Adjustment [15] which has been a long-studied topic in
the field of Photogrammetry. Another modern paradigm for robust structure estimation from multiple
images consider relative poses between all camera pairs simultaneously and estimates global pose by

motion averaging [ 16, 18, 65].

2.3 Large-scale Structure from Motion

Advances in robust feature detection and matching [ 19] and sparse bundle adjustment made the SfTM
techniques applicable to unordered photo collections [22]. An overall pipeline for SfM from unordered
photo collection is depicted in Figure 2.4.

Snavely et al. [25] presented the first system for large-scale 3D reconstruction using the incremental
SfM algorithm on Internet photo collections. Since then, many efforts have been made to push the state
of the art. In this section, we give an overview of the recent literature in this field and attempt to catego-
rize it for a better understanding of the state of the art. Table 2.1 illustrates the general flow of the large-
scale reconstruction pipeline, and enumerates key papers contributing to different steps of this pipeline.
There are two main tasks involved in typical reconstruction pipelines, (i) match-graph construction -
that computes pairwise geometric constraints between the image pairs, and (ii) structure-from-motion
reconstruction - that recovers a globally consistent structure from the match-graph. However, in the
context of large-scale reconstruction, often these tasks are further divided into sub-tasks. As discussed
in the previous chapter, the most commonly used pipeline for large-scale StM can broadly be divided
into five sub-tasks as depicted in Table 2.1.

Match-graph construction begins with a filtering step that identifies the images that potentially
have visual overlap. From these probable image connections, for city-scale reconstructions, multiple
connected-components that can be reconstructed independently are identified (step 1). For each of the
connected-components, a view-graph is constructed by performing pairwise feature matching for all

directly connected nodes and by verifying the matches based on two-view geometric constraints (step
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Input : A large collection of images
“potentially” capturing same site.

Detect salient feature points and
extract their local appearance based
description (SIFT, SURF, ORB, etc.)

Create an approximate match-graph
structure by finding image pairs with
visual overlap using efficient methods
based on global image similarity.

Create view-graph (VG) by estimating relative pose (rotation & translation) for
valid pairs in match-graph. View-graph (VG) is an essential input to structure from
motion pipelines. Optimize view-graph for efficient and accurate reconstruction

Create a match-graph structure by
establishing feature correspondences
(edge strength ~ number of matches)

Ed]
Bundle Adjustment

Recover scene geometry and camera poses : Incrementally grow a seed pairwise
reconstruction by adding more cameras and its feature matches and refining
the poses and triangulated points using bundle adjustment (incremental SfM)

Output : Sparse 3D reconstruction
(point cloud and camera poses)

Figure 2.4: SfM based 3D reconstruction from unordered image collections
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o
Step 1 Il Image Retrieval Brown etal. [27]
. Matchi o0 Snavely et al. [25][28]
Select Image Bl Feature Matching [ ] Snavely et al. [29]
Pairs to Match Bl Classifier .Learmng L Chum et al. [39]
Geo-location/GPS 'Y Agarwal et al. [49]
Havlena et al. [33]
o000
Step 2 I Faster Search Structures Frahrr? etal. [40]
View-graph I Reducing candidates ° Gher‘ardl etal [41]
Construction Reducing dimensions Sinha etal. [49]
g o0 Havlena et al. [42]
] Olsson et al. [51]
Sten 3 o0 Crandall et al. [50]
tep Il Heuristic pruning ° Louetal. [61]
Optimizing [ Optimal selection o Cao et al. [57]
View-graph P Refining parameters (X J Wu [68]
] Chatterjee et al. [65]
o Moulon et al. [66]
Step 4 o .
P Il Incremental methods Jian etal. [75]
SFM Reconstruction il Global methods ® Hartmann et al. [71]
of Components Hierarchical methods o Havlenaetal. [72]
[ ] Wilson et al. [79]
] Shah et al. [78]
Step 5 [ X Shah et al. [86]
[ ] Bhowmick et al. [70]
Merge Using Link 3D Points ® Schonberger et al. [$5]
Reconstructed Using Link Images [ Sweeney et al. [88]
Components o Shen et al. [97]
Locheretal. [112]

Table 2.1: A high-level division of the large-scale reconstruction pipeline into five sub-tasks. The
methods and algorithms proposed for each of these subtasks are divided into broad categories. For better
understanding of the prior works, key papers are color coded for the categories based on the primary
contribution (for methods papers) and based on the utilized techniques (for the pipeline papers). This

visualization is best viewed in color.
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2). The view-graph is pruned or reduced for optimal reconstruction with efficiency, accuracy, or other
key objectives in mind (step 3). Each connected-component is reconstructed from the pairwise corre-
spondences using SfM (step 4) and finally merged into a single reconstruction (step 5). We now explain

each of these steps and discuss the related literature in the remainder of this section.

2.3.1 Selecting Image Pairs to Match

Large-scale image collections often contain images that do not capture the structure of interest. Also,
a large number of good images do not match with the majority of the other images, as they capture
different parts of the structure and have no visual overlap. With tens of thousands of features per image,
the cost of pairwise feature matching is non-trivial. Hence, exhaustively matching features between
all pairs of images (O(n?)) would result in a wasted effort in performing expensive feature matching
between a large number of unmatchable images. Due to this, most large-scale pipelines first attempt to
identify the image pairs that can potentially match using computationally cheaper methods.

Many methods use the global similarity between two images as a measure of matchability. Bag of
words (BoW) models and vocabulary tree (VOC-tree) based image retrieval techniques are popularly
used in the SfM context to identify image pairs with potential overlap [49, 70]. To improve the efficiency
of this retrieval based scheme, Chum et al. [39] employ a min-hashing based technique. To improve the
quality of retrieved results, Lou et al. [61] integrate a relevance feedback based approach. Frahm et al.
[40] use global image features (GIST) to cluster images based on their appearance and select an iconic
image for each valid cluster. Images within a cluster are only matched with the iconic image and not
exhaustively. Iconic images across clusters are evaluated for similarity using VOC-tree retrieval or geo-
tags. Crandall et al. [50] also use geo-tags/GPS and VOC-tree based similarity to reduce the number of
image pairs to match.

Another class of methods uses learning techniques to evaluate whether an image pair would match.
Cao et al. [57] use discriminative learning on BoW histograms and train an SVM classifier to predict
matchability. Recently, Schonberger et al. [85] introduced a pairwise geometry encoding scheme that
quantifies the distribution of location and orientation changes between an image pair based on feature
correspondences and train a random forest classifier for prediction.

A preemptive matching (PM) scheme to quickly eliminate non-promising image pairs was proposed
by Wu [68]. Preemptive matching examines matches between a few (100) high-scale features of an

image pair and considers the pair for full matching only if 2-4 matches are found among these features.
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The image connections found in this way define an approximate match-graph with edges between
nodes corresponding to matchable pairs. A connected-component is found by performing a depth-first-
search on this approximate match-graph [50, 70, 40]. Some older pipelines first compute a geometrically

verified match-graph (or a view-graph) and then find connected-components [49, 28].

2.3.2 View-graph Construction

Given an approximate match-graph, the next step involves feature matching and geometric verifica-
tion through relative pose estimation. A geometrically verified match-graph is commonly called a view-
graph, a scene-graph, or a camera-graph. The nodes of the graph indicate images and edges between the
node encode epipolar geometry between the nodes in the form of relative rotation and translation.

Features of two images are matched by computing Lo-norm between the corresponding descriptors
and finding the closest feature as a candidate match. Since, Lo-norm in descriptor space is not mean-
ingful by itself to indicate a match, the candidate match is verified by performing a ratio-test, i.e. by
verifying that the ratio of distances of the query feature from its top-two neighbors in the target image
is below a threshold.

High-resolution images of structure have tens of thousands of point features. Without using mas-
sively multithreaded hardware like GPUs, exhaustively comparing features between two images is com-
putationally prohibitive (O(m?) for m features per image) even after reducing the image pairs. Hence,
it is common to use an approximate nearest-neighbor search (O(m logm)) using Kd-trees for feature
matching. To further improve the efficiency of feature search, Jian et al. [75] proposed a cascade hashing
based approach.

Alternatively, the efficiency of feature matching can be improved by reducing the search space.
Hartmann et al. [71] observe that many features that occur repetitively participate in matching but are
later discarded by ratio-test. To eliminate such features from the matching pool, they train random forest
classifiers to predict a feature’s matchability. Havlena et al. [72] suggest that if features are quantized
into a very large vocabulary, the quantization would be sufficiently fine to assume that features from
multiple images belonging to the same visual word are matches. However, they discard words that
contain many features from the same image as they are either noisy features or features that occur
on repetitive structures. Hartmann et al. [71] and Havlena et al. [72] discard matchable features on
repetitive structures as they are traditionally rejected during the ratio-test. To avoid this, in [86], we

presented a two-stage geometry aware scheme that leverages coarse epipolar geometry to reduce the
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number of candidate features to match and also produces denser correspondences by retaining good
correspondences on repetitive structures.
Once a sufficient number of point correspondences are estimated, the relative pose is estimated using

RANSAC like methods.

2.3.3 Optimizing View-graph

Redundancy and errors in view-graph often lead to erroneous reconstructions. Hence, it is important
to filter or prune view-graph for efficiency and accuracy objectives. Many methods have been proposed
for finding an optimal subgraph from the full view-graph to meet various objectives. For efficiency and
completeness, incremental/hierarchical SfM methods use optimal subgraphs such as skeletal graph [29],
iconic scene graph [52], min. connected dominating sets [42], dendrograms [89], etc. The methods for
finding these subgraphs differ in their objectives as well as selection strategies. Pruning undesirable
images and pairs from the input view-graph is an implicit part of both incremental and global SfM
methods and are often done by putting thresholds on various criteria. Accuracy of incremental SfM
hinges on seed pairwise reconstruction and next best view selection. Wide baseline seed pair selection
is ensured using criteria based on epipolar inliers (that don’t fit a homography) [25, 28], or inlier ratios
(to detect pairwise motion as planar, rotational, or general) [96]. For the next best view selection,
triangulation angle, inliers, or correspondence distribution are used as criteria [25, 96].

For global methods, incremental BA is not the efficiency bottleneck, hence optimal subgraphs are
often related to consistency and robustness goals. Global methods use specialized solutions such as
inference on a graph with consistency based priors [60, 48], random sampling of spanning trees [24, 51]
with consistent edge addition, and local convexity based sub-division [98]. In [88], EGs in a view-graph
are directly refined by minimizing a triplet reprojection error based objective using a large non-linear
optimization. For efficiency, they choose a spanning subgraph such that each edge participates in at
least one triplet. Shen et al. [97] proposed a fast graph-based matching approach that begins with

triplet-consist initial edges and expands around these primary ‘edges’ to build consistent view-graphs.

2.3.4 Reconstruction of a Connected Component

Given the match-graph/view-graph for a connected component, reconstruction can be performed by
various SfM pipelines. Most SfM reconstruction techniques can be categorized into, (i) Incremental

SfM, (ii) Global SfM, and (iii) Hierarchical SfM.
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Incremental SfM [22, 25] reconstructs the cameras and points starting with a good seed image pair.
The reconstruction grows incrementally by adding a few well-connected images, estimating the camera
parameters, and triangulating feature matches. To avoid drift accumulation, this is followed by a global
bundle adjustment (BA) that refines camera poses and 3D point positions. The complexity of the incre-
mental SfM is O(n*) due to repeated BA. To improve the efficiency of this step, many methods propose
fast approximations of the sparse bundle adjustment and/or exploit many-core architectures to paral-
lelize it [49, 37, 56, 38]. Wu [68] leverages highly parallel GPU architecture for an optimized pipeline
- VisualSFM for incremental SfM. In this pipeline, progressively fewer iterations of BA are performed
as more images are added, owing to the observation that the recovered structures become stable as they

grow larger.

Another class of methods can be classified as global SfM methods as they aim to reconstruct all im-
ages at once as opposed to a sequential solution. Sinha et al. [45] estimate global camera rotations from
pairwise rotations and vanishing points. Olsson et al. [51] use rotation averaging in RANSAC frame-
work for global rotation estimation. Crandall et al. [50] propose a discrete-continuous optimization
method, Chatterjee et al. [65] use lie-algebraic averaging for global rotation estimation. Once the rota-
tions are known, SfM boils down to solving a linear problem of estimating camera translations and 3D
structure. Wilson et al. [79] go a step further and also estimate global translations by solving for 1D or-
dering in a graph problem. Due to averaging of pairwise motions, global methods perform poorly when
the pairwise geometries are inaccurate, or there are fewer pairwise geometries to average. Recently,
Sweeney et al. [88] proposed a view-graph optimization scheme that works for uncalibrated image sets

and also improves the robustness of global methods to handle inaccuracies in pairwise geometries.

Havlena et al. [33] and Gherardi et al. [41] proposed hierarchical methods for SfM that attempt
to avoid fully sequential reconstruction typical to incremental SfM methods without using global esti-
mations. Havlena et al. [33] finds candidate image triplets using visual words for atomic three image
reconstructions and merges them into a larger reconstruction. Gherardi et al. [4 1] organizes the images
into a balanced tree using agglomerative clustering on the match-graph and builds a larger reconstruc-
tion by hierarchically merging the separately reconstructed clusters. In [78], we proposed a multistage
approach for SfM that first reconstructs a coarse global model using a match-graph of a few high-scale
features and enriches it later by simultaneously localizing additional images and triangulating additional
points. Leveraging the known geometry of the coarse model allows the later stages of the pipeline to be

highly parallel and efficient for component-level reconstruction.
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2.3.5 Merging reconstructed components

The connected components of the match-graph are independently reconstructed using methods dis-
cussed before and later merged into a single reconstruction. Many pipelines merge multiple sub-models
by finding the common 3D points across the models and by robustly estimating a similarity transfor-
mation using ARRSAC/ RANSAC/ MSAC [40, 52, 33, 41]. These merging methods mainly differ in
their ways of identifying common 3D points. Bhowmick et al. [70], while dividing the match-graph
into multiple components ensure that common images exist between two components and estimate the
similarity transform between two models by leveraging the pairwise epipolar geometry of the link im-
ages. Recently, Cohen et al. [80] presented a combinatorial approach for merging visually disconnected

models of urban scenes.

2.4 Learning based methods for Structure from Motion

In recent years, deep neural networks have demonstrated tremendous improvements in classical vi-
sion problems such as detection, recognition, segmentation [64]. Figure 2.5 demonstrates an overview

of a typical Convolutional Neural Network (CNN) architecture.
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Figure 2.5: Illustrative example of Convolutional Neural Network Architecture

The initial layers of these networks are an array of learnable filters that perform convolution operation
on the input. For the first layer, the input is typically three channels of the image itself, but for the
subsequent layers, the output of the previous layers (called as feature maps) is fed in as the input. The

last few layers are fully connected and the final output acts as a feature vector for classification or
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regression tasks. The training procedure involves minimizing the difference between prediction and
ground-truth (loss) by back-propagating the gradients through the network and performing gradient
descent to learn the weights. Due to a very high number of learnable parameters (weights) involved,
large ground-truth data is needed for training CNNs. CNN based approaches are very well-suited for
problems that can be readily cast as regression or classification problems.

As we saw previously, the pipeline for large-scale SfM consists of many independent modules and is
not a natural fit for end-to-end learning. However, inspired by the success of CNNs on a variety of vision
problems, many attempts have been made to cast individual sub-tasks of SfM as learning problems. The
performance of these deep regression methods is still not at par with traditional closed-form solutions.
Moreover, many sub-tasks of the overall large-scale SfM pipeline such as view-graph optimization,
bundle adjustment are still not amenable to deep learning methods. While the contributions of this
thesis are not in the direction of learning based SfM, we summarize such recent efforts for the sake of

completeness of discussion.

Measuring Image Similarity To create an approximate match-graph, typically global similarity match-
ing is performed between image pairs. The final fully-connected layers of a CNN pre-trained on unre-
lated vision tasks such as object recognition act as feature descriptors (neural codes) and can be used
in place of hand-crafted features for image retrieval and image similarity measurement [69, 84]. Many
varieties of networks have also been proposed that take two images as inputs and predict a probability

of them matching [23, 95, 91].

Feature Detection and Matching Traditionally hand-crafted feature detectors and descriptors are used
in SfM pipelines. Many methods have been proposed for learning to detect feature points and to extract
feature descriptors [99, , 92]. Other methods focus on directly establishing correspondences in the
presence of occlusion, noise, and other deformations [101, 93]. Schonberger et al. [106] provides a

detailed comparative analysis of hand-crafted vs. learned local feature representations.

Relative Pose Regression The projective mapping in form of a homography or a fundamental matrix
is typically estimated with image correspondences. Deep learning based methods propose end-to-end
models that regress the mapping function between two input images [94, , ]. Learning based
SfM approaches are still limited to two views, mostly consecutive video frames and estimate relative

rotation and translation between the two frames [107, ].
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Camera Localization Image based localization aims to recover 6-degrees-of-freedom (6-DoF) pose
for a given image w.r.t. an existing SfM reconstruction. Deep methods for image based localization
operate in the following way. During training, the network is provided with estimated poses of images
from given SfM reconstruction as ground-truth and at test time, pose for a query image is regressed

using the trained model [82, , ].

Robust Differentiable Estimation Robustly estimating many camera entities in the context of SfM
such as homography, fundamental matrix, calibration matrix, pose, triangulation involves random sam-
ple consensus (RANSAC) flavored algorithms. A bottleneck for end-to-end estimators is that these
procedures are computationally non-differentiable. Brachmann et al. [102] propose strategies to over-
come this problem and show the application of a differentiable variant of RANSAC in the context of

camera localization.

2.5 Motivation and Progression of this Thesis

Having introduced the general background and current state of the art for SfM, we briefly discuss
the progression of the research covered in this thesis and questions that motivated this inquiry. Our
research prior to this thesis concerned developing tools and methods that allow greater creative freedom
for manipulation and synthesis of visual media [63]. Seminal research works like ‘PhotoTourism’[25]
and ‘Building Rome in a Day’[49] are of particular significance in this regard. While researchers had
demonstrated city-scale reconstructions within impressive time bounds (under a day) using powerful
CPU/GPU based compute clusters, it was still out of reach for computation on affordable hardware. For
example, popular software implementations available at the time we began our inquiry (2013-2014),
namely Bundler and VisualSfM took up to 1.5 days and 11 hours respectively to reconstruct an 1100-
image model on a 2.5GHz single-threaded machine with an Nvidia GTX520 GPU. Reconstructing even
larger sets was prohibited by both memory and computational runtime.

The problem of prohibitively long compute times (on CPU) and large memory requirements (on
GPU) inspired us to take a closer look at the structure of large-scale SfM pipelines and understand the
bottlenecks. It was commonly known that bundle adjustment is computationally the most prohibitive
step in incremental SfM pipeline with runtime in O(n?). The feature matching problem is also compu-
tationally expensive O(n?) but is less concerning since it is extremely parallel in nature. Most methods

at the time focused on reducing the number of images n for computational advantage. We wanted to
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investigate the effect of reducing the number of features m and its effect on efficiency and completeness
of SfM reconstruction. This investigation led us to the multistage feature matching and coarse-to-fine
reconstruction methods. At the heart of these methods lies a scale-based feature selection strategy that
is backed by sound theoretical investigations since the early years in computer vision. We discuss these

ideas with proposed methods and experiments in chapter 3 and chapter 4.

Experimenting with various SfM methods and datasets during the course of our investigation in these
years, led us to observe several failure cases. SOTA SfM pipelines were considered reasonably robust
and stable. However, research papers still reported their methods struggling with some datasets. These
methods on different challenging datasets either produced completely wrong models, or models with
faults like large drifts, large re-projection errors, wrong camera poses, etc. This raised the obvious
but important question, when does a dataset fail to reconstruct? The answer was almost always, due
to poor data association (correspondences / view-graph) fed to geometric solvers. In a crowd-sourced
reconstruction scenario, where the captured images are not structured by timestamps or inertial measure-
ments, view-graph (the structure that stores relative geometry estimated from pairwise feature matching)
is often noisy. When the scene has repeating elements or large duplicate structures, appearance-based
feature matching methods often lead to strong correspondences between incorrect scene elements. Large
sets of consistent but wrong associations lead robust estimators to fail to recover the correct scene ge-
ometry. While researchers dealt with these problems by proposing yet another SfM pipeline, we were
more interested in investigating if there is value in improving the quality of view-graphs in a unified
manner that is suitable for different challenges and reconstruction objectives. This work led us to the

research described in chapter 5.

2.6 Thesis Outline

The rest of this thesis describes these problems and the proposed methodology as a self-contained
chapter. Each chapter describes the method with an introduction to the required background and re-
lated works and ends with performance evaluation and a discussion on its usefulness in large-scale SfM
context. While the proposed matching method described in chapter 3 is central to the reconstruction
pipeline described in chapter 4, it is equally valuable for use with other SfM pipelines as demonstrated.

Similarly, the view-graph selection framework is independently useful with any SfM pipeline that con-
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sumes a view-graph. Finally, we conclude this thesis with a discussion on open problems and future
directions.

All papers published in the course of working towards this thesis (listed in chapter ) are made avail-
able as pre-print articles on the thesis website. The code for the methods described and curated datasets

are also made publicly available with reference links on the thesis website.
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Chapter 3

Efficient Feature Matching for Large-scale Structure from Motion

3.1 Introduction

In this chapter, we present a two-stage, geometry-aware approach for matching SIFT-like features
in a fast and reliable manner. Our approach first uses a small sample of features to estimate the epipo-
lar geometry between the images and leverages it for guided matching of the remaining features. This
simple and generalized two-stage matching approach produces denser feature correspondences while
allowing us to formulate an accelerated search strategy to gain significant speedup over the traditional
matching. The traditional matching punitively rejects many true feature matches due to a global ratio
test. The adverse effect of this is particularly visible when matching image pairs with repetitive struc-
tures. The geometry-aware approach prevents such preemptive rejection using a selective ratio-test and
works effectively even on scenes with repetitive structures. We also show that the proposed algorithm is
easy to parallelize and implement it on the GPU. We experimentally validate our algorithm on publicly

available datasets and compare the results with state-of-the-art methods.

3.1.1 Feature matching for structure from motion

Geometrically meaningful feature matching is crucial to many stereo-vision and SfM applications.
As explained previously, recent methods in 3D reconstruction [25, 49, 40] begin with match-graph con-
struction, which requires matching SIFT-like features [19] across several unordered images of a static
scene. Most modern SfM algorithms use point features like SIFT as they are robust to variations in
illumination, scale, and affine transformations. A point feature is a 2D (z, y) location on the image typ-
ically represented by a descriptor that encodes the appearance of its surrounding region. Geometrically

consistent feature correspondences are established by (i) finding feature matches by descriptor compar-
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ison and ratio-test; (ii) estimating fundamental matrix using robust estimators; and (iii) removing the
outlier matches using epipolar constraint. If the end-goal is to reliably estimate the fundamental matrix,
relatively few good feature matches would suffice. However, for many SfM applications, it is desirable
to find as many correspondences as possible so as to establish connections with newer images and to

produce denser point clouds.

3.1.2 Time complexity of feature matching

The time complexity of match-graph construction by exhaustively comparing all pairs of images
and using a brute-force approach for feature matching is O(n?m?) where n is the number of images
and m is the average number of features per image. However, most SfM approaches use a logarithmic
time Kd-tree based approximate search [13, 77] for feature matching, reducing the time complexity
to O(n?mlog(m)). Most literature ignores m log(m) as a small constant and presents the complexity
of match-graph construction as O(n?). Many approaches have been proposed to reduce the quadratic
complexity by intelligently selecting the pairs to match [49, 40, 61, 57, 68]. While these methods com-
pare significantly fewer image pairs than O(n?), feature matching per image-pair is performed using the
traditional Kd-tree based approach. However, with the proliferation of high-resolution digital cameras,
Internet images of structures and monuments have features in the order of tens of thousands making

mlog(m) a rather large constant having a significant impact on run-time.

3.1.3 Ratio-test and its effect on repetitive structures

In addition to efficiency concerns, there is also another problem that often surfaces with descriptor
comparison based feature matching. The best candidate match for each query feature is identified as the
closest neighbor (feature with minimum L2 distance in descriptor space) in the second image. However,
L2 distance in descriptor space is not sufficiently meaningful by itself to indicate a match. Due to
spurious detection and clutter, the closest feature may not be the true match. Hence, it is common
to verify the candidate match by a ratio test. The ratio test compares the distance of a query feature
from its closest neighbor (candidate) to its second-closest neighbor in the target image. If the ratio of
distances is below a threshold then the candidate is declared a match. The assumption is that features
in an image are randomly distributed in descriptor space. In the absence of a true match, the candidate
would be an arbitrary feature and the best distance would not be significantly better than the second-best

distance; leading to a ratio close to 1 [19]. Ratio-test provides a meaningful way to tune out spurious
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correspondences arising from occlusions or clutter. However, the assumption of random distribution
does not hold true for images with repetitive structures commonly encountered in architectural images.
Ratio-test punitively rejects many correspondences for features on repeating elements such as windows,
arches, pillars, etc. due to similar appearance. Previous efforts that propose tailored solutions to mitigate
this problem involve extra processing steps and make additional assumptions [60, 26, 55].

We propose a geometry-aware approach for fast and generalized feature matching that also works
for images with repetitive structures without any assumptions or complex processing. It retrieves many
times more true feature correspondences in presence of repetitive structures such as arches, windows,
balconies, commonly encountered in images of monuments and building facades. We achieve this at no
additional cost in timing. We also introduce several tricks to perform guided matching even faster than

commonly used geometry-blind Kd-tree based global matching[13, 77].

3.2 Overview of Our Approach

Most matching methods perform a global ratio-test followed by epipolar verification, preemptively
rejecting many correspondences on repeating elements. We suggest that if epipolar constraints are
used before the ratio-test, many true matches on repetitive structures can be retained. Since estimating
epipolar geometry requires feature matches, there is a cyclic dependency. We overcome this problem by
a two-stage matching approach. The first stage selects a small subset of features from both images and
performs Kd-tree based feature matching within the subsets. The fundamental matrix estimated using
the feature matches from this stage is then used to perform a guided correspondence search. For each
query feature, only a small subset of features that lie close to the epipolar line is considered as candidate

matches. Distance comparison and ratio-test are performed only within this set.

3.2.1 Avoiding Preemptive Rejection

If repetition in the image is not along the direction of camera motion, the duplicates of a true match
are excluded from the candidate matches as they don’t lie close to the epipolar line. Hence, geometry-
aware matching reduces the number of false negatives significantly by avoiding duplicates from being
considered for ratio-test. Figure 3.1 shows this effect on an example image pair. The corresponding
features on repeating arches are marked by red points and highlighted by circles. The query feature (left

image) and its corresponding epipolar line (right image) are marked in green. The query feature and
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Figure 3.1: Global vs. geometry-aware matching for repetitive structures: correct match is detected for both

methods, but 2-NN for global matching would fail the ratio test due to similarity.

its top two neighbors are shown above the target image for both: global matching vs. geometry-aware
matching. It can be seen that the correspondence would only survive for geometry-aware matching.
The constrained ratio-test would still be able to reject noisy matches since unlike structured repe-
tition, spurious features are randomly distributed. For a subset of features sampled along the epipolar
line, a duplicate of a true correspondence would only be sampled when the line is along the direction of
repetition. However, an arbitrary non-distinctive spurious candidate match is equally likely to encounter

a similar feature in any randomly drawn subset.

3.2.2 Computational Overhead

The time required for initial matching and geometry estimation in the first stage of our algorithm
is relatively small since fewer features are involved. The second stage, i.e. geometry-guided matching
needs to find the set of candidate matches for each query feature. This requires computing distances of
all feature points in the target image from the epipolar line for each query. Moreover, since the candidate
set is different for each query, a smaller but new Kd-tree needs to be created to find the two closest points
for each query. A naive solution would result in significant computational overhead. In the next section,
we explain each step of our algorithm in detail and show that the guided search can be optimized to

reduce the computational overhead by leveraging epipolar constraints.

3.3 Geometry-aware Feature Matching

Given an image pair to match, we first estimate the fundamental matrix by matching a small subset of

features and perform a fast correspondence search for unmatched features using the epipolar geometry.
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These correspondences can further be verified and pruned using triplet verification or closure check

while forming feature tracks for STM. We explain these steps in detail in the following subsections.

3.3.1 Geometry Estimation

We select a small subset of SIFT features from the query image pair and match them using the Kd-
tree based technique. Instead of selecting a random subset, we select top 20% SIFTs in decreasing
order of their scale, based on the observations that top-scale SIFTs match well and they match well
with other top-scale features [68]. We explain this phenomenon in more detail in the next chapter. If
at least 16 matches are found between the feature subsets, then these matches are used to estimate the
fundamental matrix F between the images using RANSAC [5] and 8-point algorithm [17] taking into
account degenerate cases. The estimated geometry is considered reliable only if at least <% of initial
matches are inliers; the image pair is not processed further otherwise. Once the F-matrix is computed, a

guided search is used to match the remaining features as explained next.

3.3.2 Faster Candidate Search and Matching

Given I and I, two M x N input images, their corresponding feature sets S and T are defined as,

S={(x,y,v) | x€ [0,M], y € [0,N], v € R¥} 3.1)

T ={(X,y,v) | X €[0,M],y €[0,N],v' € R¥} (3.2)

where (x,y), (X', y’) denote the coordinates of features in image space and v,v’ denote the corresponding

k-dimensional feature descriptors (k = 128 for SIFT).

Epipolar constraints: For a query feature point pq = (xq Yq 1) in feature set S of image I the corre-
sponding epipolar line lq = (aq, bq, cq) in image I; is given by lq = F - pq. If p; = (x; yq 1) denotes
the corresponding feature point in image I; then as per the epipolar constraint pg - F - pq = 0, point pg
must lie on the epipolar line i.e. pa - lq = 0. Due to inaccuracies in estimation, it is practical to relax the
constraint to pg “lq < e. To find pg, instead of considering all features in set T, we limit our search to

only those features which are close to the epipolar line |5. We define the set of candidate feature matches
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Figure 3.2: Illustration of geometry-aware feature search strategy. Search for points within distance d
from epipolar line (shown by red dots) can be approximated by radial search and more efficient grid
based search. Red squares in (c) shows the center-most cell of the overlapping grids selected for each

equidistant points along the epipolar line.

C as,

C = {p’ |dist(p/,1q) < d} (3.3)

! b /
dist(p,Iq) = 29 T 2aY T Cq (3.4)

\/ ag® + bq2

Linear search for candidates: In Figure 3.2 the candidate feature matches (features in the set C) are

marked by red dots. Finding these candidate matches using linear search would require computing the
distances of all features in T from line |l using equation (3.4). This search has a time complexity of

O(|T|). Linear search can be approximated by a radial search algorithm of logarithmic complexity.

Radial search for candidates: In this search, first a Kd-tree of (x,y) coordinates of features in T
is constructed. Then K equidistant points (at distance d) on the epipolar line | are sampled and each
of these points is queried into the Kd-tree to retrieve feature points within radial distance d from the
sampled point [77]. In Figure 3.2b dark green squares on the epipolar line mark the equidistant query
points and red circles indicate coverage of frue candidate matches when radial search is used. If line
lq intersects image I; in points pa = (xa,ya) and pg = (xg,ys) then the coordinates (xk,yx) of the
equidistant points are given by,

. k~XA+(K—k)-XB

X K , k=0,1,2,--- K 3.5
k - K—Kk)-
Yk = yA+(K ) yB’ k:071>2""7K (36)
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where K = /(xg — xa)2 + (yg — ya)?/d. This search has a complexity of O(K - log|T|) where K <
|T].

Grid based Search for candidates: We further optimize the candidate search by using a grid based
approach. We first divide the target image I; into four overlapping grids of cell size 2d x 2d and overlap
of d along x, y and x-y directions, as shown by dotted lines in Figure 3.2c. We then bin all feature points
of T into cells of the overlapping grids based on their image coordinates. Each feature point (x,y) would

fall into four cells, coordinates of centers of these cells are given by,

Xe1 :QX—d-d+2d, Yel :%-d+2d 3.7)
Xe2 :%—%-dmd, yeo :%-dJer (3.8)
Xe3 :%.dmd, ye3 zzld—%.dwd (3.9)
xc4:%—%-d+2d,yc4:%—%-d+2d (3.10)

G.11)

Given a query point pq, we find its epipolar line |, and the equidistant points (xy, yk) as per equations
(3.5) and (3.6). For each of the equidistant points on the epipolar line, we find the four overlapping
cells that contain this point and find its Cartesian distance from centers of the four cells. We select
the centermost cell for each point and accumulate all feature points binned into these cells to obtain
an approximate set of candidate matches C’. Red squares in Figure 3.2¢ indicate the coverage of true
candidate matches in set C by a grid-based approximate search. In practice, we use larger grid size
(2d x 2d) to account for misses due to grid approximation. Since feature points are binned only once
per image, searching candidate matches involves finding center-most cells for K points along the line

and accumulating |C’| candidate points, leading to run-time complexity of O(K + |C']).

Finding the match: To finalize a match from the candidate set C’, a Kd-tree of feature descriptors
in C’ is constructed, closest two features from the query are retrieved, and ratio-test is performed.
The number of candidate feature matches |C’| is a small fraction of total points |T| (typically 200:1
in our experiments). Since the top two neighbors are searched in a much smaller Kd-tree of size |C’|,
geometry-guided search reduces the operations required for two-image matching from (|S|log|T|) to

(IS[log[C’

), with an overhead of constructing a small Kd-tree of size |C’| for each query feature.
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Avoiding redundant Kd-tree construction: To reduce the overhead of redundant Kd-tree construc-
tion, we exploit the dual nature of epipolar lines; i.e. for all points that lie on line 1 in image I, their
corresponding points must lie on the dual line I’ in image Is. We use this property, to group the query
points in S whose epipolar lines intersect the boundaries of I; in nearby points (within 2 pixels) and
search for matches group by group. Since all feature points in a group have the same epipolar line and
hence the same candidate matches, we avoid redundant construction of the small Kd-tree of size |C’|

for points in a group.

3.3.3 Verification of Feature Matches

The matches produced by our approach are mostly geometrically consistent. However, a selective
ratio-test can introduce a small number of false-positives ( < 10%). Robust estimators like RANSAC
can easily deal with such small percentage of outliers. A bad initial estimate of the fundamental matrix
can sometimes lead to spurious correspondences. Though we seldom experienced this in our experi-
ments, in practice this can be detected by re-estimating the F-matrix using all matches and checking the
inlier ratio.

If strictly true matches are required, triplet verification or closure check can be performed while
building feature tracks for SfM applications. Feature tracks are formed by finding connected-components
in a graph where image-feature pair is a node and edges indicate matches between features. Triplet
verification demands that if a feature A in image I5 is a match for a feature B in image Ip then the
correspondence A <+ B must be verified by some feature C in a commonly connected image I such
that C <» B and A <> C are also correspondences. This can be ensured by finding triangles in each
connected-component (track) and pruning all nodes that are not part of any triangle. Closure check is

less strict and demands that each feature track be a closed connected-component in the graph.

3.3.4 Other advantages
Apart from being faster than geometry-blind global correspondence search, there are additional ad-

vantages of our grid-based geometry-aware search strategy.

Denser correspondences Ratio-test compares the distance of a query feature from its closest neigh-
bor (candidate) to its second-closest neighbor in the target image. If the ratio of distances is below a

threshold then the candidate is declared a match. The assumption is that features in an image are ran-
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domly distributed in descriptor space. In absence of a true match, the candidate would be an arbitrary
feature and the best distance would not be significantly better than the second-best distance; leading to a
ratio close to 1 [19]. However, the assumption of randomly distributed features does not hold for images
with repetitive structures such as windows, arches, pillars, etc. in architectural images. Ratio-test puni-
tively rejects many correspondences for features on such repeating elements due to similar appearance.
In geometry-aware matching, each query feature is compared only against a small number of features
that lie close to the corresponding epipolar line. This simple trick reduces the false rejections on repeti-
tive structures significantly by avoiding the duplicates from comparison and recovers denser matches as

compared to global matching (see Figure 3.1).

Easy Parallelization While it is straightforward to parallelize feature matching across image pairs,
most approaches that parallelize feature matching within an image pair use exhaustive descriptor com-
parisons. For high-dimensional data points, Kd-tree based approximate methods are difficult to par-
allelize due to the hierarchical nature of the search. However, the epipolar line based grouping and
grid-based candidate search can both be easily distributed on parallel platforms like GPU. We have ex-
plained the major steps of our GPU algorithm in the next section. We show significant speedup (up to

9x) of our GPU matching as compared to state-of-the-art GPU feature matching in section 3.5.

3.4 GPU Implementation

The proposed algorithm is well suited for parallel computation on the GPU. We use high-performance
CUDA parallel primitives like sort and reduce from the Thrust[43] library and obtain a significant
speedup over CPU. Exploiting parallelism in Kd-tree based hierarchical search on high-dimensional
data is difficult. GPU FLANN [77] works only for up to 3-dim data. In contrast, the exact near-neighbor
(ExNN) search can be performed efficiently by using parallel matrix multiplication for pairwise de-
scriptor distance computation on GPU [27]. Hence, we use the EXNN approach to find initial matches
between feature subsets on GPU and estimate F-matrix on CPU. The guided-search steps are made

parallel by leveraging point/group independence as follows.

Step 1. Grid computation and feature binning We launch a grid of threads on the GPU with one
thread processing one feature each. Each thread computes the cell centers and the cell indices for all

features in T in parallel. A fast parallel sort using cell indices as keys brings all features belonging to
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the same cell together. Using a fast parallel prefix scan yields us with the starting index into each cell of

the sorted array.

Step 2. Epipolar line based feature clustering This step also launches a grid of threads, with each
thread responsible for computing the epipolar line and its intersection with image boundaries for each
feature in S. To cluster the features based on the epipolar lines, we perform a parallel sort of all the fea-
tures using the image intersection points as keys and bring features with closeby epipolar lines together.
To assign sorted feature points to clusters, we again launch a grid of threads where each thread writes 0
or 1 to a stencil array if its epipolar line differs from the previous one by more than 2 pixels. We then

perform a fast parallel scan on this stencil array to provide us with the individual cluster indices.

Step 3. Finding the set of candidate matches We use one CUDA block per cluster of features in S
to find its corresponding set of candidate matches C’ in the target image T. Each thread in the block
takes one equidistant point on the epipolar line, computes its corresponding cell indices, and retrieves
the features binned into these cells in stepl. The candidate matches corresponding to each cluster of

query features that are stored in the GPU global memory.

Step 4. Finding the true-match from candidates For every query point, we need to find its two
nearest points in the respective candidates set derived in step3. Each query point is handled by one
CUDA thread block and each thread within the block computes the L2 distance between the query
feature and one feature from the candidate set in parallel. A parallel blockwise minimum and next-

minimum are computed and followed by a ratio test to declare a match.

3.5 Experiments and Results

We evaluate our algorithm by: (@) matching four images of different scene types shown in Figure 3.3
and manually verifying the matches; (b) matching features for 3D reconstruction of three SfM datasets.
For 3D reconstruction, we use Bundler [25] code and publicly available datasets: (i) Tsinghua School

(193 images), (ii) Barcelona Museum? (191 images), (iii) Notre Dame? subset (99 of 715 images). We

1 o ‘ . .
http://vision.ia.ac.cn/data/index.html

\ttp://www.inf.ethz.ch/personal/acohen/papers/datasets/barcelona.zip

3http: //phototour.cs.washington.edu/datasets/
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(b) Indoor [|S| = 4K, |T| (d) Desk [|S| = 16K, |T|
(a) Monument [|S| = 24K, |T| = 30K] 3 (c) Plaza [|S| = 8K, |T| = 7K] s
=3K] =5K]

Figure 3.3: Image pairs of different scene types with hand-verified feature matches

cannot evaluate our algorithm on popular Oxford dataset, as it only consists of different viewpoints of a
planar (wall) scene where F-matrix would degenerate.

In Table 3.1 and 3.2, we compare the performance of our algorithm in terms of number and quality
of matches and runtime with Kd-tree based matching [13, 77] and CascadeHash [75] for image pairs
shown in Figure 3.3. The reported timings for pairwise matching also include the time for Kd-tree
creation, hash construction, and initial geometry estimation for respective methods. We also provide
the time taken by our GPU implementation and compare it with global matching on GPU using the
SIFT GPU library [27]. For Kd-tree based matching, we limit the maximum number of points visited
to 400 (a common practice in SfM) for a fair comparison of timing and we use 8-bit hash codes and 6
bucket groups for CascadeHash provided as default in the authors’ code. All CPU experiments are run
on a single Intel 2.5GHz core with 4GB memory and GPU experiments are run on a machine with Intel
Core-i7 (2.67GHz) CPU and Nvidia K20 GPU.

It can be seen that our method retrieves more matches for image pairs of all scene categories. The
limitation of global methods for repetitive structures is strongly reflected in #matches for monument
pair. Figure 3.4 shows side by side comparison of our matches vs. Kd-tree matches for Desk image
pair. Please see supplementary material for more visualizations. The runtime of our algorithm is com-
parable to CascadeHash and significantly better than Kd-tree based matching. Our GPU algorithm also
outperforms global matching on GPU.

Table 3.4 compares the match-graph construction time for 3D reconstructions of different datasets
using the three feature matching methods. Table 3.3 shows the number of 3D points in the final recon-

struction for each matching method. In the absence of ground-truth, we compare the reconstructed 3D
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Num. Features Kd-tree CasHash Our

Image Pair |'S| |'T | #match ~ #TP  #match  #TP  #match #TP

Monument 24K 30K 189 184 386 376 1099 1083

Indoor 4K 3K 366 359 444 439 445 440
Plaza 8K 7K 234 229 314 306 469 458
Desk 16K 5K 120 114 114 109 537 468

Table 3.1: Number of matches (#match), number of correct matches (#TP) for image pairs of Figure 3.3.

Image Pair Kd-tree CasHash Our-CPU  Our-GPU  SIFTGPU

Monument  2.87 0.81 0.91 0.046 -

Indoor 1.39 0.10 0.14 0.009 0.095
Plaza 0.69 0.13 0.19 0.011 0.127
Desk 1.59 0.21 0.29 0.018 0.148

Table 3.2: Matching time in seconds for image pairs shown in Figure 3.3.

Kd-tree CasHash Our
Dataset #Images  #Feat. (avg) #PTS #PTS3+ #PTS #PTS3+ #PTS #PTS3+
Notre Dame Paris 99 21K 85K 46K 82K 43K 109K 65K
Tsinghua School 193 26K 178K 112K 180K 111K 204K 132K

Barcelona Museum 191 18K 39K 12K 40K 11K 179K 77K

Table 3.3: Comparison of number of 3D points in final reconstruction with feature matching by various
methods. #PTS shows the number of total 3D points and #PTS3+ shows the number of points with

feature track length 3 or higher. Our algorithm produces significantly denser point clouds.
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Dataset #lmages #Feat. (avg) Kd-tree CasHash Our (CPU)

Notre Dame Paris 99 21K 6504 1408 3702
Tsinghua School 193 26K 27511 8660 8965
Barcelona Museum 191 18K 18282 3662 5120

Table 3.4: Time taken (in seconds) for feature matching by various methods.

Figure 3.4: Matches for Desk image pair using Kd-tree based method (left) and geometry-aware method
(right). Significantly high number of good matches are retained by geometry-aware approach. Only bi-

directional matches are shown for clarity.
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points with feature tracks of length 3 or more as they are considered more reliable. Our method clearly
outperforms other methods by producing significantly denser point clouds overall and also when points
with track length of > 3 are considered. Reconstruction of Barcelona Museum dataset using Kd-tree and
CascadeHash for matching could register only 119 and 136 images respectively, whereas reconstruction
using our matching could register 181 out of 191 images. The time for match-graph computation using
our method is significantly less than Kd-tree based method and only slightly worse than CascadeHash.
However, since we are able to find many times more correspondences, time per matched point for our
method is very less as compared to CascadeHash. Our GPU algorithm can accelerate the match-graph
computation significantly; at ~ 20ms per image it can compute the match graph for a 100 image dataset

only in a couple of minutes.

Code Usage and Adaptations The feature matching system described in this chapter is implemented
as a C++ library. The code was available on request since the publication of the paper [86] and was
requested by and distributed to more than 75 users between March 2015 to October 2017. Since then
the code has been made publicly available on GitHub #. The core algorithm of geometry-aware search

for improving matches is also incorporated as part of two SfM libraries, Theia® and OpenMVG®.

3.6 Limitations and Future Work

Our geometry-aware matching depends upon global methods to find correspondences for initial ge-
ometry estimation. For images of modern skyscrapers with severe repetition, global matching can fail
to find any reliable matches. As a result, our method would not be able to find a reliable F-matrix to
search further matches. Our method is based on the assumptions of a rigid scene and epipolar relations
between the images. Scenes with large non-rigid dynamic objects (such as humans, faces), our matching
would not produce meaningful correspondences. Another hypothesis for failure is that since we perform
initial feature matching with only top-scale 20% features, images that capture a scene at widely different

scales may be a limiting case.

4https ://github.com/rajvishah/ga-matcher.git

Sht tps://github.com/sweeneychris/TheiaSfM/blob/master/src/theia/matching/

guided_epipolar_matcher.h
®https://github.com/openMVG/openMVG/blob/master/src/openMVG/ robust_estimation/

guided-matching.hpp
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search works particularly well for images with repetitive structures and as a direct result of that we get
significantly denser feature matches and point clouds for architectural image datasets. We also showed
that the proposed method is easy to parallelize and outlined our algorithm for GPU. In future, this
method can be extended to use trinocular constraints for further speed up especially useful for matching

very high resolution images and videos.
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Chapter 4

Multistage Approach for Large-scale Structure from Motion

4.1 Introduction

In chapter 2, we showed how a large reconstruction problem is broken down into multiple compo-
nents based on the image connections. In this chapter, we present a multistage method for structure
recovery of an independent component that provides greater efficiency and completeness as compared
to standard SfM based reconstructions. The motivation behind our multistage approach is akin to the
coarse-to-fine strategies of several vision algorithms. We wish to quickly recover a coarse yet global
model of the scene using fewer features and leverage the constraints provided by the coarse model for
faster and better recovery of the finer model using all features in the subsequent stages. Feature selection
for recovering the coarse model can be based on several aspects. We use the scales of SIFT features
for this. The coarse model provides significant geometric information about the scene structure and the
cameras, in the form of point-camera visibility relations, epipolar constraints, angles between cameras,
etc. By postponing the bulk of the processing until after the coarse model reconstruction, our approach
can leverage rich geometric constraints in the later stages for effective, efficient, and highly parallel op-
erations. We demonstrate that the proposed staging results in richer and faster reconstructions by using

more compute power on several datasets.

In brief, we make the following contributions: (i) we propose a coarse-to-fine, multistage approach
for SfM which reduces the sequentiality of the incremental SfM pipeline; (ii) we demonstrate the ap-
plicability of fast 3D-2D matching based localization techniques in the context of SfM and utilize it
for simultaneous camera pose estimation; (iii) we present an intelligent image matching strategy that

utilizes the point-camera visibility relations for filtering image pairs to match and we also employ a fast
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1. Coarse Global Model
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Figure 4.1: Flow of our multistage algorithm. Given images of a component, in stage 1, we match a
small fraction of the image SIFTs and recover a coarse but global model of the scene using any robust
SFM method. In stage 2, camera poses for the images un-registered in the first stage are estimated using
fast 3D-2D correspondence search based localization. In stage 3, the unmatched features of the localized
images are matched with a set of candidate images using geometry-aware matching and triangulated to
produce the final model. Stages 2 and 3 are highly parallel and do not require bundle adjustment. These

stages can be repeated for more iterations if needed.

and effective algorithm for geometry-aware feature matching that leads to denser correspondences and

point clouds.

4.2 Overview of Multistage SFM Algorithm

The flow of our algorithm is depicted in Figure 4.1. We begin with a set of roughly-connected images
that represent a single monument or geographic site. Appearance techniques and geotags can be used
to obtain such image components from larger datasets as explained in chapter 2. Alternatively, images
of a site may be captured or collected specifically for image-based modeling, e.g. for digital heritage
applications. We first extract SIFT features from these images and sort them based on their scales. Our

algorithm then operates in the following main stages.

Coarse model estimation In this stage, we match a few high-scale SIFTs of given images and esti-
mate a coarse global model of the scene using any robust SFM method. Given the coarse model, the
remaining reconstruction problem is formulated as stages of simultaneously adding remaining cameras
and then simultaneously adding remaining points to this model. This breaks the essential sequentiality

of incremental SFM and provides a mechanism to get faster results by using more compute power.
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Adding cameras This stage estimates camera poses for images that could not be registered to the
coarse model recovered from high-scale SIFTs. We use 3D-2D matching based image localization for
this purpose [54, 44, 34, 58]. Since camera pose is estimated using direct 3D-2D correspondences

between the given image and the model, images can be localized independently of each other.

Adding points This stage enriches coarse reconstruction by matching and triangulating the remaining
SIFT features. We exploit the camera poses recovered in earlier stages in two ways. First, it reduces
the pairwise image matching effort by matching only the image pairs with covisible 3D points in the
coarse model. Second, it leverages the epipolar constraints for a fast geometry-aware feature search.
Our point addition stage recovers denser point clouds as guided matching helps to retain many valid
correspondences on repetitive structures. Such features are discarded in unguided matching since the
ratio-test is performed before geometric verification.

The models reconstructed using our multistage approach converge to full-models reconstructed using
all features and traditional pipelines in 1-2 iterations of the camera and point addition stages. Since we
begin with a global coarse model, our method does not suffer from accumulated drifts (for datasets
observed so far), making incremental bundle adjustment optional in later stages of our pipeline. Please

see section 4.6 for a detailed discussion of these results.

4.2.1 Terminology

We borrow and extend the terminology used in previous papers [44, 58, 28]. Let [ = {11, I, ..., I,}
be the set of input images. Each image [; contains a set of features F; = { fi.}, each feature represents
a 2D point and has a 128-dim SIFT descriptor associated with it. Let M = (P,C) denote the 3D
model which we wish to approximate, where P = { Py, P5,--- , P,,,} is the set of 3D points and C =
{C1,Cq,---,C,} is the set of cameras. The coarse model is denoted as M. Subsequently in ith
iteration, the models after the camera addition (localization) and point addition stages are denoted as Mé
and M; respectively.

An image I; gets upgraded to a camera C; when its projection matrix is estimated, giving a one-to-
one mapping between images and cameras. We use the terms camera C; and image [; interchangeably as
per the context. A feature f gets upgraded to a point P when its 3D coordinates are known. However,

corresponding features are projections of the same point in different cameras giving a one-to-many

mapping that we define as the Track of a point. T'rack(P);) would map point Py, to a set {(Cj, f;)},
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Figure 4.2: Histograms repre- Figure 4.3: Analysis of triangulated features by scales in recon-
senting the fractions of scale structed models: (a) illustrates the distribution of triangulated fea-
levels spanned by the top-scale tures vs. their percentile scale rank, (b) illustrates the effect of re-
20% features for sets of 500 moving high vs. low scale features on total number of triangu-
images each randomly sampled lated points. These plots indicate that high-scale features partici-
from four datasets. High-scale pate more commonly in triangulated feature tracks and are clearly

features cover many scale-levels. more important than low-scale features for reconstruction.

where the features f;s are projections of the point P in cameras C;. Similar to [28], we define two
mappings Points(.) and Cameras(.). Points(C;) indicates a subset of P consisting of all points
visible in camera C; and Cameras(P;) indicates a subset of C consisting of all cameras that see point
P;.

We explain each step of our multistage approach with algorithmic and implementation details in the

following sections.

4.3 Coarse Model Estimation

The coarse global model is estimated by SFM reconstruction of high-scale feature match-graph. Any
robust SFM method can be used for this reconstruction. We experimented with both incremental and
global methods for coarse reconstruction. These experiments are discussed in detail in section 4.6. In
this section, we focus on the feature selection criteria.

For match-graph construction in this stage, we select only % features from all images in descending
order of their scales. One should note that this is very different from extracting features from down-

sampled images or picking random features. There are two main reasons why we favor higher-scale

53



features for reconstruction: (i) Due to successive gaussian blurring applied to create a scale-space signal,
fewer and fewer features are detected at higher scales. Hence, the selected coarse features span across
many scales of the scale-space structure. Figure 4.2 shows the histograms of fractions of scale-levels
spanned by the top-scale 20% features of randomly sampled 500 images for four datasets. It can be
seen that for most of the images across all datasets, more than 90% of the scale-levels are spanned by
the selected coarse features, indicating broad coverage; (ii) Features detected from the top-scale signals
correspond to more stable structures in the scene as compared to the features detected at high-resolution
bottom scales which are more susceptible to change with minor variations in the imaging conditions.
Due to these two reasons, we consider high-scale features both reliable and sufficient for coarse image
matching and geometry estimation.

The latter observation is empirically verified by analyzing the distribution of features by their scales

in different models reconstructed using a standard structure from motion pipeline - Bundler. 4.3a shows
the distribution of reconstructed features vs. their percentile rank by scale for four models. Higher-scale
features clearly are part of more 3D point tracks. The area under the curve is high for n value of 10-30.
Choosing these features for coarse model reconstruction would enable us to recover many 3D points.
4.3b shows the number of 3D point tracks that would survive if the top 20% and bottom 20% features
by scale are removed from the tracks. The high-scale features are clearly more important than the low-
scale ones, as more points are dropped when they are removed. It also indicates that high-scale features
not only match well but they also match more frequently to other features of higher scales. We also
performed experiments with matchability prediction [71] for feature selection but found the scale-based
selection strategy to be more effective for coarse reconstruction. To show this, we construct match-
graphs using 20% features, (a) selected based on scales, (b) selected using matchability prediction.
Table 4.2 shows the number of matches and the number of connected pairs for four datasets using both
selection strategies. The scale-based selection produces similarly or more connected match-graphs as
compared to matchability prediction based selection. Details of these datasets are given in Table 4.1 in
section 4.6.

We performed various experiments to see the effect of n on completeness of reconstruction and
runtime. We conclude that selecting 20% high-scale for initial matching offers an optimum trade-off

between connectivity and matching efficiency for images with 10K — 30K features. The complexity

1[ ]http://www.cs.cornell.edu/projects/p2f/
2CVIT-IDH

2[ lhttp://vision.soic.indiana.edu/projects/disco/
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dataset label N M Selection Strategy

Scale-based Matchability Prediction

Pantheon Interior! PTI 587 9K

Pantheon Exteriorl PTE 782 13K dataset #matches #pairs #matches #pairs

St. Peters Interior? SPI 953 15K PTI 144M 30K 1.10M 29K

St. Peters Exterior! SPE 1155 17K PTE — 1309M 152K 5.3M 127K
SPI 3.81M 64K 1.83M 50K

. . 2
Hampi Vitthala Temple- HVT 3017 39K SPE 1AM 223K 8.3M 239K

Cornell Arts Quad? AQD 6014 18K
Table 4.2: Number of matches and connected

Table 4.1: Details of datasets used in experi- image pairs (pairs with > 16 matches) for two
ments: N indicates number of images and M in- different feature selection strategies (scale-based

dicates average number of features per image. vs. matchability prediction based).

for Kd-tree based pairwise feature matching is O(n?m logm), for n images and m features per image.
Most literature on SFM ignores m, assuming it to be a small constant. However, typical images have
tens of thousands of features and m does have an impact on runtime in practice. Since we use only n%
of features, feature matching is nearly 100/7 times faster for components of ~ 1000 images. Fewer fea-
tures also have a considerable advantage in practical runtime of bundle adjustment during reconstruction

(see details in section 4.6).

To further improve the efficiency, we adopt a hybrid matching scheme inspired by preemptive match-
ing. Here, the first 10% of high-scale query features are matched with 20% features of the reference
image. Then, the next 10% query features are matched only if sufficient matches are found (> 4) in the
first batch. Matching can be terminated early if sufficient matches for geometry estimation are found.
Please note that for images with very few features (< 1000), we simply use all features for matching.
We use the Approximate Nearest Neighbour (ANN) library [13] for Kd-tree based feature matching on
CPU and SIFTGPU library [27] for global feature matching on GPU.

We denote the recovered model as My = (Cy, Py), where Cj is the set of pose estimated (localized)
images and Py is the set of 3D points mapped to triangulated feature tracks. The model My is coarse
but global. That is, as compared to the full models reconstructed using all features, the 3D points in

Py are sparser but Cy covers most of the cameras. In our experiments, M contained 80%-100% of the
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cameras of the full construction and roughly 7% of the 3D points. The coarse model, however, contains

enough information to successfully add remaining cameras and points in subsequent stages.

4.4 Adding Points to the Model

The point addition stage updates the model Mﬁ = (Cit1,P;) to M1 = (Ciy1, Piy1) by triangulat-
ing several unmatched features of images in C;1. The model after first camera addition stage is nearly
complete in cameras but consists of points corresponding to only % high-scale features of localized
cameras. After the first point addition step, the model is dense in points. This step is repeated after
every round of camera addition to triangulate and merge features of the newly added cameras. This is
done to ensure that un-localized cameras can form 3D-2D connections with newly localized cameras
too in the upcoming camera addition stage. To accelerate this stage, we leverage the known geometry of
the existing model in the following two ways, (i) we use the visibility relations between localized cam-
eras and triangulated coarse features to restrict feature matching to only pairs with sufficiently many
co-visible points. (ii) we use the epipolar geometry between the localized cameras to accelerate feature

correspondence search. In the following sections, we explain these individual steps in detail.

4.4.1 Finding Candidate Images to Match

Given a set of images of a monument or a site, each image would find sufficient feature matches with
only a small fraction of total images, i.e. those looking at common scene elements. Ideally, we would
like to limit our search to only these candidate images. We use the point-camera visibility relations
of the model M! = (Cy,Pp) to determine whether or not two images are looking at common scene
elements.

Let I, denote the query image and F, = {f1, f2, ..., fm} denote the features that we wish to match
and triangulate. Traditionally we would attempt to match the features in image I, with the features in
set of all localized images I, where, I, = {I; | C; € Cy, C; # C,}. However, we wish to match the
features in query image I, with features in only a few candidate images that have co-visible points with
image I,. We define the set of all co-visible points between two images I; and I; as, P, (1;, I;) =
Points(C;) N Points(Cy). Using this visibility relations, we define the set of candidate images for
image I, as, Sy = {I; | |Pov(Iq,1;)| > T} (I' = 8 for our experiments). We select only top-k candidate

images ranked based on the number of co-visible points. Our experiments show it is possible to converge
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to a full match-graph of exhaustive pair-wise matching even when the number of candidate images k is
limited to only 10% of the total images. We find unique image pairs from candidate image sets for all

query images and match these pairs in parallel using fast geometry-aware feature matching.

4.4.2 Fast Geometry-aware Feature Matching

Given a query image I, and its candidate set .S;, we use the guided matching strategy to match the
feature sets (Fy, Fe|I. € S;). In traditional feature matching each query feature in F is compared
against features in a candidate image using a Kd-tree of features in F.

Since query image I, and candidate image /. both are localized, their camera poses are known. Given
the intrinsic matrices Kq, K¢, rotation matrices Rq, R¢, and translation vectors tq, tc, the fundamental

matrix Fqc between image pair I, and I. can be computed as,

Fae = Kg "Rq[R{te — Ritg] x RTKC. 4.1)

For a query feature point pq = (xqYq 1) in feature set Fy, of image I, the corresponding epipolar
line lq = (aq, by, cq) in image I is given by lq = Foc - pq. If pg = (g Yq 1) denotes the corresponding
feature point in image I. then as per the epipolar constraint p;, - Fqcpq = 0, point p; must lie on the
epipolar line i.e. pa -lq = 0. Due to inaccuracies in estimation, it is practical to relax the constraint to
pfq -lq < €. To find the corresponding point pg, instead of considering all features in set F., we limit

our search to only those features which are close to the epipolar line |,. We define the set of candidate

feature matches C as,

C = {p |dist(p/,1q) < d} 4.2)
agX’ + bqy’ + ¢4

\/2q2 + bg?

We use the fast algorithm for finding the set of candidate features and propose an optimal strategy for

dist(p', lq) =

(4.3)

correspondence search based on the dual nature of epipolar lines as explained in the previous chapter.

4.4.3 Triangulation and Merging

After pairwise image matching is performed, we form tracks for features in a query image by aug-

menting matches found in all candidate images and triangulate these feature tracks using a standard
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least mean squared error method. We perform this operation independently for all images. This would
typically result in duplication of many 3D points because a triangulated feature pair (Cj, fi) <> (Cj, fi)
for image C; would also match and triangulate in reverse order for image C';. Also, since we limited our
matching to only candidate images, the longest track would only be as long as the size of the candidate
set. We solve both of these problems in a track merging step. Our track merging step is similar to [25]
and uses the standard sequential depth-first-search (DFS) algorithm to find connected-components. It is
possible to substitute our sequential implementation with a faster multi-core CPU or GPU implementa-

tion.

4.5 Adding Cameras to the Model

After the reconstruction of the coarse model M in the first stage, some of the images would remain
unregistered and a large number of features in all images would remain yet to be matched and triangu-
lated. In this stage, we enrich the model M by registering the remaining images to the model. This
stage is later repeated after the point addition stage if needed.

Registering a new image to an existing SFM model is known as the localization problem. For local-
ization, it is necessary to establish correspondences between 3D points in the model and 2D features of
the image to be localized. Once reliable and sufficient 3D-2D matches are established, the camera pose
can be estimated using PnP solvers. Since, a global SFM model is known, localization of each image
can be done independently of others. Unlike the traditional incremental SFM process where images can
only be added to a growing reconstruction in a sequential manner, the coarse model allows us to localize
all unregistered images simultaneously, and in parallel. Many methods have been proposed for efficient
image localization [44, 58, 54, 62, 34]. These methods mainly differ in their strategies for the 3D-2D
correspondence search. We have experimented with three different strategies for correspondence search

in our pipeline.

Direct 3D-2D matching In [78], we used a naive, direct 3D-2D matching approach. In this method,
each 3D point P; in the model is represented by the mean SIFT descriptor of all features in its track,
Track(P;), and queried into the Kd-tree of all feature descriptors of the image to be localized. A match
is declared by the ratio- test. With this method for correspondence search, localization takes around 1

to 5 seconds to localize a single image, for models of about 100K-200K 3D points.
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Active correspondence search To improve this further, we later replaced our direct 3D-2D matching
approach with the state-of-the-art active correspondence search proposed by [62]. In this technique, the
pitfalls of both 3D-to-2D search and 2D-to-3D search are avoided by a combined approach. Moreover,
the technique is made efficient by incorporating a prioritized search based on visual words. This local-
ization technique is significantly faster and superior in quality as compared to our previous technique.
Localizing an image using an active correspondence search takes between 0.5 to 1 second. The pre-
processing steps for this search involve computing mean SIFT descriptors and visual word quantization

which are easy to parallelize.

Ranked 2D-2D matching Many image pairs with coarse feature matches do not participate in the
SFM step for coarse model estimation due to either insufficient matches or inliers. Nevertheless,
matches between the coarse features of an image pair offer an important cue that the images could
visually overlap. We leverage this cue and propose a ranked 2D-2D matching scheme for 3D-2D corre-
spondence search when an active search fails. Given an unlocalized image, we find the top-K localized
images sorted on the number of coarse feature matches they share with the unlocalized image. For each
of the K localized images, we find the subset of 2D features that participate in tracks of 3D points in the
current model and use these feature descriptors as proxies for 3D-2D matching. We create a Kd-tree of
all features in the unlocalized image, query the subset of 2D features of the nearby localized images into
this Kd-tree, and verify matches by ratio-test, thereby establishing correspondences (> 16) between the

parent 3D points and the 2D features in the unlocalized image.

While the coarse model is typically small and localization is fast in the first iteration, the model af-
ter the first point addition stage gets heavy in 3D points for efficient localization in the later iterations.
To avoid this, we use set cover representation of a 3D model, if it contains > 100K 3D points. The set
cover of a model is a reduced set of points that cover each camera at least k£ (300-500) times [44]. Upon
obtaining a sufficient number of 3D-2D matches, RANSAC based pose estimation and non-linear pose

refinement are performed, and finally, the model is updated with all localized images.

By addition of newly localized cameras, the model M; = (C;, IP;) upgrades to an intermediate model
I\\/Hé = (Cj41,P;). For each localized camera C,, we have the inlier 3D-2D correspondences (P; < f).

We update all Track(P;)’s to contain (Cy, fi) after adding each camera C,. The new cameras each
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have a few points at this stage. More points are added for all pose-estimated cameras in the subsequent

point addition stage.

4.6 Results and Discussion

We evaluate our method on several datasets and discuss quantitative results and run-time perfor-
mances. We discuss in detail the reconstruction statistics of each stage of the multistage pipeline and
compare the results with baseline models. We also compare the run-time performance of various com-
ponents of our pipeline and other standard methods. Finally, we conclude this section with a discussion

on limitations and future works.

4.6.1 Datasets and ground-truth

Table 4.1 provides details of the different datasets used for evaluating our method. We refer to the
datasets by the labels given in the second column throughout this section for brevity. To evaluate our
multistage SFM pipeline, we reconstruct components of ~500-1000 images from Romel6K dataset
(PTI, PTE, SPI, SPE in Table 4.1). For completeness of discussion, we also use our pipeline to re-
construct two large datasets of multiple structures. Hampi Vitthala Temple (HVT) is a well-connected
dataset comprising of ruins of multiple disjoint shrines with intricate carvings and fluted pillars spread
over an area of 3 kilometers, whereas Cornell Arts Quad (AQD) is a weakly-connected dataset of mul-
tiple urban buildings. Though these datasets are reconstructed as single large components, in practice
such large datasets should be divided into multiple components similar to [40, 70] and our pipeline
should only be used to reconstruct individual components to be merged later.

In the absence of ground-truth, we use Bundler to reconstruct models for the Romel6K compo-
nents with Kd-tree based matching of all features and consider these as the baseline models for all
comparisons. For AQD dataset, we use the model reconstructed using the method of [50] as a baseline
(provided by authors) and use the ground-truth camera positions (available for 208 cameras) for mea-
suring absolute translation errors. Table 4.3 provides reconstruction statistics of the baseline models.
The reconstruction of HVT dataset could not be completed using Bundler, hence we only provide a

qualitative comparison for this dataset.
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repro. error cam. dists

dataset #cams  #pts  #pts3+  #pairs mean med. mean med.

PTI 574 126K 57K 66982  0.86 0.51 2.51 2.36
PTE 782 259K 124K 303389 0.76 049 0.811 0.78
SPI 953 301K 140K 227330 096 0.63 29.24  28.23

SPE 1155 380K 180K 575134 0.70 047 3.09 1.99

AQD 5147 - 1402K 538131 041 030 179.01 172.77

Table 4.3: Statistics for baseline models reconstructed using Kd-tree matching+Bundler for all features
and image pairs. ‘#pairs’ indicates the image pairs connected by co-visible 3D points. ‘cam. dists’

indicates the average and median distances between the locations of the cameras.

4.6.2 Evaluation of coarse model reconstruction

For coarse model reconstruction of datasets, we use three popular SFM implementations, (i) Bundler
(BDLR) - a serial implementation of the incremental SFM approach [25] that uses ceres solver [30]
for its BA steps; (ii) VisualSFM (VSFM) — a highly optimized incremental SFM package that also
leverages GPU for many steps, such as feature matching [27] and parallel bundle adjustment [56]; and
(iii) Theia — theia [87] is an open source SFM library with implementation of global SFM (GSFM)
approach. Theia’s GSFM implementation uses motion averaging for rotation estimation [65], state-of-
the-art graph-based 1D translation estimation [79], and ceres solver [30] for its BA steps.

For Bundler and Theia reconstructions, feature matching of coarse features for all image pairs is
performed in parallel on a 200-core cluster. This step uses the Kd-tree based matching with a hybrid
selection of 1% features as discussed in section 4.3. For VisualSFM reconstruction, coarse feature
matching of 20% high-scale features is performed using SIFTGPU as the hybrid scheme yields little
advantage for parallel distance computation based matching on GPU. We wish to show that the tradi-
tional pre-processing steps (steps 1 and/or 2) of large scale SFM pipeline can and should be used in
connection with our method for reconstructing well-connected datasets. To demonstrate this, instead
of creating a match-graph by matching coarse features of all image pairs, we create match-graphs by
matching coarse features for only the image pairs selected using preemptive matching [68] and later per-
form reconstruction using VisualSFM. This method of creating coarse models is referred by the label

V+PM for brevity.
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repro. error rot. error translation error

in pixels in degrees abs. error relative error
dataset sfm method #cam.  #pts. #pts3+ mean med. mean med. mean med. mean med.
BDLR 526 36K 15K 097 071 0.133 0.004 0.239 0.033 0.095 0.014
PTI VSFM 544 42K 34K 1.80 1.58 0.014 0.005 0.120 0.026 0.048 0.011
V+PM 502 36K 20K 1.74 1.52 0.015 0.003 0.125 0.027 0.049 0.012
GSFM* 495 21K/35K  7K/13K 1.58  1.14 0.071 0.129 0.571 0.732 0.227 0.310
BDLR 780 52K 27K 0.86 0.62 0.004 0.002 038 0.003 0476 0.004
PTE VSFM 782 49K 33K 1.57 142 0.003 0.001 0.020 0.003 0.025 0.004
V+PM 782 49K 33K 1.73 144 0.005 0.001 0.390 0.106 0.028 0.005
GSFM* 764  31K/52K  14K/25K 177 131 0.132 0.120 0.312  0.341 0.384 0.437
BDLR 902 83K 39K 1.26  0.81 0.299 0.002 55258 0.160 1.889 0.006
SPI VSFM 934 82K 51K 1.66 148 0.005 0.001 0.390 0.106 0.013 0.004
V+PM 923 76K 48K 1.86 149 0.006 0.001 0.821 0.110 0.028 0.004
GSFM* 895 47K/86K 15K/34K  2.08 1.53 0.114 0.081 3.881 9.231 0.132 0.326
BDLR 1193 76K 37K 097 0.63 0.056 0.004 3.607 0.047 1.167 0.023
SPE VSFM 1146 83K 55K 1.34  1.15 0.006 0.001 0.292 0.009 0.095 0.004
V+PM 1139 79K 51K 1.38 1.14 0.007 0.002 0.304 0.012 0.098 0.006
GSFM* 1105 60K/M96K 22K/41K  1.54 098 0.085 0.054 1291 0.054 0.417 0.027

HVT V+PM 2997 780K 687K  3.79 2.15 - - - - - -
AQD  V+PM 3860 358K 284K  1.21 096 0.018 0.017 1.24m 0.09m 0.030 0.018

Table 4.4: Reconstruction statistics for coarse global models recovered using Bundler (BDLR), Visu-

alSFM (VSEM) will all-pair match-graph, VisualSFM with preemptive matching based match-graph
(V+PM), and Global SFM (GSFM). Most coarse models are 80%-100% complete in number of pose

estimated images (#cam) but sparse in the number of 3D points compared to the baseline models. The

reprojection errors are fairly low and comparable to the baseline models for all but GSFM models. The

camera rotation and translation errors also indicate that coarse global models are comparable in qual-

ity to the baseline models. For AQD, the abs. translation errors are in meters w.r.t. 208 ground-truth

cameras.
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repro. error rot. error translation error frac.

in pixels in degrees abs. error relative error  pairs

dataset  sfm  #cam  #pts  #pts3+ mean med. mean med. mean med. mean med. frac.

BDLR 565 145K 47K 1.32 093 0222 0.005 0.265 0.037 0.106 0.016 0.90
PTI VSEM 570 147K 48K 1.66 133 0.087 0.004 0.135 0.029 0.054 0.012 0.95
V+PM 555 142K 47K 1.65 133 0.178 0.004 0.202 0.335 0.080 0.014 0.93
GSFM 549 131K 31K 1.94 167 0.135 0.056 0476 0.775 0.189 0.328 0.73

BDLR 782 287K 98K .15 071 0.005 0.003 0385 0.004 0475 0.005 0.99
PTE VSFM 782 279K 96K 1.39  1.02 0.004 0.001 0.020 0.004 0.025 0.005 0.99
V+PM 782 280K 96K 1.36  1.00 0.004 0.001 0.023 0.004 0.028 0.005 0.99
GSFM 782 296K 82K 1.81 1.52 0.070 0.048 0416 0445 0.548 0.570 0.90

BDLR 935 429K 131K 145 1.06 0.345 0.004 53.434 0.184 1.827 0.007 0.82
SPI  VSFM 942 412K 102K 1.89 1.59 0.027 0.002 0.473 0.108 0.016 0.004 1.06
V+PM 942 434K 137K 1.65 131 0.039 0.002 0922 0.111 0.032 0.004 1.03
GSFM 938 418K 75K 198 1.71 0.189 0.105 4.519 9375 0.154 0.332 0.64

BDLR 1144 464K 138K 1.32 0.83 0.126 0.004 3.497 0.052 1.132 0.026 0.86
SPE  VSFM 1154 468K 150K 123 0.83 0.019 0.001 0.305 0.009 0.099 0.005 0.98
V+PM 1155 486K 152K 135 091 0.029 0.002 0305 0.012 0.099 0.006 1.01
GSFM 1154 485K 119K 1.81 1.27 0.129 0.057 1496 0.049 0.484 0.024 0.81

HVT V+PM 3003 4084K 1942K 1.74 1.27 - - - - - - -

AQD V+PM 4429 1706K 738K 1.77 1.41 0.173 0.001 132m 1.56m 0.028 0.005 0.61

Table 4.5: Reconstruction statistics for the final models reconstructed using the multistage pipeline with
coarse reconstruction using Bundler, VisualSFM, VisualSFM+PM, and Global SFM. The final models
are nearly complete in the number of cameras and rich in the number of 3D points. The reprojection
and the camera pose errors are fairly low. The last column gives the number of connected image pairs
as a fraction of connected pairs in the baseline models, indicating comparable completeness of the final

models despite matching only candidate image pairs.

Table 4.4 provides the statistics of coarse models reconstructed using different methods. It can be
observed that all coarse reconstruction methods are able to register between 70%-100% cameras w.r.t.
the baseline models. Some GSFM coarse models are sparser with shorter tracks potentially causing

insufficient camera-point visibility relationships necessary for the success of the camera and point addi-
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tion stages. We augment these models with more 3D points by verifying the feature matches discarded
by GSFM in the early steps using the final geometry, re-triangulating the tracks formed by the added
matches, and bundle adjusting the tracks. GSFM rows in Table 4.4 show the number of 3D points
before and after augmentation. The augmented GSFM coarse models are comparable in #pts to other
coarse models. For all coarse models, the mean and median reprojection errors are slightly higher than
the baseline models, even for BDLR. This could be attributed to the fact that the high-scale features are
localized with lesser sub-pixel accuracy than low-scale features in scale-space. The reprojection errors
are still fairly low, less than 2 pixels for all models.

We align the coarse models to the baseline models using RANSAC and measure the camera rotation
and translation errors. Rotation estimation is accurate for all coarse models. The mean and median
rotation errors w.r.t the baseline models are less than 0.05°for most models. The absolute translation
error indicates the mean and median distances between the camera locations in coarse models and the
baseline models. In the absence of geo-location data, the absolute translation errors are not indicative of
the true distance. Hence, we also measure relative translation errors w.r.t. the scale of the baseline model
captured by the mean/median distances between locations of all cameras in that baseline model (see
‘cam. dists’ in Table 4.3). The absolute errors are divided by the camera distances in the baseline models
to yield relative translation errors. For all coarse models, the mean and median relative translation errors
are below 2% of the mean/med. camera distances of the baselines models.

We observe that the V+PM coarse models are comparable to the models with all pair coarse models.
This observation suggests that the traditional pre-processing steps (steps 1 and/or 2 in Table 2.1) of a
large scale SFM pipeline can and should be used before our method for reconstructing well-connected

datasets.

4.6.3 Evaluation of point and camera addition

We enrich and complete the coarse models using two iterations of the camera and point addition
stages of our multistage pipeline as explained in section 4.5 and section 4.4. The reconstruction statistics
for the final models are given in Table 4.5.

Despite being initialized with different coarse models, all final models are nearly complete in the
number of cameras and have a higher or comparable number of 3D points w.r.t. the baseline models,
except for the AQD model. We analyze the case of AQD reconstruction later while discussing the limi-

tations of our approach. Table 4.6 shows the number of cameras localized in the camera addition stage

64



Iteration 1 Iteration 2

dataset method #cameras #points #cameras #points #unlocalized.

BDLR 22 145K 17 145K 9
PTI VSEM 24 147K 2 147K 4
V+PM 45 142K 8 142K 19
GSFM 39 130K 15 131K 25
BDLR 2 287K - - 0
PTE VSFM 0 279K - - 0
V+PM 0 280K - - 0
GSFM 18 296K - - 0
BDLR 23 420K 10 429K 18
SPI VSFM 4 411K 4 412K 11
V+PM 12 434K 7 434K 11
GSFM 29 417K 14 418K 15
BDLR 42 464K 9 464K 10
SPE VSEM 8 468K - - 1
V+PM 13 485K 3 486K 0
GSFM 41 485K 8 - 0
HVT V+PM 6 4084K - - -
AQD*  V+PM 205 1668K 249 1694K 718

Table 4.6: Breakdown of added cameras and points per iteration. The columns under #cam show the
number of cameras localized in the camera addition stage of each iteration and the columns under #pts
indicate the total number of 3D points after point addition stage of each iteration. The last column
indicates the number of cameras in baseline models that remain unlocalized after two iterations of the
multistage pipeline. *For AQD, the third iteration localizes 115 cameras, in total adding 569 cameras to

the coarse model.
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and the total number of reconstructed points after the point addition stage for each iteration. The point
addition stage in the first iteration considers features of all images localized in the coarse reconstruc-
tion stage as well as the first camera addition stage whereas, in the second iteration, it considers only
the newly localized cameras. Due to this, the second point addition stage does not add many new 3D
points, but it updates the tracks of many existing points. This ensures that the newly localized cameras
form connections with the existing ones. The camera addition stage in the second iteration performs
slightly worse as compared to the first iteration. We believe that this can be improved by including more
distinctive points in the set cover model.

After coarse model reconstruction, no additional BA steps are performed. The re-projection errors
in the final models are slightly higher than the baseline models but they are comparable to or lower than
the corresponding coarse models due to robust guided matching in point addition stage. The camera
errors in the final models do not deviate much from that of the respective coarse models, indicating
the robustness of the pose estimation in the camera addition stage. We observed that running bundle
adjustment after our multistage pipeline reduces the overall re-projection errors slightly but does not

change the camera errors significantly.

4.6.4 Runtime performance

After coarse model estimation, all stages of our framework are image independent and embarrass-
ingly parallel. Such parallelism has not been a characteristic of traditional incremental SFM pipelines.
Also, unlike previous methods, feature matching is divided into two stages and intertwined with lo-
calization in our reconstruction pipeline. Hence, it is not straightforward to directly equate end-to-end
run-time of our pipeline with other methods. For a fair evaluation, we provide run-time for different
tasks of our pipeline and the traditional pipelines under different settings. We perform our experiments
on a cluster with multiple compute nodes, each node is equipped with 12 hyper-threaded Intel 2.5GHz
cores. For parallel computation, we use upto 200 cores, and for sequential computation, we use a single
node without multithreading. The GPU based experiments are performed on a single system with Intel
core-i7 3.3GHz CPU with 6 hyper-threaded cores and Nvidia GeForce GTX 970 GPU.

Table 4.7 provides the run-time for feature matching under different configurations. The columns
under ¢ indicate the time for matching using 200-core cluster, the columns under ¢, indicate the time
for matching using a GPU. The columns in their numeric order provide feature matching run-time for

the following configurations. (i) Kd-tree based matching of coarse features for all image pairs, (ii)
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20% features all features

all pairs PM  geometry-aware* unguided
dataset te iy g te ty te iy
PTI 50 581 192 135 342 844 4135
PTE 164 1816 1280 778 1112 2370 10732
SPI 227 3964 939 809 1239 4129 16049
SPE 471 7920 3333 2390 3724 7591 28297
HVT - - 7207 1012 - - 5713204

Table 4.7: Run-time comparison for initial match-graph construction using coarse features and full
match-graph construction using all features on different compute platforms. The time for geometry-
aware matching of all features indicates the total time taken by matching in both iterations of the point
addition stage of our pipeline. For HVT dataset, coarse feature matching without PM and unguided
matching are prohibitive due to the large number of images and average number of features per image.

All timings are in seconds.

SIFTGPU matching of coarse features for all image pairs, (iii) SIFTGPU matching of coarse features
for image pairs selected using preemptive matching (PM), (iv-v) geometry-aware matching (post CGM)
of all features for candidate pairs, (vi) Kd-tree based matching of all features for all pairs, (vii) SIFTGPU
based matching of all features for all pairs. Geometry-aware matching is clearly faster as compared to
geometry-blind unguided matching in both, cluster and GPU setup.

We compare the run-time of SFM with coarse features based match-graph and the run-time of SFM
with all features match-graph using different SFM methods in Table 4.8. The GSFM run-time corre-
sponds to single-threaded use, this improves 1-3x when all cores of a quad-core system are leveraged.
Despite using all images, SFM with coarse match-graph is faster than SFM with full match-graph.
Since, our method employs the SFM step for only coarse features based match-graph, it is clearly more
advantageous.

Since, we do not perform incremental BA during later stages of the pipeline, the run-time for feature
matching and coarse global model estimation dominate the total run-time of our pipeline. In compar-

ison, the run-time for the remaining steps of our pipeline is mostly trivial. Pre-processing steps for

4Reported by [70] on a comparable hardware
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coarse reconstruction full reconstruction

dataset BDLR VSFM GSFM BDLR VSFM GSFM

PTI 638 48 134 1269 229 -
PTE 3506 118 304 9043 646 832
SPI 1378 111 191 4481 206 -
SPE 4716 159 375 12224 427 -
HVT - 1299 - - 35407 -

Table 4.8: Run-time comparison for coarse and full reconstruction using different SFM methods, BDLR
and GSFM are run on a single-core, VSFM is run on a GPU+CPU configuration. Rotation estimation
with all features match-graph failed for PTI, SPI, and SPE datasets using GSFM. All timings are in

seconds.

Reconstruction Step PTI PTE SPI SPE

Active corres. search 032 0.11 0.74 0.31
Ranked corres. search  0.59 - 1.10 0.76
Pose estimation 099 0.17 0.78 0.68

Find candidate pairs 221 3.67 423 4098
Triangulation 045 3.17 1.78 3.07

Table 4.9: Average run-time (in sec.) taken by various image independent steps of our pipeline with

maximum parallelism in num. images.

image localization include set cover computation, mean SIFT computation, and visual words quantiza-
tion. These steps are mostly parallel and take around 10-30 seconds for Rome16K componenets on a
single system with 12-cores. All steps except track merging can be performed independently for each
image. Table 4.9 provides the run-time of these steps under maximum parallelism in number of images.
At present, the sequential implementation of track merging in our pipeline takes about 100-200 seconds
for the Rome16K componenets. However, in future, we wish to incorporate GPU implementation of
BFS based connected-component search [46] to speed-up its performance. The end-to-end run-time of
our pipeline can be computed as the total time taken by (i) 20% feature matching and geometry-aware

matching of candidate pairs (Table 4.7), (ii) SFM for coarse reconstruction (Table 4.8), and (iii) the
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remaining steps such as 3D-2D correspondence search, localization, triangulation, etc (Table 4.9). Ac-
cordingly, with upto 200-core parallelism for the parallel steps and VSFM based coarse reconstruction,

the total time taken by PTI and SPE reconstructions is approximately 372 and 3430 seconds.

It can be concluded that the proposed multistage arragement for SFM reconstruction can produce
comparable or superior quality models as compared to the traditional methods with notable benefits
in run-time. By postponing bulk of the matching until after the coarse reconstruction, we are able to
leverage the known geometry for candidate image selection for matching, for efficient geometry-aware
matching, and fast 3D-2D matching based localization. More importantly, the coarse reconstruction
allows the rest of the steps to be performed in parallel, making it possible to speed up the reconstruction

by leveraging more compute power.

4.6.5 Qualitative results

Figure 4.5 shows selected renders of the reconstructed components of the Romel6K dataset. The
first row of images show the coarse point clouds and the images in the remaining rows show different
views of the final point clouds recovered by our multistage method. Though the coarse model point
clouds are very sparse, the final point clouds are rich and complete. The last two rows provide close up

views of parts of the models with reference images.

Figure 4.6 shows the selected renders of the Hampi Vitthala Temple Complex dataset (HVT). HVT
dataset contains images of a large structure consisting of many sub-components. For HVT coarse re-
construction, we only use V+PM method due to practical constraints imposed by its large scale. In
Figure 4.6, the left image in the first row shows the floor-plan of the complex structure and the right
image shows the aerial view of the complete reconstruction produced by our multistage approach. It
also shows comparisons of coarse reconstruction and full reconstruction for the entire space as well as
for individual structures in the complex. These images show that the point and camera addition stages
are able to significantly enrich even very sparsely reconstructed structures in the coarse model. We show
additional renders of point clouds of two prominent structures, Stone Chariot and Maha Mandapa with
reference images of the structure. It can be seen that the structure recovery is very accurate even for
relief carvings (small-scale). Our method was able to register 3003 of 3017 images and produced a rich

point cloud with roughly 4 million points.
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HVT floor plan top-view of the full reconstruction

coarse reconstruction full reconstruction (multistage pipeline)

Renders of Hampi Vitthala Temple Complex (HVT) point clouds. Sparsely reconstructed parts in the

coarse model are highlighted by red rectangles. Close up views of these parts are given below.

Utsava Mandapa : coarse (left), full (right)

North Gopura : coarse (left), full (right)

Sparsely reconstructed parts after coarse reconstruction are enriched after multistage pipeline
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Additional views of the full reconstruction with reference images

Selected renders of the stone chariot structure of HVT

Selected renders of the Maha Mandapa (main shrine) structure of HVT

Figure 4.6: Point clouds of Hampi Vitthala Temple Complex reconstruction
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Chapter 5

A framework for Optimal View-graph Selection

5.1 Introduction

In chapter 2, we saw that the structure recovery process consists of the two essential steps, (i) view-
graph construction, and (ii) structure from motion (SfM). Given a set of images capturing a particular
site, view-graph construction involves putative feature matching and geometric verification by estimat-
ing two-view epipolar geometry (EG). Nodes in the view-graph represent the images and edges between
the nodes represent that the pairs are related by valid epipolar geometries. View-graphs help in ‘orga-
nizing’ unordered image collections useful to select, (i) a core set of images for reconstruction, and (ii)
identify noisy EGs that might degrade the quality of reconstruction. State-of-the-art SfM methods like
incremental [25, 68, 96], hierarchical [41, 33, 89], or global [45, 50, 51, 66, 65], all rely on a view-graph

based initial step for ordering and pruning images for efficient and accurate reconstruction.

5.1.1 Sources of inaccuracy in large-scale SfM and common mitigations

Large community photo collections often display point-of-view bias, as some viewing angles are
more popular than others. Using the full view-graph for SfM is often computationally expensive and
unnecessary due to the high redundancy in the image set. Moreover, for closely clustered images,
such narrow baseline pairs increase the uncertainty of triangulation, causing large re-projection errors.
While isolated erroneous EGs can be overcome by robust averaging (global StM) and repeated bundle
adjustment (incremental SfM), a large number of incorrect/ill-conditioned EGs can result in incorrect re-
construction. Hence, it is crucial to select ‘good’ images and more importantly ‘good’ pairs for accurate

reconstruction.
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Figure 5.1: Outline of the proposed selection framework. With appropriately modeled costs, the frame-

work can select view-graphs that meet desired reconstruction objectives.

Implicit view-graph filtering in SfM methods Pruning undesirable images and pairs from the input
view-graph is an implicit part of both incremental and global SfM methods and is often done by putting
thresholds on various criteria. Accuracy of incremental SfM hinges on seed pairwise reconstruction and
next best view selection. Wide baseline seed pair selection is ensured using criteria based on epipolar
inliers (that don’t fit a homography) [25, 28], or inlier ratios (to detect pairwise motion as planar, rota-
tional, or general) [96]. For the next best view selection, triangulation angle, inliers, or correspondence
distribution are used as criteria [25, 96]. Global SfM methods first use relative rotations to estimate
global rotations followed by global translations estimation [45, 50, 66, 65, 79, 88]. In [50], to reduce
the state space of camera parameters for MRF based estimation, relative twist, and unusual aspect ratios
are used as view filtering criteria. Methods that use lie-algebraic averaging of relative rotations [ 18, 24,

, 51, 66, 65, 88] often discard images with unknown calibration and handle outlier EGs with loop

consistency checks [48, 51, 66] and robust cost functions.

While these heuristics work well for a large variety of datasets, they are insufficient to identify and
remove consistent noise that arises in ambiguous scenes. Ambiguity in pairwise matching arises due to
the fact that man-made structures often comprise of repetitions (windows, pillars, arches), symmetries
(circular structures, identical facades), and large duplicate instances (minarets, domes). While standard
SfM pipelines are robust enough to handle a large number of inaccurate EGs in isolation, for scenes
with high ambiguity, such wrong EGs form large consistent sets, causing ghosting errors in form of

misregistered cameras, ‘phantom’ structures, or structures incorrectly folded along symmetry.
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SfM methods for Disambiguation Some researchers have proposed specialized solutions to handle
such difficult scenes with local and global steps for ‘reasoning’ symmetry and ambiguity. Initial meth-
ods for disambiguation focused on inferring missing correspondences [32] and using it as a prior with
global objectives of camera pose inference [53] or consistent view-graph expansion [59]. Other meth-
ods consist of social-network-principles-based track refinement [67], triplet-consistent graph matching
and expansion [97], and geodesic manifold based ambiguity detection and correction [109]. A post-
reconstruction approach to disambiguation uses back-projected 3D points to identify conflicting obser-
vations [74, 73]. While these methods show promising results on some very challenging datasets, they

do not operate within the framework of traditional SfM pipelines.

Overall, in SfM literature, the view-graph selection problem is generally not dealt with in a unified
sense. Instead, algorithms are often designed to meet specific objectives for subgraph selection. We be-
lieve that many of these challenges can be addressed under the same umbrella of ‘selecting’ a complete,

consistent and noise-free view-graph to achieve accurate and efficient reconstruction.

5.1.2 Motivation of proposed work

The main motivation of this work is to formalize the core problem of view-graph selection and
introduce a method to meet different subgraph selection objectives within a unified framework. We pose
this as an optimization problem with the image and pair selection costs and propose a novel network-
flow based formulation for its efficient approximate solution. This abstraction allows different objectives
to be achieved by plugging in task-specific costs while keeping the overall selection and reconstruction
framework the same. Figure 5.1 shows an outline of this framework. We mainly focus on the application
of this framework for accurate and ghost-free reconstructions of highly ambiguous datasets and show
how pairwise selection cost can be modeled using local priors, and also introduce a new context-based
prior. Additionally, we also show its usefulness for accurate and efficient reconstruction of general large-
scale Internet landmarks datasets with image and pairwise selection costs modeled using commonly used

local heuristics.

The proposed framework brings greater flexibility and generalization to standard SfM pipelines and
its application is not limited to the specified use-cases. A unified framework also lands optimal view-

graph selection as a learning problem if and when task-specific ground-truth data becomes available.
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5.2 Posing view-graph selection as optimization

Let the input view-graph be G = (V, £), where the set of vertices (nodes) V represents the images
and the set of edges & represents the pairwise epipolar geometries (EGs). The goal is to select a subset of
nodes V' and a subset of edges £’ (a subgraph G’ = (V', £’)) that meets a desired objective. We denote
the indicator variables for image selection as d; and pair selection as ¢;;. Here, each J; corresponds to
the image vertex v; € V and each §;; corresponds to the pairwise edge e;; € £. Intuitively, the selection

problem can be represented as a minimization of the following form,

argmin  f(0) = Z qid; + Z Z qij0ij (5.1

subjectto  » §; <N, ) 6 <M (5.2)
0i5 < 04, 055 < 05 (5.3)
where VieV, V(i,j) € £,6;,0i5 € {0,1},

N <|V], M < |€|

Activation of indicator variables d; and J;; imply selection of corresponding image v; and pair e;;.
q; 1s the cost of selecting the view v; and g;; is the cost of selecting the edge e;; and these costs assumed
to be negative in the minimization sense. N and M indicate thresholds on the maximum number of
selected images and pairs and ensure that the subgraph selection is non-trivial (eqn. 5.2). Selection of
image pair (7, j) requires that both images ¢ and j constituting the pair also must be selected (eqn. 5.3).

Modeling these costs appropriately can express different objectives for view-graph selection. Here,
we discuss cost modeling for accurate and ghost-free reconstructions using a few relevant priors. How-
ever, this can be used to achieve other objectives using a variety of other priors known in the literature
or even learned costs.

This minimization problem can be formulated as a binary integer linear program (BILP), which is
NP-complete. To find an exact optimal solution, stock solvers for BILP use branch-and-bound like
techniques to intelligently iterate through all possible solutions. However, owing to the NP-complete
nature of the problem, it is infeasible to compute the exact optimal solution for many problems of our
interest. In fact, in our experiments, the computation time for a branch-and-bound based ILP solver
was very high even for toy-sized problems. A standard trick to achieve efficient solutions with some

approximation is to use a linear programming (LP) relaxation with rounding to obtain an integer solution.
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However, in preliminary experiments, the solutions obtained using this approach seemed too inaccurate
to be useful. Furthermore, this formulation does not take into account the connectivity of the selected
subgraph. To tackle both these problems, we pose view-graph selection as a minimum cost network-flow
(MCNF) problem that guarantees us a binary solution in polynomial time and encourages connectivity

in the selected sub-graph. The proposed MCNF formulation is explained in the next section.

5.3 View-graph Selection as MCNF Problem

The network in MCNF problems is a directed graph with at least one source and one sink nodes.
We denote the network as 7 = (N, .A), where N represents the set of nodes and A represents the set
of directed edges/arcs. Each edge (7, ) in the network has a cost ¢;; associated to let across one unit
of flow, and the cost incurred by an edge is proportional to the flow (z;;) through it. Each edge also
has a lower and an upper bound (/;;, u;;) on the amount of flow (x;;) that can pass through it, known
as capacity constraints (c.c). The source sends a certain units of flow that the sink node must receive.
At all other nodes, flow must be conserved, i.e. the total incoming and outgoing flow must be equal.
Let us denote the total flow as I’ and the remainder flow at a node ¢ as b;, then b; = F when 7 is
source, b; = —F when ¢ is sink, and b; = 0 otherwise. These constraints are known as equal flow
constraints (e.f.c). The MCNF problem is about sending the total flow from source to sink at a minimum
cost, without violating the capacity and flow constraints. This minimization with flow and capacity

constraints can be described as,

minimize Z CijTij (5.5)
(3,7)€A

subjectto, Y wij— > wji=Db Vie N efc (5.6)
{i:(i.5)e A} {5:(4,1)e A}
lij < x5 < ugy \V/(Z,]) ceA cc (5.7

5.3.1 Network construction

To pose view-graph selection as an MCNF problem, we construct the network as follows. All indicator
variables corresponding to selection of views {d; }, and pairwise geometries {d;;} are represented using
arcs/ edges (i, j) € A in the network, source and sink nodes are auxiliary. Since view selection variables

are represented as arcs, each vertex 7 in the view-graph corresponds to two nodes, (2 — 1,2i) in the
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network. Each odd node (2i — 1) corresponding to the vertex 7 in the view-graph is connected to the
source node and similarly each even node (27) is connected to the sink node. The arcs corresponding to
the pairwise selection variables {51-]-}, join the even node of the lower index image with the odd node of
the higher index image. This choice prevents cycle formation in the network. Summarizing, the network
consists of |[V'| = 2|V| + 2 nodes and |A| = |3V| + |&] arcs. These arc connections in the network are

summarized in Figure 5.2 along with a pictorial example.

5.3.2 Equal flow and capacity constraints

At source and sink the sent and received flow is equal to the total flow. Equal flow constraints require
that in and outflow at every other node remain equal. In our formulation, capacity constraints - lower and

upper bounds on flow through an arc are specified based on the edge type as mentioned in Figure 5.2.

To understand the choice of these capacities, consider the vertex v; in the depicted view-graph. The
arc corresponding to v1’s selection variable d; in the network is a(1,2). Corresponding to v;’s degree
in the view-graph, the node ns in the network has three outgoing arcs a(2, 3), a(2,5), and a(2,7) for
pairwise selection variables §12, d13, and d14. The flow starting from source node, after passing through
a(1,2), should plausibly be able to pass through all three outgoing arcs. Since flow can only be divided
in integer units, the minimum capacity of image selection arc a(1,2) has to be at least 3 (deg(v;)).
Under minimum cost solution, the flow at any node will continue to take the path of least resistance
(cost). Now, suppose that the cost assigned to a(2, 3) is the least amongst the three outgoing arcs and

its max. capacity is 3 units (or any value 1 < k < deg(v;)). In this scenario, a(2, 3) being the lowest

Edge Type Connected Nodes Capacity
Source: (0,2t —1) Vi€ V,0: source [0, F]
Sink:  (2i,|V|+1) Vi€V, [V|+1:sink [0, F)
Image: (2i—1,2i) VieV [0, degree(i)]
Pairwise: (26,25 — 1), Ve(i,j) €&,i<j [0,1]

(a) View-graph & Network

(b) Arc connections and capacities

Figure 5.2: (b) shows network construction for the sample view-graph of (a). Image nodes and the
corresponding selection arcs are color-coded to match vertices in the view-graph. Pairwise selection

arcs are depicted by black dashed lines. (c) describes the arc connections and their capacities.
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cost arcs will pull all 3 units of flow from a(1,2), starving the other arcs of any flow and preventing
the corresponding view-graph edges from ever getting selected. To avoid this, we restrict the maximum

flow through pairwise selection arcs to 1.

5.3.3 Effect of cost normalization and flow on solution

In minimization sense, negative costs provide encouragement for flow to pass through an arc, whereas
positive costs provide discouragement. Suppose, all costs are negative, then total flow F' of 1 unit will
select the lowest cost chain in the network (often the longest). As we increase the value of total flow,
more paths get explored, and when F' = |€| all images and EGs get selected. When costs are both
encouraging and discouraging, many positive cost arcs will act as barriers for the flow. As a result, at
some value of total flow F' the selection will (nearly) saturate and may never select the full view-graph.
For the proposed applications, we use only encouraging costs (—1 < ¢;; < 0), while flow remains the

only free parameter.

5.3.4 Tuning flow parameter

To systematically study the effect of flow parameter on sub-graph selection, we solve the proposed
MCNEF problem for a large number of synthetic graphs with a varying number of vertices, varying degrees
of connectivity simulated using Gaussian assumptions on the neighborhood, and randomly assigned
(negative) cost. We construct the synthetic graphs to simulate connectivity of real-world unorganized

image collections using the below process,

1. Begin with the number of vertices (V) in the graph and average degree (dq.4) as a fraction of V.
2. The degree of each vertex is sampled from a Gaussian distribution with p = dg,4 and varying o.

3. The adjacency list of each vertex is also created by sampling a Gaussian distribution. For a vertex <,
the d; connected vertices are sampled from a Gaussian distribution with 4 = ¢ and o as a function
of average degree (d,.y). When vertex 7 is sampled, we randomly choose between vertices 7 — 1 and

7 + 1 for ensuring validity of edges.

4. The vertices are assumed to be arranged, in a linear fashion (e.g, capturing a facade or a street), and
in a loop (e.g, capturing around a building or a block). For loopy configuration, we use modulo for

defining vertex adjacency.
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5. After defining the connections, each edge is randomly assigned a cost between —1 and 0.

6. Finally, the vertices are shuffled randomly to simulate the unorganized nature of SfM view-graphs.

We vary the number of vertices from 100 to 5000 in multiples of 2, the average degree from 5% to 40%
in multiples of 5, and loopy/linear arrangement to obtain synthetic graphs with a wide range of scale
and connectivity. In most Internet collection view-graphs, many images come from popular viewpoints;
these images have a higher degree in the graph and are more likely connected to other adjacent images.
While images corresponding to less popular viewpoints also exist in the datasets with fewer connections
to popular viewpoint images. This scenario is well captured by our Gaussian sampling and neighbour-
hood assumptions in our simulation. Hence, the synthetic view-graphs are good approximations of
connectivity in real-world unorganized community photo collections.

We performed sub-graph selection on ~100 such syn-
thetic view-graphs using the proposed MCNF approach for
increasing values of total flow and observed a consistent pat-
tern in selection behavior. Figure 5.3 shows the plot for frac-
tion of total edges selected vs. normalized total flow. It can

be seen that for negative costs, the relation between total

Fraction of Selected EGs (|Es| / |E|)

flow and selected vertices and edges is logarithmic in na-

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
Normalized Total Flow (F / | E|) on log2 scale

ture. This relation is also observed on real-world (Internet)

datasets with well-connected view-graphs (see Figure 5.9). Figure 5.3: Effect of total flow on edge

Depending on the fraction of the total vertices and edges we selection: selected edges increase mono-

want to be selected, the logarithmic dependence allows us tonically (logarithmic) with the flow.

to find the desired sub-graph by a binary search of the flow

parameter over the [0, 1] interval with a logarithmic scale. Such an iterative search is particularly ef-
fective in view of the extremely low computational time of the MCNF algorithm. In fact, the combined

processing time of the whole search procedure is still an insignificant fraction of the total time required

for SfM, and is thus far from being the computational bottleneck.

Running time A crucial advantage of this formulation is that it can be solved very efficiently. Con-
structing the network and solving for MCNF takes less than a second even for graphs with ~1000 nodes

and ~100K edges.

81



IMAGE C IMAGE E

Q o]

r% IMAGE A | IMAGE B g

TR o

Figure 5.4: Image pair (A,B) captures a scene with duplicate elements. Though duplicate elements in the images

yield many matches, elements in context regions tend to find matches with non-intersecting sets of images.

5.4 Applications and Cost Modeling

To show how the proposed framework can be used to address different concerns using task-specific
costs, we tackle two use-cases. We first discuss cost modeling for the reconstruction of highly am-
biguous datasets using local disambiguation priors (contribution of this work). Later, we discuss cost
modeling for the general use-case of accurate and efficient reconstruction of large-scale Internet datasets

using common SfM priors.

5.4.1 Cost modeling for ambiguous datasets

We propose that even for highly ambiguous datasets, with a conservative selection of an input view-
graph such that it consists of a higher fraction of ‘true’ EGs, correct reconstruction can be recovered
without requiring any change in the reconstruction pipeline. To achieve this using the proposed frame-
work, we use three pairwise measures that act as strong priors for disambiguation and express pair
selection cost as a linear combination of these three priors (with uniform weights). These priors are
based on local geometry and can be easily computed at the time of initial view-graph construction with-
out significant overhead. Note that c* (ei;) denotes the contribution of prior k to the total cost c for the

pair ¢;;, and g denotes a normalization function that distributes raw prior value to the desired cost range.

Context Similarity Missing correspondences (matches in a pair, not matching the third image in a
triplet) are a useful prior for disambiguation. However, by itself, this prior is not very effective for
disambiguation and it is commonly used in an inference framework with other priors or with a global

objective [32, 53, 59]. Track covisibility statistics [67] are also useful for disambiguation, but it is not
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straightforward to apply this prior to describe pairwise fitness. In a post-reconstruction disambiguation
approach [73], reconstructed 3D points are back-projected into image pairs and conflicting observations
in unmatched regions (context) are identified. However, this measure is also not directly useful as our
approach is a pre-process to SfM reconstruction. Motivated by these priors, we propose a new, context-
based pairwise prior that is suitable to our framework.

For image pair (I;, I;), the sets of all matched features (matched with any image) are .S;, S; and the
sets of features that match between (I, I;) are M;, M. The difference sets U; = S; \ M;, U = S; \ M;
consist of unique features in I; and I;. Suppose images I; and I; are looking at a scene with duplicate
instances of a structure. The features in the match sets M;, M; will most likely lie on the duplicate
elements. We consider the unique feature sets U;, U; to belong to the context regions. If two images are
truly looking at the same instance, the context features of both images would have matched similar set of
images. On the other hand, if two images are looking at duplicate instances, the context features would
be distributed over different sets of images (see Figure 5.4). We find distribution of features in U; and
Uj over all N images in the collection based on their matches and make an N dimensional description

of the context space. Context feature of image I; w.r.t. image /; can be described as,

wij = [whw?, . wN] w! =0 (5.8)

wf = |{u U |ue /v €S,k # j} 59

This measure is slightly biased against pairs with very low visual overlap, however, combined with
the other two measures, it works effectively for selection. We compared the context features of a pair
using cosine similarity or hamming distance (after binarization) and found them to be working similarly.

The context similarity can be defined as, c¥(e;;) = g(WiTjwji).

Loop consistency Loop consistency suggests that rotations in an EG triplet when chained should yield
identity [17]. We find all triplets in the view-graph and label them as consistent or inconsistent. For each
EG, we count the total number of consistent EGs it participates in and use this as a measure of its fitness.

Though it is not same as explicitly enforcing loop consistency, it is a convenient way to incorporate a

# consistent triplets on (4,7) )
median(# consistent triplets on any(4,7)) /*

non-local (pairwise) geometric cue as a pairwise prior. ¢*(e;;) = g(

Multiple motions We model this prior to disambiguate image pairs capturing repetitive or duplicate

instances of some scene elements. We remove the correspondences that satisfy the estimated EG from
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(a) ARy =2°, ACy = 4° (b) ARy =2° ACy = 119°

Figure 5.5: Sample pairs with multiple motion detection. While for pair (a) the primary and secondary

motions are in agreement, for pair (b) the ambiguity is clearly reflected in position difference.

the initial set of matches and estimate the secondary relative pose using the leftover matches. If sufficient
inliers are found, we decompose the relative pose into rotation and translation. We estimate the angular
difference between primary and secondary rotations (ARp) and also the angle between both position
vectors (arccos(ACiTjACij)). If the difference angles are small, the secondary motion is most possibly
arising due to threshold sensitivity and measurement drift, otherwise, these indicate the presence of
correspondences on ambiguous structures. Examples for both these scenarios are shown in Figure 5.5.
*(eij) = g(ARy, arccos(ACiTjACij)). When secondary motion is detected, the value of this prior is
very effective in disambiguating (except for the rare instances when camera is purely translating along
the direction of the repetition) However, this prior alone is insufficient for disambiguation, as for many
incorrect pairs secondary geometry is not detected. We combine this prior with the other two priors only

for the pairs where secondary geometry is detected.

5.4.2 Cost modeling for general datasets

View-graph selection for general datasets is typically done to achieve complete reconstructions with
smaller re-projection errors and shorter run-time. To achieve these goals, we use simple priors based on
graph-connectivity and local geometry. These priors express common-knowledge selection heuristics
and criteria of general SfM methods in the form of image and pairwise selection costs, suitable for our

framework.

Image selection priors For the purposes of accurate and complete reconstruction, we consider three
image priors, (i) degree of an image node in the view-graph, (ii) fraction of an image’s features that

participate in tracks, (iii) local clustering coefficient of an image node in the view-graph. First two
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measures favor selecting images with many observations and connections to support longer tracks useful
for accurate triangulation. Since Internet photo collections often suffer from point of view bias, using
only connectivity based priors could lead to selections within popular components. To compensate for
this effect, we include the local clustering coefficient (lcc) of a vertex as an image prior to prefer images
that provide connections across components than within components. Image selection cost is a linear

combination of these priors with uniform weights.

Pairwise selection priors Fitness of a pair in traditional SfM pipelines is measured using two com-
mon criteria, baseline, and number of EG inliers. We use four pairwise priors, (i) the number of inliers,
(i1) median triangulation angle of pairwise reconstructed features, (iii) overlap (area of a convex hull of
the matched features), and (iv) infinite homography, that are reflective of this selection criteria. While
the usefulness of first three priors is evident, detecting infinite homography is useful in discouraging
pairs with panoramic motion (rotation around a fixed center). Despite a high overlap, such pairs are un-
desirable as they lead to degenerate or ill-conditioned EG. Simply using homography inliers also rejects
valid EGs due to planar regions. We use the fact that calibration normalized infinite homographies are
basically rotations [17]. Hence, H" H should be close to identity for such pairs and we model this prior

as, HH;I;HU — IHF

A more detailed expression of the priors discussed here is provided in Table 5.1.

5.5 Results and Discussion

We apply our view-graph (henceforth mentioned as VG for brevity) selection framework for the two
use-cases discussed in the previous section and demonstrate results on a variety of datasets. We first

provide implementation and compute resource details.

5.5.1 Implementation Details

Our pipeline is implemented in C++ with necessary bindings. We use David Lowe’s implementation'
for SIFT feature detection and descriptor computation, and approximate near neighbour (Kd-tree based)

approach? with ratio-test for feature matching. These components are standard in SfM community.

Thttp://

.cs.ubc.ca/~lowe/keypoints/

211ttpf; ://www.cs.umd.edu/ ~mount /ANN/

85


http://www.cs.ubc.ca/~lowe/keypoints/
https://www.cs.umd.edu/~mount/ANN/

Prior Prior Expression Normalization
Image , )
Si(vi) = 91(% High
Connectivity 1<G<IN| !
Feature N # matched feat. of I; Hich
C tivit f2(v2) - 92( # total feat. of I; ) 1g
onnectivity
Local Clusterin .
S falvn) = g (g Low
Coefficient (LCC)
Overlap _ )
RatiO* f4 (eij) = 04 ( IX((];{L; + i((]gj)) ) Medlum
Triangulation fs(eis) = g5(6i5), .
High
Angle 0ij = {£(ray(m;),ray(m;))}
Infinite T
fo(eis) = go(|H;;Hij — 1| |r) Low
Homography
: _ inlierRatio(e; ;) .
Inliers f7(€ij) - 97( rnaxg1 inlierlRatc;o](eij) ) High
617 wm

*M;, M; - matched features between (3, j)

S, S; - features matched with any image

A(P) - area of convex hull of set P

Table 5.1: Expressions for unary and pairwise priors for general reconstruction tasks and their values en-
couraged by normalization (min-max normalization between O (worst) and -1 (best) under given MCNF

formulation.)
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We use Theia SfM library® for relative pose estimation, geometric verification of matches, and for
computing geometry based (pairwise and tripletwise) priors. For MCNF based optimization, we use
mosek optimization library* with C++ interface. The optimization is done efficiently using the Network
Simplex method.

All disambiguation results use incremental SfM (VisualSfM) based reconstructions. Results on
Landmarks datasets use global SfM based reconstructions as we want to compare the accuracy of these
reconstructions with respect to incremental SfM based baseline reconstructions. We use Theia’s imple-
mentations of robust rotation averaging [65] and 1D translation estimation [79] as global SfM pipeline.

All CPU based experiments (selection and global SEM reconstructions) are run single-threaded on
a machine with Intel Xeon 2.50GHz processor and 12GB RAM. For VisualSfM based reconstructions,

we use a similar machine with NVidia 970 GPU.

5.5.2 Ambiguous datasets reconstruction

We show successful reconstruction results on 12 highly ambiguous datasets consisting of small-
scale laboratory-style scenes [53], and large-scale urban environment scenes [73, 97] with the standard
incremental SfM pipeline and VGs selected using our approach. Details of these datasets and selection

statistics are given in Table 5.2a.

Qualitative comparison Figure 5.7 shows the reconstruction results for small-scale ambiguous scenes
[53]. It can be seen that with selected VGs, we are able to recover true structures for all datasets.
Figure 5.8 shows the reconstruction results for large-scale urban ambiguous scenes [73, 97]. Our method
is able to recover comparable splits to the method of [73] and successful reconstruction for TOH dataset.

Our result for ANC dataset is incomplete as compared to [73, ] and shown in Figure 5.11.

Ablation of priors To highlight the effectiveness of disambiguation specific priors, we also recon-
struct these datasets for VGs selected using random costs (fails on all datasets), baseline priors based
costs (fails on all but the ‘books’ dataset), and combination of all costs based on priors for general recon-
struction and disambiguation (fails on ‘cup’ and ‘cereal’ datasets). Among the disambiguation priors,

context similarity-based prior is the most effective standalone. To further evaluate the effectiveness of
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Figure 5.6: Range of flow values (shown on y—axis with log scale) for which given prior combinations
( shown on x—axis) lead to correct reconstructions. Priors that lead to correct reconstruction for higher
values of flow are better at disambiguation and more robust, since this behavior implies selection of
smaller fraction of outlier EGs. Since multiple motions are detected for a smaller fraction of pairs.
For most datasets, context prior performs better than loop prior. Combination of all priors performs

equivalently for practical purposes.

the disambiguation priors and their combinations, we study the range of flow values for which the given
prior based selection results in successful reconstruction (see Figure 5.6). We observed Context+Loop
prior combination to be the most robust in this ablation study but empirically observed benefits of using

multiple motions based prior on larger datasets.

Runtime comparison Method proposed in [73] operates post-reconstruction to split incorrectly merged
model parts and takes ~16 to ~85 minutes to process for these datasets. Our framework pre-selects the
VG and reconstruction is performed without any additional processing. Recently proposed method of
[109] also tackles the disambiguation problem as a pre-process to SfM but their method takes 2-11
minutes on these datasets. Our subgraph selection framework is extremely efficient taking 1-2 sec-
onds for constructing and solving the MCNF problem for these and even larger datasets. Moreover, our

framework is intended to be general purpose with disambiguation as one of the specific objectives.

Criteria for flow parameter search As can be seen in 5.2a, for the lab-style datasets, the full VG is
generally quite dense, with an average vertex degree (edges per vertex) ~32% of total vertices. How-

ever, due to the very high ambiguity in the scenes, a large number of pairs are expected to be outliers.
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Figure 5.7: Reconstructions for small ambiguous datasets (numbered as per Table 5.2a): (A) indicate full VG

based reconstructions, (B) indicate selected VG based reconstructions.
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Figure 5.8: Comparison of our reconstruction results on large ambiguous datasets (numbered as per

Table 5.2a). For 8 to 11, bottom left — incorrect model with full VG, bottom right — result of correctly
split models using the post-reconstruction pipeline of [73], and top row — our result (color-coded to

match the splits of [73]. For 12, top — full VG result, bottom — result with our selection.

Therefore, it makes intuitive sense to expect that a pruned VG comprising a reasonably small fraction
(~25%) of the total number edges would lead to a good reconstruction. On the other hand, the VGs for
urban ambiguous scenes [73] are not well-connected, as these datasets are already sampled subgraphs
(iconics) of the original image set. This is also reflected from the fact that the average number of edges
per vertex is only ~5% of total vertices. In view of this sparse connectivity, it makes sense to keep as
many vertices as possible and a bigger fraction of edges. Practically, we chose these threshold to be,
|Vs| >= 80% of |V|, and |E;| >= 5|V| and use the method described in section 5.3.4 to get the desired

sub-graph by efficiently searching for the appropriate flow value.

5.5.3 General datasets reconstruction

We show that the proposed framework is versatile and can also be used for the general goals of
accuracy and efficiency for reconstruction of standard SfM datasets, by modeling image and pair selec-
tion costs with well-known and commonly used SfM priors. For this task, we show the results on two

datasets, (i) MVS benchmark [30], and (ii) Internet landmarks [25, 44]. These datasets are reconstructed
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Figure 5.9: Plots showing VG selection and reconstruction statistics with increasing values of flow for
three datasets. The quantities |Vs|/|V], |N¢|/|V|, and |Es|/|E| indicate the fraction of total vertices
selected, fraction of total vertices reconstructed, and fraction of total edges (EGs) selected. The rotation

and translation errors (R, and T¢,,) are divided by max to plot in the same range.

with incremental [68] and global SfM [87] pipelines, using both, full VGs and VGs selected by our

method.

MVS benchmark consists of three toy-sized datasets with ground-truth (GT) camera positions. Table
5.3a shows that, for both SfM methods, the selected VGs based reconstructions are comparable to the
full VGs based reconstructions. Flow parameter for these selections was chosen such that all vertices

are selected (for GT comparisons).

For large-scale Internet landmarks datasets, we reconstruct the scenes using selected VGs and full
VGs with global SfM pipeline (typically slightly less robust than incremental SfM methods) in order to
compare the reconstruction accuracy w.r.t. incremental SfM based baseline reconstructions (in absence
of ground-truth). Table 5.3b shows the selection and reconstruction statistics for these datasets. It can
be seen that the reconstructions with selected VGs are comparable or more accurate as compared to
those with full VGs and SfM run-time with selected VGs is notably shorter. For completeness of the
recovered structure, it is desirable to have as many vertices as possible in the subgraph. For efficiency,
it is desirable to select fewer edges, however, too few edges (low vertex degree) can lead to many short
feature tracks and high reprojection errors. With these considerations, we keep |Vs| = 90% of |V| and
|Es| = 20|V| as flow search criteria. The selected VG reconstructions are qualitatively similar or better

than full VG reconstructions (shown in Figure 5.10).
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(a) (b)

Figure 5.11: Reconstruction of ‘Alexander Nevsky Cathedral’ dataset: (a) Result of [73] : (left) wrong
reconstruction with full view-graph, (right) correctly split and merged models. Takes 16 minutes to post-
process the wrong reconstruction; (b) Reconstruction with selected VG (ours) results into two models.
Takes ~2 seconds for MCNF based selection with flow search criteria. Our splits are less clean than [73],
notice the ghosting in red split. The selected subgraph has some consistent outlier EGs that the standard
SfM process could not filter out. The reconstruction with smaller value of flow recovers just 1 partial

(but clean) model.

To understand the effect of total flow, we plot the selection and reconstruction statistics for the
increasing value of this parameter in Figure 5.9. It can be observed that a fraction of reconstructed
vertices remains close to the fraction of selected vertices throughout, indicating that the selection scheme
naturally endorses connectivity. This is a result of using only encouraging costs for selection that prefers
to select longer chains over disjoint segments. Most vertices are reconstructed and the reconstruction
errors become stable at a much lower value of flow (and selected pairs) than full VG selection. It is also
worth noting that the pair selection vs. flow curve behaves very similarly to the synthetic view-graphs
for all three datasets, validating our choice of using synthetic view-graph based selection statistics to

model the flow parameter search strategy in practice.

5.6 Conclusions and Future Work

We presented a novel and efficient, unified framework for selecting subgraphs from initial view-
graphs that can achieve different selection objectives with appropriately modeled image and pairwise
selection costs. This mechanism provides an interesting way to separate dataset and task-specific chal-
lenges from the standard SfM pipeline, thereby improving its generality. We demonstrated the utility
and potential of this framework by achieving satisfactory results for two different objectives with task-

specific cost modeling. One interesting way to achieve even further abstraction to this problem would
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be to replace hand-designed costs by a weighted combination (¢; = ), oy fx(4)) of a number of known
and designed priors. Cost formulation of this form would be expressive enough to cater to a wide variety
of selection objectives. The problem of modeling costs to meet the desired objective then translates to
that of devising new priors to add to the combination and finding the right weights for prior combination.
In future, we wish to explore this direction for extending our framework. While this is non-trivial, it can

lead to interesting directions of research for searching/learning new priors and the combination weights.
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Sr. Dataset [V €] F Vsl 1&l tsel Roberts et al. [53]* X X X x X X
1 Cereal 25 228 4 25 49  0.0137 4 | Jiangetal.[59] N S A A
= .
2 Cup 64 1217 16 64 265 0.0268 2 Wilson etal. [67] X x X v X X
3 Oas 24 220 4 24 49 00137 g | Heinlyetal.[73] v - - - -/
4 Street 19 95 2 19 26  0.0089 © | Shenetal. [97] -/ /=X
5 Books 21 161 4 21 41 00135 Yan etal. [109] - - -
6 Desk 31 261 4 31 64 00138 Baseline X X X X / X
General+Disamb. VARV
7 ANC 448 5037 512 416 2497 01288 g | oorerabDisamb. X X
= Context v v v Vv v /
ADT 381 3627 512 340 2148 0.0940 &
g Loop X v v v v /
9 RDC 271 3378 128 258 1498 0.0717 5
£ |MM X X X x v v
10 BG 161 2003 128 129 848 0.0522 =
‘; Context+Loop v v Vv v vV 7/
11 CSB 277 5191 128 233 1380 0.0743
g Context+MM v v v v v /
12 ToH 341 50332 32 341 1990 0.2372 © | LoopsMM VA A
Context+Loop+MM v Vv VvV vV vV V/

(a) Datasets and selection details

(b) Comparison and Ablation

Table 5.2: (a) shows details of ambiguous datasets and selection statistics. tg; shows the combined
running time for all search iterations of MCNF solver. Abbreviated labels correspond to these datasets :
ANC — Alexander Nevsky Cathedral, ADT — Arc de Triomphe, BG — Brandenburg Gate, CSB — Church
on Splilled Blood, RDC — Radcliff Camera, TOH — Temple of Heaven; (b) top rows show results reported
by other methods on small-scale ambiguous datasets (1 to 6) where — implies results not reported, *[53]
succeeds on these sets only when time-stamp info is used. Bottom rows show results of our selection
method with various prior based costs for given value of flow. Please see Figure 5.6 for ablation across

flow values.
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Incremental StM Global StM
Dataset VG ‘V‘ |€‘ Rer'r‘ Terr Terr Rer'r‘ Terr Terr

49 | 244 0.15 038 | 221 129 1.01

S
Castle 30
F 118 | 222 022 034 | 2.17 749 1.14

21 | 290 001 029 | 282 029 035

Fountain 11
F 25 | 290 001 0.72 | 282 027 0.59

55 | 236 0.03 050 | 238 0.75 1.18
128 | 238 0.02 043 | 239 056 1.71

S
Herzjesu 25
F

(a) MVS dataset statistics

Dataset VG |V| |g| tsel Nc Terr Rerr Terr tsfm
659 16970 1.744 628 141  0.072 0.195 1151
Notre Dame

714 46746 - 682 1.53 0.089 0.217 1760
761 15975 3.721 754 1.06  0.098 0.310 1785

Pantheon
781 139630 - 775 1.31 0.125 0.309 3601
1132 39640 2.864 1095 1.341 0.037 0.517 1147

St. Peters

1155 119977 - 1111 1458 0.028 0.496 1367

(b) Internet landmarks datasets statistics

Table 5.3: VG selection and reconstruction statistics for MVS benchmark and Internet landmarks
datasets. Labels ‘S’ and ‘F’ indicate selected and full VGs. |V|, |£| indicate the vertices and edges
in associated (selected or full) VGs. N, is the number of reconstructed cameras and R, Terrr, and 7ep-
indicate median rotation, translation, and reprojection errors. t,.; and ¢y, indicate the time taken for

MCNF based VG selection (cumulative) and SfM reconstruction respectively.
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Chapter 6

Discussion on Future Directions

Large-scale structure from motion has matured significantly as a field to go from academic labs to
the technology industry. Mapping environments at large-scale from structured and unstructured data
sources opens up many new possibilities for two key industries, Augmented Reality and Autonomous
Driving. While the autonomous driving industry operates closer to robotics and SLAM setting, enabling
crowd-sourced AR requires mapping the environments from heterogeneous data sources and lies much
closer to the large-scale StM problem. While the core problems in large-scale SfM have good solutions,
numerous challenges and corner-cases still remain in making world-scale mapping a reality. In this

section, we will discuss two directions that I see of importance for future research in this domain.

6.1 Role of deep learning in large-scale SfM

In the last decade, deep learning has taken over as the default way of solving many traditional prob-
lems in computer vision such as retrieval, recognition, segmentation. SfTM pipelines still largely follow

standard computer vision paradigms. There are a few good reasons for this.

Parametrization The structure and parameterization of SfM problems do not fit naturally to deep
learning pipelines. Most deep learning architectures such as CNNs, RNNs, autoencoders are made for
processing Euclidean data. While image-to-pose regression methods are gaining popularity, end-to-
end SfM problem is still not amenable to deep learning. Recent advancements in Graph Convolution
Networks (GCN) show a lot of promise. As GCNs mature and become more mainstream, it will become
possible to find a representation for core SfM data-structures like view-graph and covisibility graph,

opening up possibilities for learning.
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Feature learning mechanism Deep learning is good at finding statistical patterns in data and its true
power lies in replacing hand-engineered features. While SIFT is still very popular in SfM pipelines and
continues to outperform learned features, I believe this to change in the future. Key challenges where 1
see learned features to be of a greater advantage are matching data across the domain, matching seasonal

variations, such as matching aerial to ground, matching heterogeneous sources, etc.

Lack of labeled ground-truth To gather large-scale ground-truth for SfM problems is nontrivial.
This has lead to poor evaluation mechanisms where results are compared with a ‘gold-standard’ method
(currently incremental SfM) rather than ground-truth. This issue becomes a bottleneck to making sig-
nificant progress with learning-based methods since any learned representations inherit the strengths
and weaknesses of best-known engineered solutions. For stereo problem, self-supervised methods with
left-right consistency loss have shown great promise. I believe there is a need to investigate similar

self-consistency metrics in SfM that lift the need for large ground-truth.

6.2 Continuous large-scale STM

For AR applications to be able to use large-scale 3D models, it is important to consider that most
urban environments change in appearance and often also in geometry with time. While most SfM
methods deal with recovering the structure from given data at a time, there are no good mechanisms
for updating recovered structures with new data. There are three sub-problems of importance in this

context.

Model updates and model compression for localization Image-based localization systems aim to
provide 6-DoF visual positioning by querying an image into an SfM model (using either 2D-3D feature
matching or deep pose regression). It becomes essential to keep the model/index up-to-date with new
observations of the environment if the positioning has to succeed with change in time. Another relevant
challenge is model compression. With continuous updates to the map with new observations, it becomes

imperative to reduce or maintain the model size while still keeping the map relevant for localization.

Model Merging With large-scale SfM, strategies that divide the reconstruction problem into multiple

overlapping areas and combines the individually built models later are fairly common. Considering the
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fact that in a continuous reconstruction scenario, individual models might represent environments under

widely different conditions, there will be a need for robust mechanisms for model merging.
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