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Abstract

With the growing use of computer vision tools in wide-ranging applications, it becomes imperative to
understand and resolve issues in computer vision models when they are used in production settings for
various applications. In particular, it is essential to understand that the model can be wrong quite fre-
quently during deployment. Developing a better understanding of the mistakes made by a model can
help mitigate and handle them without catastrophic consequences.

To investigate the severity of mistakes, we first explore this in a simple classification setting. Even in
this setting, understanding the severity of mistakes of difficult to quantify, especially since manually
defining pairwise costs does not scale well for large-scale classification datasets. Therefore most works
have used class taxonomies/hierarchies, which allow pairwise costs to be defined using graph distances.
There has been increasing interest in building deep hierarchy-aware classifiers, aiming to quantify and
reduce the severity of mistakes and not just count the number of errors. However, most of these works
require the hierarchy to be available during training and cannot adapt to new hierarchies or even small
modifications to the existing hierarchy without having to re-train the model. We explore a different
direction for hierarchy-aware classification – amending mistakes by making post-hoc corrections by re-
sorting to the classical Conditional Risk Minimization(CRM). Surprisingly, we find that this method is
a far more suitable alternative than the works on deep hierarchy-aware classification; CRM preserves
the base model’s top-1 accuracy and brings the most likely predictions of the model closer to the ground
truth and is able to provide reliable probability estimates, unlike hierarchy-aware classifiers. We firmly
believe that this serves as a very strong and useful baseline for future exploration in this direction.

We turn our attention to a crucial problem in many video processing pipelines: visual(single) object
tracking. In particular, we explore the long-term tracking scenario where given a target in the first frame
of the video; the goal is to track the object throughout a (long) video during which the object may un-
dergo occlusion, vary in appearance, or go out-of-view. The temporal aspect of videos also makes it an
ideal scenario to understand the accumulation of errors that would not be otherwise seen if every image
is independent. We hypothesize that there are three crucial abilities that a tracker must possess to be ef-
fective in the long-term tracking scenario, namely Re-Detection, Recovery and, Reliability. The tracker
must be able to re-detect the target when the target goes out of the scene, and returns must recover from
failure and track an object contiguously to be of practical utility. We propose a set of novel and com-
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prehensive experiments to understand each of these aspects which give a thorough understanding of the
strengths and limitations of various state-of-the-art tracking algorithms.

We finally visit the problem of multi-object tracking. Unlike the problem of single-object tracking
where the target is initialized in the first frame, the goal here is to track all objects of a particular cate-
gory(such as pedestrians, vehicles, animals etc.). Since this problem does not require user-initialization,
it has found use in wide-ranging real-time applications such as autonomous driving. The typical multi-
object tracking pipeline follows the tracking-by-detection paradigm, i.e. an object detector is first used
to detect all the objects in the scene. These detections are linked together to form the final trajecto-
ries using a combination of Spatio-temporal features and appearance/Re-Identification(ReID) features.
The appearance features are extracted using a Convolutional Neural Network(CNN) trained on a cor-
pus of labelled videos. Our central insight is that only the appearance model requires labelled videos
in the entire pipeline, while the rest of the pipeline can be trained with just image-level supervision.
Inspired by the recent successes in unsupervised contrastive learning which enforces the similarity in
feature space between an image and its augmented version, we resort to a simple method that leverages
the spatio-temporal consistency in videos to generate “natural” augmentations which are then used as
pseudo-labels to train the appearance model. When integrated into the overall tracking pipeline, we find
that this unsupervised appearance model can match the performance of its supervised counterparts in
reducing the identity switches present in the trajectories, thereby saving costly video annotations that
are impractical to scale up without sacrificing performance.
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Chapter 1

Introduction

With the explosion of visual content in the form of images and videos on the internet and other plat-
forms, computer vision solutions are being deployed in a wide variety of settings to automate and assist
humans on tedious and time-consuming tasks. However, even with the best machine learning tools and
large-scale training data, it is inevitable that these models make mistakes. Unlike humans, who can
reduce the severity of the mistake or recover from their mistakes; many models can fail spectacularly,
with catastrophic consequences. There has also been much work showing that small perturbations to the
input can have catastrophic consequences to the predictions. However, these attacks typically require
full access to the model, which is quite an impractical setting. There are 2 cases of catastrophic failures
of deep neural networks in computer vision tasks in recent times which highlight the catastrophic failure
of these models even in natural settings without any adversarial perturbations.

1.1 Two Motivating Examples

The first famous failure which is relevant to this thesis is when Google Photos categorized two people
as ‘gorillas” 1. This incident, and Google’s response of omitting the class as a label highlighted the lack
of algorithmic solutions to tackle this challenge. It is imperative to understand that no model would
achieve 100% accuracy on challenging real-world images. However, it is still vital that the model re-
duces the severity of mistakes and can understand when it is unsure about a prediction. The second
aspect of models being able to provide calibrated uncertainty estimates is currently lacking in various
state-of-the-art models.

The second failure, which also was extensively covered in the press is related to visual object tracking,
which is much more specific to computer vision. Over the past few years, computer vision tools have
become extremely popular for various sports broadcasting and analytics tasks. In particular, one ex-

1This was covered extensively by the press, e.g. https://www.theguardian.com/technology/2018/jan/
12/google-racism-ban-gorilla-black-people

1
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ample is using visual object tracking to “track” important components of the game and then use these
tracks for automatic editing and broadcasting. Recently, a football game that was using these tools for
automatic ball tracking and broadcasting, encountered a catastrophic failure where the tracker started
following the referee’s head instead of the ball 2. For the rest of the game, the entire broadcast just
showed the referee instead of the actual football game that was happening.

While these incidents are specific to computer vision, the underlying issues are prevalent elsewhere in
different settings where deep neural networks are increasingly being deployed. Therefore, it becomes
crucial to understand the various failure modes in different algorithms and propose algorithmic ap-
proaches to tackle these issues.

In this thesis, inspired by these two examples, we look at methods that can better understand these issues
and possibly alleviate some of these concerns.

1.2 Contributions

More formally, we make the following contributions:

1. We revisit an old post-hoc correction technique to incorporate hierarchies on a pre-trained image
model. We also analyze theoretical guarantees for the top-1 accuracy with this post-hoc correction
technique and investigate the calibration of hierarchy-aware models.

2. We propose novel experiments and metrics to understand the role of re-detection, recovery and
reliability in long-term tracking scenarios.

3. We investigate the problem of multi-object tracking where we provide insights into how the over-
all training regime can get rid of trajectory level supervision. We further illustrate one concrete
algorithm for the same and demonstrate that trajectory level supervision can be eliminated without
sacrificing performance.

1.3 Background

1.3.1 Cost-Sensitive Learning

Not all mistakes are created equal. Some mistakes are much more costly than other mistakes. How-
ever, most machine learning work has focused on treating all classes equally, and therefore all mistakes
equally costly. However, some work has been focused on cost-sensitive classification. In this setting,

2A full report of the story is available here: https://www.theverge.com/tldr/2020/11/3/21547392/
ai-camera-operator-football-bald-head-soccer-mistakes

2
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given N classes, a cost matrix C is constructed where Cij is the cost for misclassifying class i as j.
Typically Cii is set to 0, and in many cases the costs are symmetric, therefore Cij = Cji.

1.3.1.1 Binary Cost Sensitive Classification

The simplest case is where there are 2 classes, where C00 = C11 = 0 and C01 6= C10. Let p be the
probability that a sample belongs to class 1 and 1− p is the probability that the sample belongs to class
0. We can compute a threshold

τ =
C01

C01 + C10

. When p ≤ τ , we would classify the sample as class 0 and in other cases classify it as belonging to
class 1. This would be optimal and the threshold and can be easily computed apriori. However, for the
multi-class setting, the problem cannot be solved trivially. The methods that have been proposed for
tackling this problem are broadly along the following lines:

1. The first set of methods aim to modify the classifier(support vector machine, neural networks etc.)
itself to make it sensitive to the pairwise costs of misclassification.

2. The second line of approach is to modify the training procedure to make the resulting trained
model cost-sensitive. This is typically done by reweighting the losses differently using the costs.

3. Finally, a generic trained model can also be made cost-sensitive by modifying the inference pro-
cedure akin to the binary classification case. This is perhaps the most general approach which can
be applied as a post-hoc step to any pre-trained model.

1.3.1.2 Class Hierarchies for Cost-Sensitive Learning

The biggest issue holding back the widespread use of cost-sensitive learning in modern computer vision
is that defining pairwise costs is a tedious process and does not scale well to the thousands of classes
which are prevalent in the popular large-scale classification datasets. This requires millions of pairwise
costs to be defined which is not practically feasible. An interesting alternative therefore was to leverage
class hierarchies for this purpose. The semantic classes in computer vision datasets can be found in
popular taxonomies such as WordNet or even the biological taxonomy. Therefore, we can construct a
hierarchy H(which is a rooted tree), such that all the classes in the dataset form the leaf classes of the
hierarchy. In such a setting, the graph distance between 2 classes can be used to define the pairwise
cost for the classes. For instance, the ImageNet benchmark uses the height of the Lowest Common
Ancestor(LCA) 3 to define the cost between 2 classes. Alternatively, the shortest distance, or the Jiang-
Conrath distance can also be used for this purpose.

3A formal definition of the Lowest Common Ancestor can be found here https://en.wikipedia.org/wiki/
Lowest_common_ancestor

3
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Figure 1.1: An example taken from [99] showing the different formulations of tracking: From left to
right, top to bottom: target bounding box, target contour, target blob, patch-based,sparse set of salient
features, parts, and multiple bounding boxes.

1.3.2 Visual Object Tracking

Understanding the temporal dynamics is essential for effective video understanding. Therefore one of
the fundamental tasks in video understanding is object tracking. There have been a wide variety of for-
mulations of this problem which is illustrated in Fig. 1.1. However, for this thesis, we restrict ourselves
to the problem of tracking using bounding boxes i.e assigning a bounding box for the estimated target.
Two popular problems with this formulation are single-object tracking and multiple object tracking.

1.3.2.1 Single-Object Tracking

The objective of the single-object tracking problem is to track a given bounding box in the first frame
of a video for the rest of the sequence. This problem has received a lot of attention over the years.
Some of the initial attempts tried to track the keypoints over the duration of the video. However, in
recent times most methods have tried to learn object level representations from the first frame and then
use this representation to track the object for the rest of the video. The use of features learnt from a
Convolutional Neural Network has lead to a huge improvement in the performance as compared to the
earlier handcrafted features. However, this problem still has a lot of scope for improvement especially
when the duration of the video increases and the objects start going out of view and re-enter.

1.3.2.2 Multiple Object Tracking

In contrast to the single-object tracking problem, the problem of multi-object tracking aims to track all
objects of a particular category for the duration of the video. The main challenge here is that there is no
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Figure 1.2: An example taken from [14] showing the overall pipeline of Multi-Object tracking algo-
rithms. First an object detector is used to generate the detections in the image. Then using a combination
of spatio-temporal and appearance features, the final tracks are generated.
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track initialization, that is the tracker needs to identify all the relevant objects and track it. To make this
task easier, a restriction is placed to ensure that only objects from a given vocabulary are required to be
tracked. The most popular approach here has been tracking-by-detection. In essence, this problem is
broken into two stages. In the first stage, a detector is used to detect all the relevant objects in the video.
In the second stage, these detections are linked using a combination of spatiotemporal and appearance
features to form the final trajectories. An illustration of this is given in Fig 1.2. In the past, Multi-Object
Tracking has typically been limited to tracking pedestrians, vehicles and animals, but in recent times
object detectors with wider vocabularies are being explored for this task.

1.4 Thesis Organization

The rest of the thesis is organized as follows: In Chapter 2, we investigate class hierarchies(derived
from taxonomies) to define costs between classes using graph distances automatically. Here, we inves-
tigate methods to incorporate hierarchies into the image model in a post-hoc manner. In addition to this,
we also investigate the calibration of various hierarchy-aware models. In Chapter 3, we investigate the
problem of long-term visual object tracking where we place a special emphasis on understanding the
failures of trackers and how they recover from a failure in tracking. Finally, in Chapter 4, we argue why
Multi-Object Tracking is a more scalable setting that is more resistant to tracking failure. In addition
to this, we propose a method to eliminate trajectory level supervision without sacrificing the pipeline’s
accuracy.

Overall, we hope that this thesis sheds light on various challenges prevalent when deep neural networks
are deployed in practical settings. We also hope that this thesis provides some ideas and baselines which
can be taken up in the future to address these issues in a variety of settings with more success.
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Chapter 2

No-Cost Likelihoood Manipulation for Making Better Mistakes

2.1 Introduction

The conventional performance measure of accuracy for image classification treats all classes other than
ground truth as equally wrong. However, some mistakes may have a much higher impact than others in
real-world applications. An intuitive example being an autonomous vehicle mistaking a car for a bus is
a better mistake than mistaking a car for a lamppost. Consequently, it is essential to integrate the notion
of mistake severity into classifiers and one convenient way to do so it to use a taxonomic hierarchy
tree of class labels, where severity is defined by a distance on the graph (e.g., height of the Lowest
Common Ancestor) between the ground truth and the predicted label [29, 133]. This is similar to the
problem of ranking classes and samples in a classification and retrieval setting, respectively. Consider
the case of an autonomous vehicle ranking classes for a thin, white, narrow band (a pole, in reality). A
top-3 prediction of “pole, lamppost, tree” would be a better prediction than “pole, person, building”.
Notice that the top-k class predictions would have at least k − 1 incorrect predictions here, and the
aim is to reduce the severity of these mistakes, measured by the average hierarchical distance of the
top k predictions each with the ground truth. [98] survey classical methods leveraging class hierarchy
when designing classifiers across various application domains and illustrate clear advantages over the
flat hierarchy classification, especially when the labels have a well-defined hierarchy.

There has been growing interest in the problem of deep hierarchy-aware image classification [4, 7].
These approaches seek to leverage the class hierarchy inherent in the large scale datasets (e.g., the
ImageNet dataset is derived from the WordNet semantic ontology). Hierarchy is incorporated either
using label embedding methods, hierarchical loss functions, or hierarchical architectures. These models
are able to hierarchically align the top-k predictions of the model with the ground truth while trading off
top-1 accuracy.

Upon close inspection of the top-1 predictions of state-of-the-art models for hierarchy-aware classifi-
cation, we found that these approaches, in fact, are no better than the vanilla cross-entropy models in
making better mistakes. Instead of reducing high-severity mistakes, they typically tend to introduce ad-
ditional low-severity mistakes that eventually brings down the average mistake-severity metric. Because
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of the these additional mistakes, they also suffer from significant accuracy drop compared to the vanilla
cross-entropy model. Additionally, we find these models to be highly uncalibrated (hence unreliable)
which further limits their practical usability.

We explore a different direction for hierarchy-aware classification whereby we amend mistake severity
at test time by making post-hoc corrections over the class likelihoods (e.g., softmax in the case of
deep neural networks). Given a label hierarchy, we perform such amendments to the likelihood by
applying the very well-known and classical approach called Conditional Risk Minimization (CRM).
We found that CRM outperforms state-of-the-art deep hierarchy-aware classifiers by large margins at
ranking classes with little loss in the classification accuracy. CRM is simple, requires addition of just
one line of code to the standard cross-entropy model, does not require retraining of a network, and
contains no hyperparameters whatsoever.

We would like to emphasize that we do not claim any algorithmic novelty as CRM has been well ex-
plored in the literature [31, Ch. 2]. Almost a decade ago, [29] had proposed a very similar solution using
Support Vector Machines (SVMs) as classifiers over handcrafted features. However, this did not result
in practically useful performance because of the lack of modern machine learning tools. Our primary
goal is to bring this old, simple, and extremely effective approach back into the attention before we delve
deeper into sophisticated ones with modern classifiers. Overall, our investigation into hierarchy-aware
classification makes the following contributions:

• We highlight significant issues that have been overlooked by the past works that aim to leverage
hierarchies to make better mistakes by first demonstrating how they do not really make better
mistakes.

• We revisit an old post-hoc correction technique which significantly outperforms prior art when
the ranking of the predictions made by the model are considered.

• We also investigate the reliability of prior art in terms of calibration and show that these methods
are severely miscalibrated, limiting their practical usefulness.

2.2 Related Works

2.2.1 Cost-Sensitive Classification

Cost-sensitive classification assigns varying costs to different types of misclassification errors. The
work by [1] groups cost-sensitive classifiers into three main categories. The first category specifically
extends one particular classification model to be cost-sensitive, such as support vector machine [104] or
decision tree [67]. The second category makes the training procedure cost-sensitive, which is typically
achieved by assigning the training examples of different classes with different weights (rescaling) [139]
or by changing the proportions of each class while training using sampling (rebalancing) [33]. The third
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category makes the prediction procedure cost-sensitive [30, 124]. Such direct cost-sensitive decision-
making is the most generic: it considers the underlying classifier as a black box and extends to any
number of classes and arbitrary cost matrices. Our work comes under the third category of post-hoc
amendment. We study cost-sensitive classification in a large scale setting (e.g., ImageNet) and explore
the use of a taxonomic hierarchy to obtain the misclassification costs.

2.2.2 Hierarchy Aware Classification

There is rich literature around exploiting hierarchies to improve the task of image classification. Embedding-
based methods define each class as a soft embedding vector, instead of the typical one-hot vector.
DeViSE [37] learn a transformation over image features to maximize the cosine similarity with their
respective word2vec label embeddings. The transformation is learned using ranking loss and places
the image embeddings in a semantically meaningful space. [2, 115] explore variations of text embed-
dings, and ranking loss frameworks. [4] project classes on a hypersphere, such that the correlation of
class embeddings equals the semantic similarity of the classes. The semantic similarity is derived from
the height of the lowest common ancestor (LCA) in a given hierarchy tree. Here, it may be relevant to
note the work done on hyperbolic embeddings [82, 51, 66]. While we are unaware of any work that has
been applied for “making better mistakes”, it may be useful to explore this direction in the future since
hyperbolic spaces are well-suited to embed hierarchies.

Another line of effort directly alters the loss functions or the algorithms/architectures. [133] propose
a weighted (hierarchy-aware) multi-class logistic regression formulation. [107] optimize a context-
sensitive loss to learn a separate distance metric for each node in the class taxonomy tree. [112] combine
losses at different hierarchies of the tree by learning separate, fully connected layers for each level post
a shared feature space. [11] add branches at different depths of AlexNet architecture to fuse losses at
different levels of the hierarchy. [15] use conditional probability chains to derive a novel label encoding
and a corresponding loss function.

Most deep learning-based methods overlook the severity of mistakes, and the evaluation revolves around
counting the top-k errors. [7] has revived the interest in this direction by jointly analyzing the top-k
accuracies with the severity of errors. They propose two modifications to cross-entropy to better capture
the hierarchy: one based on label embeddings (Soft-labels) and the other, which factors the cross-
entropy loss into the individual terms for each of the edges in the hierarchy tree and assigns different
weights to them (Hierarchical cross-entropy or HXE).

We propose a generalized alternative. Our method uses models trained with vanilla cross-entropy loss
and alters the decision rule to pick the class minimizing conditional risk. On similar lines, [29] study the
effect of minimizing conditional risk on mean hierarchical cost. They leverage the ImageNet hierarchy
for cost and compute posteriors by fitting a sigmoid function to the SVM’s output or taking the percent
of neighbours from a class for Nearest Neighbour classification. Our work investigates the relevance of
CRM in the deep learning era and highlights the importance of looking beyond mean hierarchical costs
and jointly analyzing the role of accuracy and calibration.
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(a) (b)

Figure 2.1: (a) Consider a four class hierarchy tree and corresponding leaf predictions obtained using a
cross-entropy baseline. The risk computation is shown beside the tree. argmaxp(y|x) predicts the class
“rose”, while the argmin R(y = k|x) predicts the class “bus”. (b) Two nodes i and j and the subtree
(shaded gray) originating at their lowest common ancestor LCA(i, j).

2.2.3 Calibration of Deep Neural Networks

Networks are said to be well-calibrated if their predicted probability estimates are representative of the
true correctness likelihood. Calibrated confidence estimates are important for model interpretability and
its use in downstream applications. Platt scaling [85], Histogram binning [125] and Isotonic regression
[126] are three common calibration methods. Although originally proposed for the SVM classifier,
their variations are used in improving the calibration of neural networks [40]. Calibrated probability
estimates are particularly important when cost-sensitive decisions are to be made [125] and are often
measured using Expected Calibration Error (ECE) and Maximum Calibration Error (MCE) [79, 83].

We desire models with high accuracy that have low calibration error and make less severe mistakes.
However, there is often a compromise. Studies in cost-sensitive classification [47] reveal a trade-off be-
tween costs and error rates. For instance, [7] trade the top-k error for a lower hierarchical cost. Similarly,
reliability literature aims to obtain better calibrated deep networks while retaining top-k accuracy [96].
We further observe that methods like Soft-labels or Hierarchical cross-entropy successfully minimize
the average top-k hierarchical cost, but result in poorly calibrated networks. In contrast, the proposed
framework of post-hoc amendment retains top-k accuracies and good calibration, while significantly
reducing the hierarchical cost.

2.3 Approach

The K-class classification problem comes with a training set S = {(xi,yi)}Ni=1, where label yi ∈ Y =

{1, 2, ...,K}. The classifier is a deep neural network parametrized by θ given by fθ : X → p(Y) which
maps the input samples to a probability distribution over the label space Y . The p(y|x) is typically
derived using a softmax function on the logits obtained for an input x. Given p(y|x), the network
minimizes cross-entropy with the ground truth class over samples from the training set, and uses SGD
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to optimize θ, forming the standard hierarchy-agnostic cross-entropy baseline. The decision rule is
naturally given by argmax

k
p(y = k|x).

The classical CRM framework [31] can be adapted to image classification by taking the trained model
with a given θ and incorporating the hierarchy information at deployment time. A symmetric class-
relationship matrix C is created using the given hierarchy tree (which can either be drawn from the
WordNet ontology or an application specific taxonomy), where Ci,j is the height of the lowest common
ancestor (LCA(yi,yj)) between the classes i and j. The height is the number of edges between the
given node and the furthest leaf. Ci,j is zero when i = j and is bounded by the maximum height of the
hierarchy tree.
Given an input x, we obtain p(y|x) by passing it through the deep network fθ(x). The only modification
is in the decision rule, which now selects the class which minimizes the conditional risk R(y = k|x),
given by:

argmin
k

R(y = k|x) = argmin
k

K∑
j=1

Ck,j · p(y = j|x)

For the ease of the reader, we illustrate a four-class example in Figure 2.1a, showing predictions from
the cross-entropy baseline (leaf nodes); cost matrix for the given tree, and the risk computation. Given
the probability of each class p(y|x), argminR(y|x) is the Bayes optimal prediction. It is guaranteed to
achieve the lowest possible overall cost, i.e. lowest expected cost over all possible examples weighted
by their probabilities [31, Ch. 2].
Depending on the cost-matrix and p(y|x), the top-1 prediction of the CRM applied on cross-entropy
might differ from the top-1 prediction of the cross-entropy baseline. However, with deep neural net-
works, we observe that the top-1 probability of p(y|x) is greater than 0.5 in roughly 70% of the samples.
Below we prove that in such situations where max p(y|x) is higher than the sum of other probabilities,
irrespective of the structure of the tree, the post-hoc correction (CRM) does not change the top-1 predic-
tion. However, since the second highest probability is guaranteed to be less than 0.5 by definition, our
correction can effectively re-rank the classes and drastically reduce hierarchical distance@k for k > 1 -
as we later demonstrate through exhaustive experiments.

Theorem 1. If max(p(y|x)) > 0.5, then argmini
∑K

j=1Ci,j · p(y = j|x) and argmax p(y|x) are

identical irrespective of the tree structure and lead to the same top-1 prediction.

Proof. Consider the tree illustrated in Figure 2.1b; two leaf nodes (class labels) i,j and the subtree (Tij)

rooted at their Lowest Common Ancestor. Assuming the height of theLCA(i, j) = h and argmaxp(y|x) =

i, the risk R(y = j|x) = R(j) is given as:

R(j) = h · p(i) +
∑

k∈Tij\{i}

Cjk · p(k) +
∑
∀k 6∈Tij

Cj,k · p(k)
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Ignoring the cost of other nodes inside Tij , we get R(j) ≥ h · p(i) +
∑
∀k 6∈Tij Cj,k · p(k). Similarly, for

the risk of class i:

R(i) ≤ h · (1− p(i)) +
∑
∀k 6∈Tij

Ci,k · p(k)

Outside the subtree rooted at Ti,j , Ci,k = Cj,k∀k and therefore without loss of generality we can say

that R(i) < R(j), if p(i) > 0.5.

2.4 Experiments

We evaluate our method on two large-scale hierarchy-aware benchmarks: (i) tieredImageNet-H for a
broad range of classes and (ii) iNaturalist-H for fine-grained classification, both of which are complex
enough to cover a large number of visual concepts. We closely follow the experimental pipeline from [7]
including the train/validation/test splits, hyperparameters for training models, and evaluation metrics.

Experimental Details: All models are trained using a ResNet-18 architecture (pre-trained on ImageNet)
using an Adam optimizer for 200K updates using a mini-batch of 256 samples, a learning rate of 10−5,
and standard data augmentation of flips and randomly resized crops. We train all the hierarchy-aware
models – Hierarchical cross-entropy (HXE) [7], Soft-labels [7], YOLO-v2 [88], DeViSE [37], and [4] –
along with a cross-entropy baseline. We pick the epoch corresponding to the lowest loss on the validation
set along with two epochs preceding and succeeding it and report the average of the results obtained from
these five checkpoints on the test set. Unlike [7] we do not preprocess the dataset to downsample the
images to 224×224 as it noticeably reduces the accuracy. Instead we use RandomResizedCrop()
augmentation to crop the images to a 224×224 resolution. This accounts for a small, but significant
improvement in performance across models, thus leading to stronger baselines.

Metrics: We primarily focus on two major metrics: (i) top-1 error, (ii) average hierarchical distance@k,
which is the mean LCA height between the ground truth and each of the k most likely classes. These
metrics capture different views of the problem: top-1 error treats all classifier mistakes the same,
whereas average hierarchical distance@1 captures a notion of mistake severity, i.e., better or worse
mistakes. Average hierarchical distance@k captures the notion of ranking/ordering the predicted classes
closer to the ground truth class. This metric is a natural extension of the hierarchical distance@1 metric
proposed by [92] in the original ImageNet evaluation. We also investigate average mistake severity pro-
posed by [7] which computes the hierarchical distance between the top-1 prediction and the ground truth
for all the misclassified samples. Note that LCA is a log-scaled distance: an increment of 1.0 signifies
an error of an entire level of the tree. In the simple case of a full binary tree, an increase by one level
implies that the number of possible leaf nodes doubles.
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(a) (b) (c)

Figure 2.2: (a) Trade-off between hierarchical distance@1 and the top-1 error. The mean here is taken
only over the misclassified samples. (b) Histogram of the severity of top-1 mistakes (height of the LCA).
The number in the bracket is the mean mistake severity. (c) Trade-off between hierarchical distance@1
and the top-1 error. The mean is taken over all the test samples (the hierarchical distance@1 is zero for
correctly classified samples). The top and bottom row correspond to tiered-ImageNet and iNaturalist19
datasets respectively.

2.4.1 Hierarchical Distance of top-1 predictions

Hierarchy-aware classification methods typically seek to make better mistakes (less costly in terms of
hierarchical distance). It is essential that the evaluation metric correctly measures this goal, i.e. a higher
value of the evaluation metric should reflect that the model indeed makes better mistakes. We discover
a serious flaw with the metric of computing average mistake severity over incorrectly classified samples
employed in the prior art. We illustrate this in Figure 2.2.

In Figure 2.2a, following prior art, we evaluate different approaches only on the set of incorrectly clas-
sified samples (hence different test sets for different models as the mistakes will be different). It seems
to indicate that recently proposed methods are able to achieve a good tradeoff between accuracy and
mistake severity. We select the best performing models in terms of the mistake severity metric – Soft-
labels with β = 4 and HXE with α = 0.6 – and analyze the frequency of mistakes at different severity
(illustrated in Figure 2.2b). Surprisingly, we observe that HXE and Soft-labels largely do not make
better mistakes; they mostly make additional low-severity mistakes. This behaviour is not captured in
Figure 2.2a as the metric here involves division by the number of mistakes made by a model. For ex-
ample, say the high severity mistakes made by two models is exactly the same (dh > 0) over the same
number of mistakes (m > 0). Now, if the second model makes additional n > 0 mistakes with overall
distance severity of dl > 0, then it is straightforward to observe that dhm ≥

dh+dl
m+n if dh

m ≥
dl
n . Implying,
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the metric would prefer a model which is making additional low severity mistakes as long as the impact
of the severity due to these additional mistakes is less than the impact by the high-severity ones.

We therefore revert to the hierarchical distance@1 proposed by [92] which computes the hierarchical
distance over all the samples. As shown in Figure 2.2c, the best-performing ones in Figure 2.2a now
show the highest hierarchical distance@1 as we account for the additional number of low-severity mis-
takes made. We refer the reader to Appendix (A.1)(Fig. A.1) for histogram plots across different values
of α and β, clearly showing that the number of low-severity mistakes increases as the model moves
farther from the cross-entropy baseline. In this modified and more reliable evaluation set-up, we ob-
serve CRM (ours) reduces mistake severity compared to cross-entropy, shifting the graver mistakes in
cross-entropy towards the left of the histogram—resulting in a marginal shift of mistakes from buckets
(9,10,12) to (3,6,7,8) in Imagenet and similarly from buckets (7,5,4) to (1) in iNaturalist19.

Overall, we observe that existing methods reduce the average mistake-severity metric by largely making
additional low-severity or easily avoidable mistakes. This also explains why such models provide lower
test accuracy. Resolving this issue, we see that no prior art significantly outperforms the cross-entropy
baseline, and make better mistakes.

2.4.2 Hierarchical Distance of top-k predictions

We now compare the ordering of classes provided by each of these classifiers. Ranking predictions give
us significant insight into how reliably the predictions align with the hierarchy, as discussed in Section
1. We measure the quality of ranking using the average hierarchical distance@k, for various values of
k and present them in Figure 2.3a (left). We find that CRM significantly outperforms all the competing
methods, giving the best hierarchically aligned models on the hierarchical distance@k for all k.

A better ranking of classes often comes with a significant trade-off with top-1 accuracy. We plot the
hierarchical distance@k with top-1 accuracy for k = 5 and k = 20 in Figure 2.3a (middle and right) to
better understand this trade-off. Interestingly, we observe that CRM improves ranking with almost no
loss in top-1 performance and outperforms the other methods by a substantial margin.

An interesting extension is to analyze how dependent these approaches are to a given hierarchy, and
how modifying the hierarchy might impact their behaviour. To test this, we randomly shuffle the classes
at the leaf nodes of a given tree structure and compare ranking performance in Figure 2.3b. We observe
that even though CRM does not explicitly use the hierarchy while training, it provides drastic reduction
in the hierarchical distance@k compared to all the previous methods. High accuracy of CRM in this
case is because of the fact that it is post-hoc and for highly confident models such as deep networks,
its top-1 accuracy remains largely unchanged (refer Theorem 1). However, on the other hand, models
depending on the tree-structure during training (directly or indirectly) will try to fit to the structure,
which can be harmful in situations where the tree structure is not very reliable. For example, if the
tree structure implies that ‘cat’ is closer to ‘person’ than a ‘dog’, then the models incorporating such
information while learning the feature space might not be able to learn a robust classifier and might
potentially end-up making more mistakes, as also validated in our experiments.
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2.4.3 Impact of Label Hierarchy on the Reliability

Via various examples and insights, we have already established that models that make better mistakes
are extremely important for real-world applications. However, in order for such models to be useful in
safety-critical scenarios, they must be reliable. In other words, these models should be calibrated so that
they are not wrong with high confidence—an extremely undesirable property of recent deep models.
To this end, we analyse the reliability of the output probabilities of Softlabels, HXE, label smoothing,
and CRM (which is same as cross-entropy) using well known and widely accepted metrics such as
ECE (Expected Calibration Error) and MCE (Maximum Calibration Error) in Table 2.1. Softlabels and
HXE, for example, show clear trends of increasing degradation in calibration on better class ranking (as
measured by distance@k), i.e., the more they attempt to adhere to the hierarchy, the less reliable their
probability estimates become. We additionally experiment with improving calibration in all the above
models using temperature scaling. We observe that it reduces miscalibration as measured by the ECE
and MCE scores, but most models remain far worse than the cross-entropy baseline. The cross-entropy
baseline is not affected significantly by temperature scaling, indicating that it is calibrated to a large
extent. Changes in ECE/MCE were unnoticeable when using the probability estimates corresponding to
CRM predictions (taking p(y|x) corresponding to argmin R(y|x)) instead of maximum cross-entropy
prediction.
These experiments clearly suggest that while the focus should turn into developing models that make
better mistakes, we should also make sure that such models are reliable by understanding how incorpo-
rating the label hierarchy during training might impact the likelihood estimates.

2.5 Conclusion

Our paper identifies two major problems in existing approaches for tackling hierarchy-aware classifi-
cation: (i) making better mistakes and (ii) better ranking predictions. We study post-hoc amendments
for hierarchy aware image classification, different from the three dominant paradigms: hierarchy-aware
losses, hierarchy-aware architectures, and label embedding methods. We make a case for exhausting
classical alternatives before moving to more sophisticated options.
Regarding making better mistakes, we demonstrate that no recent hierarchy-aware classifier helps make
better mistakes, contrary to the motivation. We illustrate and correct the issue with the mistake severity
metric and show that CRM achieves modest improvements. We provide insights on why it is hard to
improve further in this direction under similar constraints.
In terms of better ranking predictions, our proposed post-hoc correction consistently outperforms state-
of-the-art methods in deep hierarchy-aware image classification by large margins in terms of decrease
in hierarchical distance@k, with little to no loss in top-1 accuracy. We find the direction of post-
hoc corrections promising because it can simultaneously deliver calibration, accuracy, and better class
ranking efficiently with surprisingly little tradeoffs in either. We hope that CRM will act as a strong
baseline in future efforts.
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Overall, the literature on hierarchy-aware image classification has shown the effectiveness of the Word-
Net hierarchy in improving performance. However, previous works assume that all edges in the tree
are equally important. A future avenue for exploration is learning weights of the edges in the tree to
compute a more effective measure of misclassification cost.
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(a) Ranking performance on the given hierarchy

(b) Ranking performance on a randomly class-shuffled hierarchy.

Figure 2.3: Left: Average hierarchical distance@k with varying k. Middle: Average hierarchical dis-
tance@5 vs top-1 error. Right: Average hierarchical distance@20 vs top-1 error.
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Loss Function
tieredImageNet-H iNaturalist-H

ECE MCE ECE MCE

pre T post T pre T post T pre T post T pre T post T

Soft-labels (β=15) 7.05% 4.79% 18.55% 13.03% 34.64% 16.63% 54.86% 26.87&
Soft-labels (β=10) 29.55% 6.36% 39.95% 22.07% 29.55% 19.87% 39.95% 33.29%
Soft-labels( β=5) 58.99% 10.92% 83.53% 26.86% 24.53% 17.20 88.32% 55.68%
Soft-labels (β=4) 57.16% 11.12% 86.92% 27.44% 19.29% 11.46% 19.29% 56.06%
HXE (α=0.2) 1.53% 1.53% 5.84% 5.84% 4.37% 1.50% 7.73% 3.61%
HXE (α=0.4) 2.44% 2.44% 5.48% 5.48% 1.13% 1.13% 2.62% 2.62%
HXE(α=0.5) 3.95% 2.61% 7.84% 5.40% 2.46% 2.46% 6.77% 6.77%
HXE (α=0.6) 6.25% 3.28% 10.75% 6.58% 5.24% 5.24% 11.20% 11.20%
Label-Smoothing 9.61% 2.33% 15.43% 6.13% 4.93% 1.11% 7.35% 3.35%
Cross-Entropy 1.61% 1.61% 4.27% 4.27% 4.32% 1.42% 8.18% 3.26%

Table 2.1: ECE and MCE for the various models on the tiered-ImageNet and iNaturalist19 datasets
before and after temperature scaling. The optimal temperature was found on the validation set and
results reported on the test set.
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Chapter 3

Exploring 3 R’s of Long-term Tracking: Re-detection, Recovery and

Reliability

3.1 Introduction

Visual tracking is a fundamental problem in computer vision and has rapidly progressed in the recent
past with the onset of deep learning. However, progress is still far from matching practitioner needs,
which demands consistent and reliable long-duration tracking. Interestingly, most existing works eval-
uate their performance on datasets consisting of multiple short clips. For instance, the most commonly
used OTB dataset has an average length of about 20 seconds [114] per clip. Work by Moudgil and
Gandhi [77] observed a sharp performance drop when the trackers were evaluated on long sequences.
Following works [34, 106, 69] also make similar observations and suggest that we need alternate ways
to evaluate and analyze long term tracking performance.

Based on these works [77, 34, 106, 69] we hypothesize that three properties are crucial for an improved
long term tracking performance. First is the ability to re-detect the target if it is lost. Re-detection
is crucial to handle situations where the target object goes out of the frame and reappears. It is also
essential to re-initiate tracking when the target object is lost due to occlusions or momentary tracking
failures. The second key aspect is the ability of the tracker to distinguish between the actual target and
distractor or background clutter. This aspect is vital for consistency in tracking as well as for recovery
from failures. Figure 3.1 illustrates an example where chance plays a crucial role in recovery. We believe
that scrutinizing the nature of failures and recoveries will aid improved tracking performance. The third
key aspect is Reliability, which connects to the ability for consistent and contiguous tracking. Contiguity
suggests the ability of the tracker to track for a long duration without any failure. Consistency indicates
the accuracy of tracking over time. Tracking in the long-duration video allows us to study factors like
a slow accumulation of error which is difficult to observe in short sequences. Several applications like
video surveillance or virtual camera simulation from static camera [39] require precise tracking for
long time. Surprisingly, none of the current evaluation strategies focus on these three crucial aspects of
Re-detection, Recovery, and Reliability.
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Figure 3.1: A typical example of a chance based recovery in Alladin sequence from TLP [77] dataset.
SiamRPN(green) is tracking the incorrect object and has zero overlap with the target(red) in the start.
It switches to tracking the target when they pass through each other. We study such chance based
recoveries in long-term setting both qualitatively and quantitatively. Best viewed in colour.

For instance, the most prevalent metrics are Success and Precision plots, which measure the number
of frames with Intersection Over Union (IoU) greater than a threshold and the mean distance from the
center of the ground truth respectively. Both these metrics do not reflect anything specific about the
3R’s. Recent work by Lukezic et al. [69] studied the efficacy of the search region expansion strategy
of different trackers. However, the evaluation is performed in a synthetic experimental setup (designed
by padding with gray values) and may not be an indicator of performance in real-world scenarios.
Valmadre et al. [106] improves the evaluation strategy by explicitly handling the cases where the target
is not visible/absent from the frame. Other recent efforts [77, 34] identify the aforementioned key issues,
but they do not provide any way to evaluate these properties comprehensively.

In this work, we propose two novel evaluation metrics focused on the re-detection ability and the aspect
of continuous and consistent long term tracking. Furthermore, we present more in-depth insights into
the failure and recovery of different trackers, explicitly addressing the role of distractors. Since shorter
sequences are inappropriate to address these concerns, we use the Track Long and Prosper (TLP) [77]
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Figure 3.2: A cut is introduced by removing a set of contiguous frames from a tracking sequence. This
introduces a sudden change of position of the ground truth object as shown in the left diagram. The red
bounding box shows the position of the target object, before and after the cut. We maximize the amount
of target shift by minimizing the distance between these bounding boxes. We evaluate the trackers
ability to re-detect the object after the cut. Few more examples from TLP dataset with simulated cuts
are shown on the right.

dataset for the experiments. The main advantage of TLP is that the average sequence length is longest
among other densely annotated datasets [45, 34, 69]. Long duration videos present cases of multiple
failures and recoveries for each video, which allows for a deeper analysis. Our contributions include:

1. We propose a novel way to quantitatively evaluate the re-detection abilities of a tracker by simu-
lating cuts (an abrupt transition from a frame to another) in original videos. We propose a method
to search challenging locations for placing the cut by maximizing the distance between the ground
truth bounding boxes in the frame before and after the cut. Different trackers are then evaluated
on their ability to recover/re-detect, and the time they take to recover.

2. We formally study the chance factor in recoveries post-failure. We analyze the role of distractors
in failures and recoveries and the co-incidences which aid tracking. For example, it often happens
in long sequences that tracker loses the target at some location and freezes there. If by chance the
target passes the same location (after a while), the tracker starts tracking it again. Our study aims
to quantify such behavior.

3. We propose 3D Longest Subsequence Measure (3D-LSM), as a novel metric for quantifying track-
ing performance. It measures the longest contiguous sequence successfully tracked at a given
precision and allowed failure tolerance. The 3D-LSM allows for a direct visual interpretation of
tracking results in the form of a 2D image.
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3.2 Related Work

Tracking Datasets: There are a large variety of datasets for object tracking. Most commonly used
datasets are OTB50[114] and OTB100[113]. They consist of short videos from generic real-world
scenarios. ALOV300[99] increased diversity by including 300 short sequences. The average video
length in ALOV dataset is only 9 seconds. NFS[38] dataset included sequences recorded at high frame
rate (240fps). UAV[78] introduced a dataset from sequences shot from an aerial vehicle. Moudgil and
Gandhi[77] TLP dataset with 50 sequences, focusing on long-duration tracking (significantly increasing
length of individual sequences). LTB35[69] and OxUvA[106] then followed emphasizing the need to
focus on long term tracking. LaSOT[34] significantly increased the size of the dataset with over 1000
sequences. GOT10k[45] then followed by proposing a dataset with 10000 sequences, including objects
from 563 different classes.

Tracking Methods: We list some notable attempts which led to significant progress in long term track-
ing. Collins et al. [25] proposed the idea of using the neighborhood around the ground truth for dis-
criminative feature learning. This idea was later formalized into tracking by detection frameworks [3].
Kalal et al. [49] proposed TLD framework of learning detector from initial tracking, maintaining the
confidence of local tracking based on feature point tracks, and switching to detection in low confidence
scenarios. TLD tracker was one of the first attempts to elegantly handle the re-detection problem, which
is crucial for long term tracking. The consistency aspect was then improved by employing an ensem-
ble of classifiers [128]. These methods maintain several weak classifiers, often initiated at different
checkpoints to account for appearance variations of the target.

Another popular direction is Discriminative Correlation Filter (DCF) based tracking [13, 28]. These
methods exploit the properties of circular correlation (efficiently performed in Fourier domain) for
training a regressor in a sliding-window fashion. Recent progress in DCF’s is driven by integrating
multi-resolution shallow and deep features maps to learn the correlation filters [27, 10, 105]. Another
fundamental contribution is the use of Siamese networks for visual object tracking [8, 42]. The GO-
TURN tracker [42] uses the Siamese architecture to directly regress the bounding box locations given
two cropped images from previous and current frames. The SiamFC tracker [8] transforms the exemplar
image and the large search image using the same function and outputs a map by computing similarity
in the transformed domain. These efforts [8, 42] do not include any online updates and are extremely
efficient in terms of computation. The Siamese framework was further augmented by employing Re-
gion Proposal Networks (RPN)[60, 61] which significantly improves the accurate prediction of scale
and aspect ratio of the bounding boxes.

Another pioneering effort came from Nam et al. [80], who introduced the idea of treating the tracking
problem as classifying candidate windows sampled around the previous target region. Several recent
efforts have explored the variations of the Tracking Learning Detection (TLD) framework. Nebehay et
al. [81] proposed a mechanism to drift by filtering outlier correspondences. A combination of short term
CF tracker with additional components (e.g., an explicit re-detection module) have been explored [68,
71]. Zhang et al. [132] employed an offline trained regression network as the short-term component and
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an online-trained verification network to detect tracking failure and start image wide detection. Yan et
al. [119] show significant computational improvements by replacing the online verification network
with an offline trained Siamese verification network.

Tracking Metrics: Early works relied on the precision metric[3, 114] for quantifying the tracking per-
formance, which computes the pixel distance between the center of the ground truth and the prediction.
This was convenient since it required only annotating the center of the target and not the whole bounding
box. However, since this does not account for the scale and aspect ratio, the success metric[114] was
introduced. It measures the percentage of frames where the Intersection Over Union (IoU) of the pre-
dicted and ground truth bounding boxes is more than a threshold. Failure rate [55] was then introduced
to address the continuity and consistency aspect of tracking. In failure rate measure, a manual operator
reinitializes the tracker upon every failure. The number of required manual interventions per frame is
recorded as the quantitative measure. However, due to the need of manual interventions, it is unscalable
for long sequences (in large datasets). For a more detailed review and analysis of metrics for short-term
tracking, we would refer the reader to work by Cehovin et al. [16].

A few evaluation metrics have been proposed targeting long-duration tracking. Valmadre et al.[106]
introduced True Positive Rate(TPR), True Negative Rate(TNR) and took their geometric mean. To
have a single representative metric accounting for the trackers which do not predict absent labels, they
proposed a modified metric called maximum geometric mean metric. However, the metric is biased
towards the ability of a tracker to predict absent labels.

Lukezic et al.[69] introduced tracking recall and precision and used this to give a tracking F1 score.
However, their definition of a long term tracker is limited to the ability of a tracker to predict absence,
and the proposed metric does not focus on the continuity and consistency aspect of tracking. We believe
the ability to track for long-duration consistently even when the target object is always present has
been overlooked in these previous efforts [69, 106]. Lukezic et al.also proposed an experiment to
quantify the re-detection ability of a tracker. However, their experiment mainly focuses on the search
strategy with no appearance changes. Here, we seek to quantify the re-detection ability in the wild.
Moudgil and Gandhi [77] proposed the Longest Subsequence Measure (LSM), which quantifies the
longest contiguous segment successfully tracked in the sequence. Here, we propose an extension of it
called 3D-LSM, which allows comparing trackers visually.

3.3 Re-detection in the Wild

This experiment is designed to quantify a tracker’s ability to re-detect the object after it is lost (either
because the target goes of the view or due to momentary failures).

Setup: We select a segment from a sequence, and delete it, thereby introducing a cut (illustrated in Fig-
ure 3.2). We evaluate the tracker’s performance on the segment after the cut to evaluate the re-detection
ability of the tracker. For each sequence from the TLP dataset, we cut a segment that maximizes the L2
norm of the center locations between the target bounding boxes before and after the cut. The duration
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of the cut is fixed to 300 frames. We empirically find that 300 frames allow the target to move far away
from the tracker’s search region without significantly varying the other aspects in the scene. Keeping
a similar context around the target helps to keep the focus on the re-detection ability (the context can
change dramatically in long sequences if the length of the omitted sequence is large). The proposed
re-detection scheme is quite general and can be applied even on datasets that do not have target disap-
pearances at all.

Evaluation: In all the experiments the tracker is initialized 100 frames before the cut. We choose 100
frames so that the tracker starts stable tracking before the cut. It also allows trackers with online updates
to build a reasonable representation of the target object. We also make sure that there are no critical
challenges in this duration of 100 frames such as heavy occlusion, clutter, etc. to avoid tracker failure in
these 100 frames. After the cut, the tracker is continued to run on the sequence for another 200 frames
and its performance on this segment is evaluated. We define “recovery” when the IoU of the tracker
with the target reaches 0.5. To make a relative comparison of the trackers on the re-detection task, we
report the following metrics.

1. Total number of sequences (out of the total 50 TLP sequences) in which a tracker is able to recover
within the remaining 200 frames.

2. Total number of sequences where the recovery is “quick,” i.e., the recovery happens within 30
frames (1 second).

3. Average number of frames a tracker takes to recover successfully.

We perform this experiment on TLP dataset with the following trackers: SPLT [119], MBMD [132], Fu-
CoLoT [68], ATOM [26], MDNet [80], SiamRPN [61], ECO [27], CMT [81], LCT [71], and TLD [49].
SPLT, MBMD, FuCoLoT, CMT, LCT and TLD are long-term trackers with explicit re-detection abil-
ity; ATOM is the current top performing tracker on the long-term benchmark LaSOT, while MDNet,
SiamRPN and ECO are the top performing trackers on other benchmarks [77, 113, 56]. This selection
presents all the prevalent tracking approaches: correlation filter based trackers [27, 71, 68], end to end
classification with online updates [80], offline trained Siamese trackers with region proposals [61], low
level feature tracking with online learned detector [49, 81] and combination of multiple offline/online
trained components [26, 132, 119]. The same set of trackers are used in all the following experiments
as well.

Results and Discussion: Our results are summarized in Table 3.1. SPLT gives the best results, followed
by FuCoLoT and MBMD. Since the base framework of SPLT and MBMD is the same as SiamRPN,
the significant improvements (from SiamRPN to SPLT) can be attributed to the additional verification
and re-detection module. An explicit re-detection module also improves CF-based trackers (as seen
in FuCoLoT). CMT and TLD dominate in re-detection experiments studied in previous works [69];
however, they give poor results in our experiment. We empirically observe that CMT and TLD fail to
adapt to appearance changes that occur before and after the cut, possibly because of the weak appearance

24



Tracker
Quick

recoveries ↑
Total

recoveries ↑
Avg. recovery

length (# frames) ↓
SPLT [119] 20 36 19

FuCoLoT [68] 10 33 55
MBMD [132] 15 27 28
ATOM [26] 12 25 34
CMT [81] 9 14 22
TLD [49] 6 10 8

MDNet [80] 5 13 48
ECO [27] 4 7 28

SiamRPN [61] 2 7 39
LCT [71] 2 7 143

Table 3.1: Results for the re-detection experiment (out of 50 sequences).

Figure 3.3: The figure illustrates a simulated cut in the Bharatanatyam sequence from TLP dataset. The
cut can be seen as a representation of a situation where the performer exits the stage and enters from
another end. None of the 6 trackers was able to recover in this sequence, even with the exact same
background and a single target object.

model used in the detector. Adapting to appearance changes during re-detection is essential in real-
world settings and previous synthetically designed experiments [69] do not account for this aspect.
Other trackers like ECO, MDNet, and SiamRPN are limited by their search range and only recover
if the target object comes within their search range after the cut. ATOM, on the other hand, uses a
larger search area (25 times the area of target object bounding box) and hence recovers more often.
Qualitatively, we observe sequences with background clutter or with distractors prove to be the most
challenging for all the trackers. Re-detection results are also poor on targets that are small in size.
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Figure 3.4: An example from TLP [77] Kinball1 sequence where the tracking target(red) is black ball.
Both SiamRPN(Green) and ATOM(blue) end up tracking objects of totally different class i.e. human
which is also significantly different in appearance from the given target.

3.4 Recovery by Chance

In this section, we investigate the role of chance in tracker recovery post-failure. Interestingly, most of
the evaluation metrics [69, 56, 113] do not take this into account, and we believe that to design better
long-term trackers, it is essential to scrutinize the nature of recovery. More specifically, we analyze two
scenarios that frequently occur in long sequences (a) the tracker starts tracking an alternate object and
recovers back when it interacts with the target and (b) tracker freezes somewhere in the background and
resumes tracking when the target passes through it.

3.4.1 Recovery by Tracking Alternate Object

We first investigate the cases when the recovery occurs while tracking an alternate object (distractor).
We consider distractors of both the same class as well as other classes. The recovery here occurs only
because of the interactions between the objects in the scene. An example of this kind of recovery is
illustrated in Fig 3.1.

However, directly evaluating the role of distractors is challenging because single object tracking bench-
marks [113, 77, 56] do not have annotations for multiple objects. We exploit the effectiveness of modern
object detectors to resolve this concern. While an object detector would not be accurate enough to be
treated as ground truth for bounding boxes for alternate objects, it would still allow us to draw useful
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Tracker
Mean % of frames where

alternate object was
tracked

Avg. no. of
Recoveries

Original
Performance

(Success Metric)

Reduced
Performance

(Success Metric)

SPLT [119] 20.99% 8.43 35.99 18.16
MBMD [132] 19.08% 6.0 32.79 15.35
ATOM [26] 13.76% 5.5 31.30 18.59

SiamRPN [61] 14.95% 5.18 43.69 25.15
FuCoLoT [68] 1.61% 1.12 23.14 19.18
MDNet [80] 1.58% 0.68 40.62 38.33
CMT [81] 2.78% 0.56 8.72 7.97
ECO [27] 3.81% 1.5 22.25 19.59
LCT [71] 1.39% 0.75 11.12 10.33
TLD [49] 0.58% 0.18 6.94 4.21

Table 3.2: Results for the analysis of distractor enabled recoveries.

insights. Moreover, the results may vary when a different object detector is being used. Hence, the eval-
uation presented in this section is not intended to serve as a metric. Nonetheless, it presents important
insights into the role of distractors in tracking performance, which is further highlighted by qualitative
results presented in the supplementary material.
We select 16 out of the 50 sequences from the TLP dataset where distractors are present, and the target
interacts with them. We run YOLOv3 [89, 86] on these sequences to obtain all object annotations. We
compute and study the following aspects:

• The percentage of frames where the tracker is tracking (IoU ≥ 0.5) an alternate object and has
zero overlap with the target (averaged over the selected 16 sequences).

• The recoveries that occur while the tracker is tracking an alternate object (IoU with alternate object
≥ 0.5). We define recovery if the IoU with the ground truth becomes nonzero and maintains a
non zero value for the next 60 frames. We present the number of recoveries per sequence for each
tracker.

• The performance drop that occurs if we zero out the performance after the first instance of such a
recovery.

Results and Discussion: The results are shown in Table 3.2. SPLT, MBMD, ATOM, and SiamRPN
track an incorrect object for more than 13% of the frames on average in a sequence, which is an ex-
ceedingly high number. The behavior possibly stems from the nature of their design which looks for
“objectness” i.e., the potential bounding boxes in the neighborhood. SPLT and ATOM despite employ-
ing hard negative mining strategies while training are prone to tracking alternate objects. Most trackers
are highly susceptible to intraclass variations like the color, pose, clothing, etc. and keep on confusing on
cases like two boxers in a ring or two nearby cars on a highway. The confusion among different classes
is also observed (Fig 3.4). Interestingly, the trackers which perform online model updates (MDNet,
FuColoT, ECO, CMT and TLD) are less susceptible to track an alternate object.
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Figure 3.5: An example of a recovery where the tracker does not move at all, but the ground truth (red)
falls right into the tracker’s (yellow) prediction

In the last two columns of Table 3.2 we present the success metric of the listed trackers on the selected
16 sequences and the reduced performance computed by setting the IoU scores to zero after the first
chance-based recovery. The reduced performance is indicative of the worst-case performance, i.e., if
a chance-based recovery never happened. We observe a significant drop in the case of SPLT, MBMD,
ATOM, and SiamRPN. The performance drop for other trackers is also significant in the context of their
overall tracking performance (for example, TLD’s performance drops by more than 35%).

3.4.2 Recovery With No Motion

The second type of recoveries we study is when the tracker is stationary, and the target passes through
it, and then the tracking resumes. An example of such a recovery is illustrated in Figure 3.5. Here, the
recovery can be attributed to chance, because the target, fortunately, moved into the tracker (the tracker
recovers even though it had no idea where the target was).

We first formalize the notion of the tracker being “stationary.” A tracker is said to be stationary if the
IoU of the current prediction (at time t) is more than 0.5 with each of the previous 200 predictions
and the IoU with the target is zero. This definition ensures that the tracker is frozen somewhere in the
background, after accounting for minor noisy movements. We further define “static recovery,” i.e. the
recovery which happens when the tracker is stationary (IoU between the tracker and target goes from
zero to non-zero and remains non-zero for next 60 frames). We then compute the following:

• The average number of static recoveries per sequence in the dataset.

28



Tracker
Avg. no. of
recoveries

Avg. no.
of chances

Sequences with
static recoveries

Performance on
sequences with
static recoveries
(Success Metric)

Reduced performance
on sequences with
static recoveries
(Success Metric)

SPLT [119] 0.26 1.24 5 29.53 5.00
MBMD [132] 0.18 1.24 4 15.62 10.18
ATOM [26] 0.94 7.98 11 20.27 10.53

SiamRPN [61] 0.64 2.28 9 39.90 21.18
MDNet [80] 3.14 15.66 13 15.05 10.58

FuCoLoT [68] 2.7 6.1 17 10.60 4.25
CMT [81] 5.26 10.78 21 8.61 5.57
ECO [27] 3.88 24.62 20 9.70 6.42
LCT [71] 3.34 7.14 20 10.05 7.44
TLD [49] 2.54 5.26 16 7.25 2.34

Table 3.3: Results for the analysis of static recoveries.

• The average number of chances i.e., number of times when the tracker was stationary, and the
target came towards it leading to a non zero IoU (even for a single frame).

• The impact of static recoveries on the tracking performance i.e., the reduced success metric by
ignoring the performance after the first static recovery in each sequence. However, here we report
the performance drops only on the sequences where static recovery occurs (which differs for each
tracker). The point of reporting these performance drops is not to give a metric, but to understand
the worst-case impact of such recoveries on the tracking performance.

Results and Discussion: The results are summarized in Table 3.3. The first two columns present the
average number of static recoveries per sequence and the number of chances it got (averaged over all
50 sequences). The third column presents the number of sequences for each tracker which have static
recoveries (the experiments are performed on all 50 sequences of the dataset; however, not all sequences
have static recoveries). The last two columns present the success metric before and after accounting for
the chance based recoveries (averaged only over the sequences with static recoveries, which is different
for each tracker). Our observations are as follows:

1. Trackers that perform online model updates (ECO, CMT, TLD) are prone to freezing very often.
This occurs even in the case of trackers like MDNet and FuCoLoT, which only perform conser-
vative model updates (when confident). Model updates could enable the tracker to adapt to the
background and hence causing the tracker to freeze.

2. The experiment is quantifying cases when the tracker has failed, and the tracker predictions have
frozen entirely. Despite having a very strict definition that gives the benefit of the doubt to the
trackers, we still observe that a lot of trackers freeze.
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Figure 3.6: 3D-LSM visualizations for the evaluated trackers. 3D-LSM metric is also reported for each
tracker (on top).

3. We observe a complementary nature of recoveries. Predominantly offline trained trackers tend to
look for objectness and can track an alternate object altogether. Due to the interactions between
the objects, the tracker recovers. The second class of trackers which perform online model updates
can sometimes lose the discriminative ability between the target and background and can freeze
while tracking the background. The recovery occurs when the target passes through the tracker.

4. The performance drop in SPLT, MBMD, ATOM and SiamRPN is significant after accounting for
the performance due to chance. This also indicates that they make good use of the chances they
get.

3.5 Reliability in Long-term Tracking

Practically, trackers are reliable to use in long-term applications if the human effort to fix the incorrect
tracker predictions is minimal. The human effort is a function of the precision required for the applica-
tion at hand. A tracker which gives contiguous segments of precise tracking would be easier to correct
by re-initializing on failures. However, it will take a lot of mental burden to correct a tracker whose
IoU fluctuates intermittently. Moudgil and Gandhi [77] made an effort to quantify the reliability aspect
and proposed the Longest Subsequence Measure (LSM) metric. In this section, we address some of
limitations of LSM metric and extend it in a more general sense. We also present a visual interpretation
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Tracker Success Metric at IoU 0.5

SPLT [119] 52.74
SiamRPN [61] 51.52
MBMD [132] 48.12
ATOM [26] 47.51
MDNet [80] 42.27

FuCoLoT [68] 21.99
CMT [81] 20.81
ECO [27] 21.94
TLD [49] 13.90
LCT [71] 8.75

Table 3.4: Success Metric for the trackers on entire TLP dataset.

of trackers which could aid the practitioner to pick appropriate trackers conditioned on their specific
needs.

Preliminaries: LSM [77] computes the ratio of the length of the longest successfully tracked continuous
subsequence to the total length of the sequence. A subsequence is marked as successfully tracked, if x%
of frames within it have IoU> 0.5, where x is a slack parameter. A representative LSM score per tracker
is computed by fixing the slack parameter x to 0.95 (tracking 95% of the sub-sequence successfully).

We believe that the choice of thresholds for IoU (0.5) and slack x (0.95) in LSM does not provide a fair
and complete perspective. For example, a tracker that has IoU slightly lesser than 0.5 would be penalized
harshly due to binary IoU thresholding at 0.5. Prior work [93] has also shown that human annotators
cannot often distinguish between IoU scores of 0.3 and 0.5. In [77], the authors also present LSM plots
by fixing IoU to 0.5 and varying the slack. However, such plots fails to give a holistic perspective on the
simultaneous effect of changing both the IoU and the slack.

Extending LSM: We present a 3D-LSM metric, which captures the effect of both precision (IoU) and
failure tolerance in a connected manner. The 3D-LSM metrics is the mean of a matrix, computed by
varying both the slack and the IoU parameters. Each entry in the matrix measures the longest contiguous
sub-sequence (normalized) successfully tracked by fixing the IoU and slack parameters (for instance if
the slack is 0.95 and IoU is 0.3, then we find the longest sub-sequence where 95% of the frames are
tracked with IoU greater than 0.3). Basically, each entry in the matrix is the LSM value computed at a
specific slack and IoU threshold. In current experiment we vary both slack and IoU thresholds at a rate
of 0.05 from 0.05 to 1, resulting in a 20×20 matrix. One major benefit of the proposed metric is that it
can be visualized as an image and makes way for a direct visual interpretation. It would aid non-expert
practitioners to compare several trackers by visual inference.

Results and Discussion: The 3D-LSM visualization results for the evaluated trackers on the TLP
dataset are shown in Figure 3.6. SiamRPN, ATOM, SPLT, MDNet, and MBMD give better perfor-
mance in comparison to the other five trackers. SPLT and MBMD are built upon the SiamRPN as the
base network, and though they improve other aspects like re-detection, the reliability aspect reduces
marginally. Another interesting observation is that while ECO outperforms SiamRPN on short term
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benchmarks like OTB100, it performs significantly worse in the presented long term setting. The reli-
ability aspect of trackers like CMT is quite low, possibly due to drift in feature tracks. FuCoLoT was
designed as a long term tracker; however, it performs poorly on the reliability aspect. MDNet performs
well on the reliability aspect owing to its online updates.
The 3D-LSM plots allow direct visual inferences: (a) brighter plots indicate better performance. We
can observe how the images get darker when moving from SiamRPN to ECO. (b) Contours formed in
more reliable trackers tend to stretch towards the bottom right corner. Compare SiamRPN and ECO, for
instance; we can see that the shape of the contour inverts. (c) The practitioners need lies in the bottom
right corner (i.e., low failure tolerance and high IoU), and most trackers are pitch black in the area.
This highlights the significant challenges and opportunities which lie ahead in the area of visual object
tracking to meet the application requirements.

3.6 Summary and Conclusion

In this paper, we touch upon the three crucial aspects of Re-detection, Recovery, and Reliability (3R’s)
for long term tracking. These aspects are not explicit in existing evaluation metrics, which makes it
difficult to reason out the poor or effective performance of a particular tracker in the long term set-
ting. The 3R analysis is aimed to bridge this gap and can categorically highlight the shortcomings of
different tracking algorithms. It helps us reason out the overall performance of the tracker as well (Ta-
ble 3.4). For instance, trackers like CMT and FuCoLoT are specifically designed for long term setting
and have an explicit re-detection module; however, they lack reliability and end up giving a poor overall
performance.
Hence, definitions that restrict long term trackers to only the algorithms with re-detection capabili-
ties [69] are limited and ignore the Recovery and Reliability aspects. Even trackers like MDNet (with-
out explicit re-detection) give a reasonable overall performance in long term context, owing to high
reliability. Recently proposed SPLT tracker gives the best overall performance (Table 3.4); however,
it only gives a marginal improvement over the base SiamRPN network. 3R analysis shows that SPLT
improves on the re-detection aspect; however, compromises on reliability and also ends up tracking an
alternate object often. Similar, specific insights can be drawn for other trackers as well and can aid in
studying their strengths and weaknesses. Overall we believe 3R analysis paves the way for designing
better tracking algorithms in the future.
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Chapter 4

Simple Unsupervised Re-Identification for Multi-Object Tracking

4.1 Introduction

Understanding human interactions and behaviour over videos has been a fundamental problem in com-
puter vision with applications in action recognition, sports video analytics, and assistive tech and re-
quires tracking multiple people over time. Multi-object trackers broadly consist of two key components:
(i) A spatio-temporal association model which associates boxes in nearby frames to create clusters of
tracklets, and (ii) A re-identification model which associates tracklets over larger windows to deal with
complexities in tracking such as occlusions and target interactions. Re-identification is a major chal-
lenge in tracking, with sophisticated supervised approaches requiring expensive annotations to assign
trajectories across frames to every single person in a video. Availability of labeled datasets[74, 75] has
alleviated the problem. For instance IDF1 (MOTA) scores have improved from 51.3(48.8) [103] to 59.9
(55.9) [14] on the MOT16 [75] benchmark in the past 3 years.

There has been a growing need to annotate larger tracking datasets with the aim of improving re-
identification (ReID) models. However, annotating tracking datasets require hefty labeling costs and
scale poorly with dataset size. To illustrate the effort and cost required, annotating 6 minutes worth of
video of the MOT15 benchmark [58] using the standard annotation procedures would take at least 22
hours of annotation time [74]. Annotating just twenty-six hours of video data (VIRAT dataset [84]) with
state-of-the-art protocols in place [84, 108] costs tens of thousands of dollars. We propose to learn our
model in an unsupervised manner in the free-labels paradigm (Section 6.3.2 in [48]) in a two-step man-
ner. We first generate tracking labels given unlabeled videos and the corresponding set of detections.
Then, we learn a ReID network to predict the generated label given an input image. To the best of our
knowledge, ours is the first work to propose unsupervised ReID models for multi-object tracking and
completely do away with the tremendous annotation costs for tracking datasets. Throughout the paper,
we consider supervision only in the context of sidestepping trajectory-level annotations. Using off-the-
shelf detectors [90, 87, 18] trained on COCO is not viewed as supervision in our context. The proposed
ReID network complements the unsupervised spatio-temporal association models [111, 5] proposed in
the prior art, leading to a more complete unsupervised tracking framework.
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We go one step further and aim to test the limits of our unsupervised tracking paradigm. We empiri-
cally test for two desiderata w.r.t IDF1 scores: (i) Our unsupervised ReID should perform significantly
better than naive ReID methods when incorporated into any tracker; (ii) Our unsupervised ReID should
achieve performance equivalent to the original supervised counterpart. We demonstrate that we are able
to achieve these desiderata consistently across datasets, detectors, and diverse trackers. The resultant
unsupervised tracker, when combined with CenterTrack [138] trained on single images, achieves state-
of-the-art performance on the MOT16/17 test challenge server. We beat the latest supervised trackers
by large margins, outperforming CenterTrack by 0.3 MOTA, and 4.8 IDF1 scores. We then demon-
strate that there is limited scope for further improvement beyond our proposed unsupervised ReID by
demonstrating that the Oracle counterpart of our ReID model makes only minor gains.

We would also like to highlight that while our work is conceptually simple, the contributions made
are significant. We expect our investigation to be of significant interest to the MOT community by
demonstrating that simple unsupervised ReID is sufficient even in crowded scenarios with occlusions
and person interactions. Our investigation contrasts the current shift towards using more supervised,
end-to-end trackers for MOT Challenge datasets. We hope our work spurs research in the unsupervised
MOT paradigm, exploring extensions to other tracking scenarios (3D/vehicles/pose tracking) and do
away with the labeling effort wherever unnecessary.

4.2 Related Works

Monocular 2D multi-object tracking on videos is an extensively studied problem. [24] offers a com-
prehensive review of works on MOT Challenge datasets. A popular paradigm is to model the detec-
tions as a graph. Various approaches have been proposed here including using network flows [129],
graph cuts [103], MCMC [123] and minimum cliques [127] if the entire video is provided beforehand
(batch processing). In scenarios where we get frame-by-frame input, Hungarian matching [111, 9],
greedy matching [138] and Recurrent Neural Networks [35, 94] are popularly used models for sequen-
tial prediction (online processing). The association metrics/cost functions used by these consist of (i)
Spatio-temporal relations (ii) Re-identification.

Spatiotemporal relations: There has been much investigation into appearance-free methods for the
spatio-temporal association. Basic methods proposed include using Intersection-Over-Union (IoU) be-
tween detections [12] or incorporating a velocity model using a Kalman filter [9]. The velocity model
can also be learned using Recurrent Neural Networks [35, 94]. The complexity of assigning pair-
wise costs can be further increased by incorporating additional cues from head/joint detectors [17, 44],
segmentation [76], activity recognition [21], or keypoint trajectories [20]. Recent approaches leverage
appearance-reliant pre-trained bounding box regressors from object detection [5] or single object track-
ing [118, 22] pipelines to regress the bounding box in the next frame. Since most of the above models are
unsupervised (requiring no tracking annotations), they complement our work and can be incorporated
with our proposed approach for creating efficacious unsupervised trackers.
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ReID across multiple cameras: Supervised training of CNNs [137] on large labeled datasets [134, 63]
has given excellent results for ReID across multiple cameras. In addition to this, there have been ap-
proaches to exploit the pose information using off-the-shelf body pose detectors [101, 102]. Attention
mechanisms have also been explored to capture the important regions in the foreground [97, 100]. Gen-
erative models have been employed to augment the training data for improved performance [135, 64].
We recommend this excellent survey [121] for a complete review. In contrast, we work on tracking
with a single camera, with reasonable frame-rates (no drastic appearance variations). Additionally, the
objective is to distinguish the target pedestrian among a small set of different looking pedestrians in
a given frame, with the aid of additional detection information. Hence, we believe our simple, noisy
unsupervised re-identification model might suffice. Sophisticated unsupervised ReID networks [65, 62]
designed for multiple cameras ReID may not be required for MOT.

ReID for monocular 2D tracking: Re-identification has been a major challenge in tracking, with
matching using similarity between CNN features being the dominant approach [91]. Past works have
proposed different methods to train the CNN ranging from using siamese networks [57] with triplet loss,
further augmented by hard negative mining [5] or other metric learning losses like cosine loss [111].
Incorporating a combination of loss functions [72] or pose information [103] as well as fine-tuning the
ReID model on the test sequence [72]. All the above ReID networks are supervised and fairly complex
to train. We are the first work to demonstrate that simple unsupervised ReID networks are sufficient for
this context. It is important to note that in most MOT pipelines, this is the only component that uses
tracking annotations.

Evaluation metric for MOT: Multi-Object Tracking Accuracy (MOTA) is not a good metric to il-
lustrate ReID performance because it focuses on object coverage and therefore is dominated by false
negatives. An excellent detector can achieve high MOTA scores despite being a poor tracker with a
large number of ID switches [138]. Identity-F1 (IDF1) has been shown to measure long consistent
tracks without switches and widely shown [73, 24] to be a better metric for tracking performance. We
accordingly focus and emphasize on IDF1 scores.

End-to-end supervised MOT: Recent works circumvent the above paradigm either partially or com-
pletely by learning the MOT solver using end-to-end supervision. Early works [109, 95] performed
end-to-end learning in the min-cost flow data association framework. Recently, approaches like [118]
and [14] perform end-to-end optimization by introducing differentiable forms of Hungarian matching
and clustering formulation, respectively. Parallel works [138, 131, 110] attempt to perform simulta-
neous object detection, data association, and sometimes re-identification in a single network. Most
notable among these, CenterTrack [138] is capable of training the detector using only augmentations
of still images. These methods involving joint detection and tracking deliver high performance at real-
time inference speeds but require high annotation costs. Our work differs in principle by removing
and replacing supervised components yet outperforming these trackers, without incurring the associated
labelling cost.
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Model Ref

Kalman filter+Hungarian matching [9]
IoU based tracking [12]
Network Flow [129]
Linear Programming [59]
Conditional Random Fields(CRFs) [76]
Markov Decision Proceses(MDPs) [116]
Recurrent Neural Networks(RNNs) [94]
Bounding Box Regression [5]

Training Strategy Ref

Crossentropy [103]
Triplet+hard negative mining [5]
Contrastive [54]
SymTriplet [130]
Cosine Loss [111]
Joint Detections [103]
Verification+Classification Loss [72]

Table 4.1: Approaches use for Spatiotemporal data association (Left). Loss functions and methods
used to train CNNs for Appearance modeling (Right). We choose the simplest approach for both these
components.

4.3 Approach

Our goal is to leverage the abundance of unlabeled videos to learn ReID models (without manual cost).
Our unsupervised learning method can be categorized as learning by generating labels (Ref. Section
6.3.2 of [48]). In a nutshell, given unlabeled videos and corresponding bounding boxes, we first generate
tracking labels. We then learn a ReID network by predicting the generated label given a detection.

4.3.1 Framework: Learning by generating tracking labels

Here, we describe the two parts of our proposed framework in detail: (i) Generating the labels, and (ii)
Learning the network. Generating labels: Given a set of videos, each video is passed independently
through an object detector. An unsupervised spatiotemporal association model from the list given in
Table 4.1 (left) is then run through the detections to obtain short contiguous tracks or tracklets (set of
associated detections of the same person over time). Examples of spatiotemporal models can range from
tracking using a constant velocity assumption with Kalman filtering [9] (bounding box information only)
to incorporating appearance features by using pre-trained bounding box regression from object detection
pipelines to regress the bounding box [5] in the next frame. Now to cluster/associate detections, we
can use online methods like greedy/Hungarian matching or expensive offline methods like graph-cuts.
Ultimately, the output of this step is a set of noisy track labels for each video, resulting in a pool of
labeled video tracklets.

Training ReID models: Now, given noisy track labels per video, the task is to learn a ReID model
using any of the methods given in Table 4.1 (right). In absence of trajectory level supervision, the
challenge here is to explore ways to harness the given regularities in data (in form of tracklets). There
are two simple assumptions which can help the cause: (i) The videos are independent of each other
(i.e., no common tracks between any two videos), and (ii) the tracklets within a video are independent
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Figure 4.1: Overview of our approach: Given a video with detections, we use SORT [9] to simulate
noisy tracking labels. Then, we train the ReID network (ResNet50) to predict the track label for each
input image.

of each other (i.e., each tracklet belongs to a different person). If both the assumptions are followed
then each tracklet can be considered as an independent class. The simplest option which follows is to
train at network to predict a label given an image, optimized with cross-entropy loss (with number of
classes equalling to the number of tracklets). However, assumption (ii) may break in cases like missed
detections and occlutions and may result into multiple tracklets for the same person in a video.
An alternate option (by relaxing assumption (ii)) could be to form positive pairs from the same tracklet
and negative pairs from across other videos or simultaneous tracks from the same video. Such pairing
can enable learning Siamese networks to compare two images and predict whether they are the same
person or not. They can be trained with pairwise losses such as contrastive loss [54] or triplet loss with
hard-negative mining [5], or more complex ones like symtriplet [130] or the group loss [32], resulting
in a trained ReID network.

4.3.2 Our method

We use simple methods to both simulate labels and learn the ReID network, as illustrated in Figure
4.1. In step (i), we only utilize the bounding boxes and use Kalman filtering combined with Hungarian
matching to simulate labels. Since we use no appearance information, our tracking labels are noisy. In
step (ii), we proceed by making both the aforementioned assumptions that no two videos or tracklets
share common labels. We assign a unique label to each tracklet and train a network with cross-entropy
loss to predict this label given any image from that tracklet. At inference time, we integrate our ReID
model into existing frameworks by simply replacing their models with ours, with no other changes.
In CenterTrack, we extract tracks using its unsupervised model and refine it with our ReID network
using a DeepSORT framework. Although we are aware that some enhancements can be performed to
our proposed process (e.g., using a siamese framework), we show in subsequent sections that simpler
choices alone are sufficient to match the performance of supervised networks.
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4.4 Experiments

In a nutshell, in this section we incorporate our developed unsupervised ReID model (SimpleReID) into
various trackers and show compelling evidence for three results: (i) our unsupervised tracker obtains
state-of-the-art tracking performance on MOT16/17, outperforming recent works (ii) naive unsupervised
trackers can replace their supervised counterparts consistently (iii) there is limited scope for improve-
ment beyond our unsupervised ReID complemented with better detectors in settings we tested.

4.4.1 Experimental Setup

Datasets: We evaluate our performance on the standard multi-object tracking benchmark– MOT Chal-
lenge – which consists of several challenging pedestrian tracking sequences with frequent occlusions,
crowded scenes with sequences varying in their angle of view, size of objects, camera motion, and frame
rate. It contains two challenging tracking benchmarks, namely MOT16 and MOT17 [75]. They both
share the same training and testing sequences, but MOT16 provides only DPM [36] detections, whereas
MOT17 provides two additional sets of public detections (namely Faster R-CNN [90] and SDP [120])
and has more accurate ground truth. The primary metrics used for measuring performance are MOTA [6]
and IDF1, which are a combination of simpler metrics like False Positives, False Negatives, and ID
Switches.

Implementation details: We obtain our SimpleReID model by training a ResNet50 [41] backbone pop-
ularly used by trackers for a fair comparison. We train the model with tracklets generated by SORT [9]
on the PathTrack [74] dataset to test generalization to unseen MOT16/17 data. We perform analysis
studies on the entire training dataset and report results on MOT Challenge hidden test set 1. Our model
was implemented using PyTorch and Torchreid [136] and trained on a GTX1080Ti GPU. For any tracker
used [111, 5], we utilize the implementations provided by the authors, leaving all the hyperparameters
unchanged and simply replacing their supervised ReID model with SimpleReID. We use the Center-
Track model trained with single images w.r.t augmentations and incorporate the SimpleReID model
using the DeepSORT framework. Our code and pretrained models will be released upon acceptance of
the paper.

4.4.2 MOT Challenge Benchmark Evaluation

We submit our best performing unsupervised tracker to the MOT Challenge Benchmark. The submitted
tracker consists of our proposed SimpleReID model incorporated with CenterTrack [138] for bounding
box regression using public detections. We compare the performance on the MOT Challenge test set
with state-of-the-art supervised trackers and provide results in Table 4.2. Surprisingly, we observe that
our developed unsupervised tracker outperforms all supervised trackers on MOT16/17 setting a new
state-of-the-art in terms of MOTA and IDF1 scores among all trackers on public detections.

1The MOT Challenge web page: https://motchallenge.net.

38

https://motchallenge.net


We beat the previous best tracker (CenterTrack) by 0.2/0.3 MOTA and 4.4/4.8 IDF1 scores on MOT16/MOT17,
respectively. The significant increase in IDF1 score can be entirely attributed to the efficacy of our Sim-
pleReID model, because while CenterTrack is a good detector, it cannot maintain long tracks which is
compensated by using our appearance features for Re-identification. We reduce ID switches made by
CenterTrack by nearly 3x, achieving the lowest ID switches compared to other online trackers.

4.4.3 Analysis

Past literature [103, 72] indicates that unsupervised ReID is unlikely to excel in crowded scenarios due
to the complexities of tracking in such scenes. In this subsection, we provide two sets of evidence to
demonstrate that SimpleReID indeed performs well across diverse scenarios: (i) We show that the test
performance of SimpleReID (on unseen videos) is equivalent to that of a supervised ReID model, on its
training set itself (ii) We show that SimpleReID achieves the above desiderata even with simple trackers
which are highly reliant on the ReID component.

Limits of unsupervised ReID: We test the limits of SimpleReID by comparing the performance of
our model with supervised models. We perform experiments across various weaker scenarios such as
having no ReID, or using pretrained-ImageNet as-is, and show that these perform significantly worse
than SimpleReID - proving that SimpleReID is important to match supervised performance. We first
train another recent supervised tracker, Tracktor++v2[5], which uses bounding box regression along
with a supervised ReID model to predict the position of an object in the next frame. We train the
supervised ReID model on the training data for MOT16/ MOT17 and then benchmark the performance
on the same training set. In contrast, this data is new to our SimpleReID models, i.e., have not seen these
videos previously. Our experiment results are tabulated in Table 4.3. We observe that using ImageNet-
pretrained ReID somewhat improves IDF1 scores compared to using no ReID network at all, but fails
to achieve the upper bound by a considerable margin. Our SimpleReID approach successfully recovers
the remaining performance gap. This is achieved consistently across different variations.

ReID-reliant unsupervised tracking: Due to the low dependence of Tracktor on its ReID model, one
may argue that it might not be the best framework for evaluation of ReID models in tracking. Hence,
we also perform the same experiments on a popular tracker DeepSORT [111] that is highly reliant on
the ReID model used, since the only visual features it receives is from the ReID network. We replace
the supervised ReID model used in DeepSORT with different ReID methods and tabulate results in
Table 4.4. First, we observe that replacing supervised ReID with random features causes a severe
drop in performance over supervised counterpart, with MOTA score decreasing by 9.4% and IDF1
decreasing by 31.3%, demonstrating the degree of reliance on ReID in the DeepSORT framework. When
substituted with features from an ImageNet-pretrained ResNet, we get a similar result: a significant
improvement over SORT, yet much lower than supervised ReID performance. We further benchmark
with a supervised ReID model trained on Market1501 dataset [134] and observe lower performance
compared to the ImageNet-pretrained model, indicating that features learned for cross-camera person-
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ReID datasets without trajectory annotations do not transfer to multi-object tracking. Lastly, we observe
that our unsupervised SimpleReID covers the remaining performance gap, as seen above.
Scope for improvement in ReID: We further explore the best performance achievable by a ReID net-
work using the Tracktor framework and explore the scope for further improvement of our SimpleReID.
To obtain the possible best performance, we test Tracktor with an Oracle ReID [5] and observe that
there is a 3.3 IDF1 score gap between SimpleReID and the Oracle. We repeat the same experiment
with the latest off-the-shelf detectors and tabulate the results in Table 4.5. We observe that with modern
detectors, the gap between SimpleReID and the corresponding oracles is small enough to limit the scope
for further improvement.
Overall, we conclude that unsupervised SimpleReID counterintuitively matches the limiting perfor-
mance of supervised counterparts in difficult MOT scenarios, by leveraging only unlabeled videos. Since
our model works in extreme cases such as DeepSORT, where tracking is entirely reliant on the ReID
model for encoding appearance information, we expect that the efficacy of SimpleReID will generalize
to other trackers as well. We demonstrated the potential of unsupervised trackers by outperforming all
supervised MOT16/17 trackers, setting a new state-of-the-art in MOTA and IDF1 scores and perform-
ing close to the optimal ReID. If it is indeed generalizable, we believe that this work has significant
implications for research in supervised ReID for tracking.

4.5 Conclusion

We propose the first step in the direction of developing unsupervised re-identification for MOT and
demonstrate that our simple approach performs at par with supervised counterparts across diverse setups.
When combined with recent unsupervised association models [118, 5], we obtain accurate unsupervised
trackers. The tracker we submit ranks first in the MOT Challenge, beating all the latest supervised
approaches. Our investigation suggests reconsideration on whether the shift towards more complex, su-
pervised, end-to-end MOT models is necessary. We hope our work is useful to sidestep high annotation
costs otherwise thought to be a requirement necessary to feed the data-hungry supervised trackers.
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Detector Method Published Unsup MOTA↑ IDF1↑ IDSw↓ FP↓ FN↓

MOT16

Batch

GCRA [70] ICME18 × 48.2 48.6 821 5104 88586
HCC [72] ACCV18 × 49.3 50.7 391 5333 86795
LMP [103] CVPR17 × 48.8 51.3 481 6654 86245
MPN [14] CVPR20 × 55.9 59.9 431 7086 72902

Online

AMIR [94] ICCV17 × 47.2 46.3 774 2681 92856
KCF [22] WACV19 × 48.8 47.2 906 5875 86567
RAR16 [35] WACV18 × 45.9 48.8 648 6871 91173
MOTDT [19] ICME18 × 47.6 50.9 792 9253 85431
STRN [117] ICCV19 × 48.5 53.9 747 9038 84178
DeepMOT [118] CVPR20 × 54.8 53.4 645 2955 78765
CenterTrack [138] Arxiv20* X 62.2 54.1 1677 5433 61767
DMAN [140] ECCV18 × 46.1 54.8 532 7909 89874
Tracktor++v2 [5] ICCV19 × 56.2 54.9 617 2394 76844
MIFT Arxiv20* × 60.1 56.9 739 6964 65044
Ours - X 62.4 58.5 588 5909 61981

MOT17

Batch

MHT [52] CVPR15 × 50.7 47.2 6543 46638 224955
FWT [43] CVPRW18 × 51.3 47.6 2648 24101 247921
MHT-bLSTM [53] ECCV18 × 47.5 51.9 2069 25981 268042
jCC [50] TPAMI18 × 51.2 54.5 1802 25937 247822
MPN [14] CVPR20 × 55.7 59.1 1433 25013 223531

Online

FAMNet [23] ICCV19 × 52.0 48.7 3072 14138 253616
DeepMOT [118] CVPR20 × 56.7 52.1 2351 8895 233206
MOTDT [19] ICME18 × 50.9 52.7 2474 24069 250768
CenterTrack [138] Arxiv20* X 61.4 53.3 5326 15520 196886
Tracktor++v2 [5] ICCV19 × 56.3 55.1 1987 8666 235449
DMAN [140] ECCV18 × 48.2 55.7 2194 26218 263608
MIFT [46] Arxiv20* × 60.1 56.4 2556 14966 206619
STRN [117] ICCV19 × 50.9 56.5 2397 25295 249365
Ours - X 61.7 58.1 1864 16872 197632

Table 4.2: Results on the MOT Challenge test set benchmark using public detections. Unsup indicates
approach does not need supervision (no tracking labels required). * are recent parallel works. Up/down
arrows indicate higher/lower is better.
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ReID MOTA↑ IDF1↑ ReID MOTA↑ IDF1↑

MOT16
DPM POI

None 57.6 62.0 None 68.3 67.6
ImageNet 57.6 62.0 ImageNet 68.3 67.7
Ours 57.6 62.6 Ours 68.5 69.5
Supervised 57.6 62.5 Supervised 68.5 69.4

MOT17
FRCNN POI

None 61.6 64.6 None 68.5 67.6
ImageNet 61.6 64.7 ImageNet 68.5 67.6
Ours 61.7 65.2 Ours 68.6 69.4
Supervised 61.7 65.2 Supervised 68.6 69.3

Table 4.3: Ablation study comparing the performance of different ReID models within the Tracktor [5]
framework. We observe that our unsupervised SimpleReID achieves the same performance (IDF1
scores) as supervised ReID. DPM, FRCNN and POI correspond to different detectors.

ReID MOTA↑ IDF1↑ ReID MOTA↑ IDF1↑
MOT16-POI MOT17-POI

No ReID 58.1 57.1 No ReID 57.9 56.9
Random 51 34.6 Random 50.7 34.3
ImageNet 60.3 62 ImageNet 59.9 61.6
Market1501 60.3 61.5 Market1501 59.9 61.1
Ours 60.5 65.9 Ours 60.1 65.5
Supervised 60.4 65.9 Supervised 60 65.5

Table 4.4: Ablation study comparing the performance of different ReID models within the Deep-
SORT [111] framework. We observe that our unsupervised SimpleReID achieves the same performance
(IDF1 scores) as supervised ReID.
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Detector SimpleReID Oracle ReID+Kill+MM

MOTA↑ IDF1↑ MOTA↑ IDF1↑ IDF1 Gain
YOLOv3 [87] 56.5 62.5 61.5 66.1 3.6

DPM [36] 58.5 62.9 62.4 66.3 3.4
Faster-RCNN [90] 61.7 65.2 65.5 68.5 3.3

HTC [18] 67.7 68.1 75.6 70.5 2.4
SDP [120] 67.7 68.1 73.0 70.6 2.5
POI [122] 68.6 69.4 73.5 71.4 2.0

Table 4.5: Ablation study comparing the difference between performance of SimpleReID across detec-
tors on MOT17. We observe that the difference decreases from 3.6 to 2.0 with improved detectors.
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Chapter 5

Conclusions

In this thesis, we explored alleviating some challenges in practical scenarios in computer vision. In par-
ticular, much emphasis on understanding the mistakes committed by deep neural networks and proposed
methods to ameliorate some of these issues.

In particular, class hierarchies derived from taxonomies were used to quantify the severity of mistakes.
In this setting, we found that a baseline inspired by classical Bayesian Decision Theory significantly
outperformed modern hierarchy-aware classifiers in hierarchically aligning the model’s top-k predic-
tions with the ground truth class. For the top-1 prediction, we found that no method was able to improve
over the cross-entropy baseline. We were able to provide a theoretical justification for the same in the
case of CRM. We also investigated the calibration of the models trained using hierarchy-aware methods
and found that they are significantly affected since they are not proper scoring rules. This work should
serve as a strong baseline for future explorations that in improving the top-1 predictions while being
reducing mistake severity; extending the method to other domains such as text; or proposing methods
to directly minimise the mistake severity.

We then conduct a thorough investigation of failure/mistakes in the context of long-term visual(single)
object tracking by exploring the re-detection, recovery, and reliability aspects of various tracking al-
gorithms. We introduced a novel experimental setup to isolate the re-detection ability from its overall
tracking performance. We also investigated two complementary modes of “chance-based” recoveries:
one where the tracker recovers due to a distracting object, and the second where the tracker recovers
due to the target entering its prediction region. We finally proposed a novel 3-D Longest Sub-sequence
Metric to quantify the reliability of a tracker. We hope this work sheds light on the shortcomings of
current state-of-the-art tracking algorithms and provides insight that can be used to design new trackers
that are more robust and useful in practical settings.

Finally, we investigate the problem of multi-object tracking, which we believe has more potential for
use in widespread applications. Here, we identify the main bottleneck in a multi-object tracking pipeline
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as the Re-Identification module, which requires trajectory level supervision, thereby requiring labelled
videos that scale extremely poorly in annotation costs. We proposed a straightforward unsupervised
learning technique from videos to train the Re-Identification module. This method draws inspiration
from the recent successes of the unsupervised contrastive learning approaches. However, while the con-
trastive learning approaches use synthetic augmentations and learn high-level class-specific representa-
tions, our method leverages Spatio-temporal consistency to generate “natural augmentations” which is
well-suited for low-level instance-specific representations. Our method is validated by its strong per-
formance on the MOTChallenge benchmark, both as a drop-in replacement to trackers with an existing
supervised Re-Identification component and a post-processing step with trackers that lack an explicit
Re-Identification component. While our method has shown great success on the traditional MOT tasks
which restricts itself to specific classes such as pedestrians, vehicles etc., the method itself is general.
It can be extended to a broader vocabulary of object categories as well as category-agnostic tracking
setups.
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Appendix A

Appendix:No-Cost Likelihoood Manipulation for Making Better Mistakes

A.1 Variation of Mistake Severity with Hierarchy Alignment

Figure A.1: Mistake distribution for all values of Softlabels across β (left) and HXE across α (right)
as well baselines including cross-entropy and CRM for reference across tieredImagenet-H (top) and
iNaturalist-19 (bottom).
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We first analyze the change of the distribution of mistakes across Softlabels (left column) and HXE (right
column) models in Figure A.1 with results in tieredImageNet-H (top row) and iNaturalist-H (bottom
row). As we try to align the model better with the hierarchy by decreasing β and increasing α, we
observe the same trends with better alignment to hierarchy – their mistakes are equally bad compared
to cross-entropy near the right end (high severity), and they increasingly make more mistakes in the left
end (lower severity), lowering the average over mistakes but not making better mistakes. This gives
evidence that the models decrease their mistake severity (shown in legend) by largely making lots of
additional mistakes and not making better mistakes as their primary claim.

A.2 Variation of Class Ranking with Hyperparameters

We similarly analyze the variation of ranking classes measured by average hierarchical distance@k for
Softlabels and HXE with different hyperparameters. We present our results in Figure A.2, by varying
Softlabel with different β values on the left and HXE with different α values on the right. We observe
that the previously chosen values β = 4 and α = 0.6 perform the best in ranking in all cases except
β = 4 in iNaturalist where β = 10 performs the best, which we updated in Figure 2.3. We observe there
that CRM still outperforms these methods by large margins.

A.3 Variation of Calibration Across Hierarchy

We can additionally calculate ECE across levels in the hierarchy by sequentially shrinking leaf nodes
from the maximum depth (corresponding to flat classification). The ECE at depth i (from root assigned
depth 0) is defined as obtaining probabilities for nodes with most depth which are at most at level i.
Their probabilities are obtained by summing up probabilities of their children nodes (level > i). We
present the results in Figure A.3, where we observe that overall the calibration increases as you go up
the hierarchy. The cross-entropy baseline shows a consistent decreasing trend, but the other models have
aberrations where the calibration error increases going up the hierarchy, especially the models with high
calibration errors.

A.4 Increasing Beta for Soft-labels on iNaturalist19

We also experiment with increasing β for Soft-labels on the iNaturalist19 dataset by trying the values of
50, 75, 100 and 200 respectively. These results are shown in Table A.1. We can see that increasing Beta
does not significantly improve top-1 accuracy while worsening the hierarchical distance metrics. We
additionally observe this in Figure 2.2, where as we increase β the graph shoots up with little leftward
shift.
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Model Accuracy Hier. Distance@1 Hier. Distance@5 Hier. Distance@20

Soft-labels(Beta=30) 0.5819± 0.001 0.976± 0.006 1.554±0.006 2.267±0.004
Soft-labels(Beta=50) 0.5880 ± 0.003 1.003 ± 0.01 1.879± 0.003 2.823±0.011
Soft-labels(Beta=75) 0.5876±0.002 0.997±0.005 1.916±0.005 2.909±0.017
Soft-labels(Beta=100) 0.585±0.001 1.01±0.004 1.926±0.005 2.93±0.014
Soft-labels(Beta=200) 0.5877±0.004 0.999±0.009 1.924±0.005 2.935±0.012
Cross-Entropy 0.5962±0.002 0.96±0.004 1.836±0.003 2.841±0.01

Table A.1: Increasing Beta for Soft-labels on iNaturalist19 beyond 30 does not increase accuracy while
significantly worsening the hierarchical distance metrics.
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[57] L. Leal-Taixé, C. Canton-Ferrer, and K. Schindler. Learning by tracking: Siamese cnn for robust target

association. In CVPR-W, pages 33–40, 2016.
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