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Abstract

The widespread access to the Internet has led to a meteoric rise in audio-visual content consump-
tion. Our content consumption habits have changed from listening to podcasts and radio broadcasts to
watching videos on YouTube. We are now increasingly preferring the highly engaging nature of video
calls over plain voice calls. Given this considerable shift in desire for audio-visual content, there has
also been a surge in video content creation to cater to these consumption needs. In this fabric of video
content creation, especially those containing people talking, lies the problem of making these videos
accessible across language barriers. If we want to translate a deep learning lecture video in English to
Hindi, it is not only that the speech should be translated but also the visual stream, specifically, the lip

movements.

Learning to lip-sync arbitrary videos to any desired target speech is a problem with several appli-
cations ranging from video translation, to readily creating new content that would otherwise require
humongous efforts. However, speaker-independent lip synthesis for any voice, and language is a very
challenging task. In this thesis, we tackle the problem of lip-syncing videos in the wild to any given
target speech. We propose two new models in this space: one that significantly improves the generation

quality and the other significantly improving on lip-sync accuracy.

In the first model, LipGAN, we identify key issues that plague the current approaches for speaker-
independent lip synthesis that prevent them from reaching the generation quality of speaker-specific
models. Specifically, ours is the first model to generate face images that can be pasted back into the
video frame. This feature is crucial for all the real-world applications where the face is just a small
part of the entire content being displayed. We show that our improvements in quality lead to multiple

real-world applications that have not been demonstrated in any of the previous lip-sync works.

In the second model, Wav2Lip, we investigate why current models are inaccurate while lip-syncing
arbitrary talking face videos. We hypothesize that the reason is weak penalization. This finding allows us
to create a lip-sync model that can generate lip-synced videos for any identity and voice with remarkable
accuracy and quality. We re-think the current evaluation framework for this task and propose multiple
new benchmarks, two new metrics, and a Real world lip Sync Evaluation Dataset (ReSyncED). Also,
using our model, we show applications on lip-syncing dubbed movies and animating real CGI movie
clips to new speech. We also demonstrate a futuristic video call application that is useful for poor

network connections. Finally, we present two major applications that our model can impact the most:
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social media content creation and personalization and video translation. We hope that our advances in

lip synthesis open up new avenues for research in the space of talking face generation from speech.
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Chapter 1

Introduction

The wide-spread access to the Internet has altered the way we create and consume content. Every
individual with access to the web now has the power to create their own content and spread their ideas
across the world almost instantaneously. Over the years, the development of powerful smart devices
has fuelled significant changes in the type of content being created and consumed. For instance, textual
content, such as blogs and news articles, peaked over ten years ago. Very soon, as the internet speeds
rose quickly, music, podcasts, and static images became seamlessly accessible. Today, we are witnessing

another such shift: the meteoric rise in streaming video content.

Video-related content is the second most popular search query as of 2019, next only to Facebook.
YouTube, the leading video streaming platform, streams over a billion hours of video content a day,
equalling the number of Google searches a day! Catering to this demand are the video content cre-
ators, who upload over 500 hours of video content every minute. A large chunk of this comprises of
“talking face videos”, i.e., videos containing a human speaking, such as lecture videos, movies, press
conferences, vlogs, etc. One of the major inherent limitations of talking face videos is that they are
inaccessible to viewers of different languages, thus significantly limiting their impact. For example, a
lecture video in English can be invaluable to a viewer who knows only Hindi if it is translated. While
there have been significant efforts in automatically translating speech, there are no works that handle
the visual modality in this problem, i.e., altering the speaker’s lip movements to match the desired target
speech. Even if the speech is manually dubbed, correcting the lip movements in each video frame is a

task that demands significant manual effort.

The focus of this thesis is to propose solutions that enable us to automatically lip-sync a talking face
video in the wild to match the desired target speech. Besides just translation, such solutions can be
used to create new talking faces that can have applications in video conferencing and CGI character
animations. With these applications in mind, the thesis presents two solutions, each solving some of the
major issues in existing methods. The first work allows us to produce high-quality lip-synced videos
while preserving fine-grained visual features such as pose, expressions, and background information.
The second work produces significantly more accurate lip-syncing for videos in the wild. Both of these

works together aim to produce lip-synced videos of arbitrary identities in the wild with remarkable



accuracy and quality. We show that our model can be employed in a variety of real-world applications
such as lip-syncing dubbed movies and live-translated press conferences, translating lecture videos, and

also low-bandwidth video conferencing.

1.1 Scope of the Thesis

1.1.1 Problem Definition and Challenges

This thesis tackles the problem of speaker-independent speech to lip generation in the wild. Given a
video (or an image) of a face and a target speech segment, the goal is to generate a lip-synced video of
the face that matches the target speech. There are no explicit constraints in terms of the speaker identity,
language, or the voice of the speech. Naturally, learning to synthesize lip movements from speech in

such unconstrained settings presents numerous challenges.

e To start with, as our task is only to perform lip-sync, the other visual attributes such as the input
face’s identity, pose, and expressions are expected to remain unaltered in the generated video. This
is quite essential. For instance, if the input is a sequence of faces cropped from video frames, then
the preservation of pose, expressions, and identity will allow us to blend the generated faces back

into the video frames seamlessly.

e The generated videos need to be temporally coherent. The model needs to generate accurate
lip shapes across rapid pose and illumination changes. Producing temporally coherent videos is
challenging as it can be seen that past works are incoherent in pose and visual information and

produce inaccurate lip motion during silent segments.

e The problem possesses large variations in both modalities. The visual space can vary in terms of
identity, pose, background, expressions, and reference lip shapes. The speech can be of any voice,
language, content, prosody, accent, and can be even synthetically generated (from a text-to-speech

model) or have a fair amount of background noise.

o Finally, precisely evaluating the accuracy of the generated lip-synced videos is still not explored
in the current literature. A reliable evaluation framework is crucial to measure the progress in a
task. The existing evaluation framework does not reflect the real-world setting and is far from

ideal for evaluating lip-sync in unconstrained videos.

1.1.2 Contributions

This thesis tackles each of the above challenges and culminates in a novel, robust model for gener-
ating accurate lip-synced videos of arbitrary identities and voices in the wild. Our key contributions are

summarized below.



e We propose two novel models aimed at tackling the above challenges. The first model gen-
erates high-quality lip-synced videos that also preserves the visual attributes such as pose and
expressions. This is the first speaker-independent speech-driven lip synthesis work that allows the

generated face images to be seamlessly pasted back into the original video frame.

e The second model investigates the key issues in the first one that hamper it from achieving ac-
curate lip generation for videos in the wild. Consequently, we propose the first model that can

accurately lip-sync arbitrary videos in the wild with any target speech.

e We re-examine the current evaluation framework for evaluating lip-sync in talking face videos.
Upon finding multiple major shortcomings in the current system, we propose multiple new eval-
uation benchmarks and metrics for accurate and reliable evaluation of lip-synced videos in the
wild.

e We showcase a variety of real-world applications made possible by our final model. We can
accurately lip-sync dubbed movies and even live translations in press conferences. We can also
animate the lips of CGI characters and lip-sync lecture videos with automatically dubbed synthetic
TTS speech. Further, we also show results in two novel applications that are most impacted by
our model: “Face to Face Translation” and “Social Media Content Creation”. We attach demo
video links containing all these applications.

1.2 Background

We first review the works in speaker-dependent and speaker-independent speech-driven talking face

generation. We also survey the various datasets available for our task.

1.2.1 Speaker-specific Talking Face Generation

Generating talking faces driven by audio has been a long-standing problem, first introduced in [S§].
Here, frames from a given training video footage of a person are re-ordered to match the phonemic
sequence in the new audio. It is further stitched with the background to create the final output. While
this was performed in constrained laboratory settings on individual speakers, a recent work [53]] using
deep learning kick-started efforts for achieving realistic lip-sync in real-world environments. They learn
a mapping from the speech of Obama to his lip landmark sequence. The lip landmarks sequence is then
synthesized into face frames. This work was personalized for presidential addresses of Obama, and
hence also performed head pose correction using re-timing techniques to finally generate high-quality
composite videos. Another similar work [44] proposes to lip-sync using random text rather than using
Obama’s speech, thus allowing it to generate new sentences that were not actually spoken by Obama.
A very recent work [26] involving text and faces, tackled a modification of this problem, where they

propose to seamlessly edit a video if some words are added or removed. They require one hour of



speaker data for each speaker they want to generate on. A follow-up work [54] of this proposed to
learn a speaker-specific network to achieve better visual quality and a speaker-independent network
that allows for downstream adaptation to other speakers using a lesser amount of data. However, this
deteriorates the lip-sync accuracy significantly. There have also been works [25]] specifically designed
for generating talking face videos of cartoon characters. We believe that learning specifically on cartoon
videos is not ideal, as lip-sync in cartoon videos is already inaccurate. On the other hand, transferring
learning from human faces to cartoon faces is more reasonable, and we will show that this can produce

good cartoon talking face videos.

1.2.2 Vocabulary-specific Talking Face Generation

There are a number of works that train on datasets that have a more diverse set of speakers but are
severely constrained by vocabulary. For instance, a recent work [60] involving generating talking faces
using GANs was trained and evaluated on GRID [19] and TIMIT [30] dataset. Both these datasets
are speaker-specific and contain 50 — 100 words per speaker. A follow-up [61]] work generalized to
a more diverse set of speakers, but the vocabulary was still limited to a thousand words in English
from the LRW dataset [17]. The same fact is also true for another work [13] that learns a speech
to landmark mapping followed by a temporal generator. We find that training on limited vocabulary
and voices significantly reduces the range of speech variations in the real-world that these models can
handle. Another work [70] using GANs approaches the problem slightly differently. They use audio-
visual speech recognition as a probe task for associating audio-visual representations, and then employ
adversarial learning to disentangle the subject-related and speech-related information inside them. They
are also limited to 500 English words, but more importantly, they need textual transcripts for training,
as they use the speech recognition task for discrimination. We observed that this makes their approach
language-dependent. It also becomes hard to reproduce this model for other languages as collecting
large video datasets with careful word-level annotated transcripts in various languages is infeasible. A
more generic approach would be to devise a fully self-supervised approach that directly learns from
phonemes in the speech.

1.2.3 Generating Lip-synced Talking Face Videos In The Wild

This task is the primary focus of this thesis. Given an image (or) a video of an arbitrary person, and
an arbitrary driving speech, the task is to generate a lip-synced video that matches the given speech. All
the previous works impose different forms of constraints. Some of them are designed to work on only
specific speakers, requiring several hours of data for each speaker. This data overhead does not allow
them to generate for the multitude of applications in the real world involving arbitrary identities. They
only work for the speaker’s voice and are inaccurate even if the same voice is synthetically generated,
inhibiting them from applications like lip-syncing automatically dubbed content. On the other end, a

constraint on the vocabulary can severely limit the model’s performance on real-world speech. For



instance, the most common and direct application of lip-syncing is to sync translated content. To gener-
alize across languages without training on each language separately, the training speech must be diverse
in voices and phonemes. Other similar applications will also be sub-optimal with limited vocabulary
training, such as lip-syncing synthetic speech or lip-syncing songs.

In light of these drawbacks, there has been a recent attempt, “You Said That?” [14]] that aims to
generate talking face videos of arbitrary identities driven by arbitrary speech. Its core architecture
comprises an encoder-decoder model that takes in a short audio segment (0.35 seconds) and a reference
frame image and morphs the lip shape. Our first model significantly improves upon this work in several
key aspects. One of the critical aspects is that the Speech2Vid model proposed in this paper does not
preserve the pose, thus not allowing the generated face to be pasted back into the video frame. We
will investigate this further in the next chapter. That being said, this is the first work that is truly
“unconstrained,” i.e., it is not limited by the range of identities, vocabulary, language, or voices as the
model has been trained on a subset of the VoxCeleb [48] dataset that contains thousands of speakers.

More details about the various datasets for our task is detailed in the next sub-section.

1.2.4 Datasets for Talking Face Generation

Learning to lip-sync videos is “freely-supervised”, i.e., it does not need manually annotated data.
It can be learnt from videos of people speaking downloaded from the Internet. However, many videos
online can be slightly out of sync. Before we can accurately learn to lip-sync, careful pre-processing is
necessary to ensure the data consists of well-synced videos. In recent years, many datasets of talking
face videos have been released for research work. The dataset on which a lip-sync network is trained on
strongly determines its generalization to real-world videos. Thus, we review the major datasets available
for talking face generation. We start with speaker-specific and constrained vocabulary datasets such as
GRID [19] and TIMIT [30]]. They consist of lab-recorded videos with a vocabulary of less than 100
words. The LRW [[17] dataset, on the other hand, consists of real-world videos, but it contains mostly
fully-frontal videos, and more importantly, it is limited to a vocabulary of 1000 words, thus biasing any
models trained on this dataset towards these words. A final class of datasets that are truly unconstrained
in speakers and vocabulary has also been released. VoxCeleb [48] is a large-scale speaker identification
dataset with thousands of speakers and 100K+ utterances. AVSpeech [24] is an even more diverse and
much larger dataset with 4000 hours spread across several languages all over the world. The feature
that sets this apart from VoxCeleb [48]] is that it is of a much higher resolution with videos in full-HD
compared to low-resolution videos in VoxCeleb. A larger version with more diversity and more number
of hours was released in VoxCeleb2 [15]. While all of these datasets are large-scale and diverse for our
task, they have not been curated for learning lip sync. As stated before, videos downloaded from the
internet can be out-of-sync. Hence, these videos need to be explicitly lip-sync corrected. A fraction of
VoxCeleb2 [15] was lip-sync corrected with the help of SyncNet [18]. Videos with lip-sync errors were
discarded, and the final cleaned set led to the creation of the LRS dataset [[16]. This was exclusively
created for lip reading and speech-driven lip synthesis. A larger version of this dataset, namely LRS2 [1],



was also released. A later version of the dataset, namely LRS3 [4]], was also released publicly, but this
consisted of TED videos in indoor stages, with minimal diversity in backgrounds. Both these last two
large-scale datasets, namely the LRS2 [[1] and LRS3 [4], have been explicitly lip-sync corrected and
can be used for our task at hand to achieve accurate lip-sync. They contain a large number of identities
with large variations in speech content. Throughout this thesis, we use the LRS2 dataset [[1] for training
purposes, as it is recorded in a variety of real-world backgrounds, while LRS3 [4]] is constrained to

indoor stages.

We conclude our survey on talking face generation with the table below comparing existing works
with the models proposed in this thesis.

Paper Speaker Language In- | “Freely”- Smooth Accurate for
Independent | dependent supervised blending into | in-the-wild
video videos

Synth. Obama [53] || x X v v v
Obamanet [44] X X X v X
Puppetry [54] X v v v X
Three-GANSs [61] X X v X X
TalkingFace [[70] v X X X X
Speech2Vid [14] v v v X X
LipGAN (Ours) v v v v X
Wav2Lip (Ours) v v v v v

Table 1.1 Comparison of recent works on talking face synthesis against our proposed models. LipGAN
is the first model to generate lip-synced face images of arbitrary identities/languages that can be blended
into the video frames. Our final model (Wav2Lip) improves significantly over LipGAN and is the first
model to produce accurate lip-synced talking face videos of arbitrary identities and speeches in the wild.

1.3 Related Works on Learning Multi-modal Correspondences

We conclude our literature survey by also reviewing the works connected to talking face generation
or learning correspondences between speech and human gestures (lips, hands, and head pose). To
start with talking face generation, a recent work [66] proposes to generate talking face videos given a
face landmark image. Instead of conditioning on a speech segment, this work generates a face image
corresponding to a given landmark image. The landmark image can be from some other person as well.
Another work [28]], but this time with speech, learns to generate hand movements corresponding to the
speech. Their proposed system does not work for speakers in the wild, but rather for specific speakers,
which is reasonable because hand gestures are, to an extent, specific to each person. Finally, another
work closely related to ours is SyncNet [[18]], which proposes to determine the lip-sync error in talking

face videos in the wild.



1.4 Organization of the Thesis
The rest of the thesis is organized as follows.

1. In Chapter 2] we outline our first model, the LipGAN. We propose a novel method to morph lip
shapes while preserving visual information like pose, background, etc.

2. In Chapter 3] we highlight key issues that hinder current existing approaches, including LipGAN,
that make them inaccurate for lip-syncing videos in the wild. Consequently, we design a novel
model, Wav2Lip, to accurately lip-sync talking face videos in the wild. We also investigate novel

methods to evaluate lip-sync.

3. In the final chapter, we demonstrate various real-world applications enabled by our models and

conclude the thesis.



Chapter 2

LipGAN: Lip-syncing while Preserving Other Visual Attributes

Our task is to lip-sync an arbitrary talking face video in the wild to match a target speech. Before we
understand the current “open” issues in our task, it would help to establish a general skeletal framework
for lip-syncing talking face videos. This has been used in previous works [14, [70, 61] that aim to
generalize to multiple speakers and will also be the basic skeleton of our models in this thesis.

2.1 A Skeletal Framework for Lip-Syncing Talking Face Videos

We are given an input video of a person speaking, and our goal is to lip-sync it to match a target
speech. To lip-sync an identity in the wild, any speaker-independent model must take the following
inputs. Firstly, it needs to input the speech corresponding to which it must sync. This can be in the form
of raw audio, melspectrograms, or as mel-frequency cepstral coefficients (MFCC). Secondly, it must
input the identity information in some form. It could be one or more face crops extracted from the input
video frames, or as just landmark points or graphical face models. Existing speaker-independent works
use one or more face crops [[14, 70] as the identity prior. All our models in this thesis also use just face
crops for identity information. However, the model, is used differently at train and test time, and this
point is essential for our further discussion and design of LipGAN. Thus, we provide a basic overview
of the training and inference process of a typical speaker-independent lip-sync model in Figure 2.1 and

[2.2]and also in the following sub-sections.

2.1.1 An Overview of the Training Procedure

Learning to lip-sync is a “freely” supervised task. That is, no further manual annotation is needed,
and the supervision can be obtained from readily available videos on the web. Given a video, we
can easily create an out-of-sync face-speech pair by sampling each of them from different time-steps.
The ground-truth for training would be the face from the frame corresponding to the sampled speech
segment. The network is trained to minimize the L1 reconstruction loss between the generated face and

the target. An illustration of this training process is depicted in Figure 2.1]
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Figure 2.1 Overview of a basic training framework of a model for lip-syncing videos in the wild. An
identity prior is provided in the form of a face image or landmarks or a graphical face model. The model
is trained with a reconstruction penalty to generate a face image lip-synced with a speech prior that is
sampled from a random time-step. Notice that the reference identity image and the desired target can
have completely different poses, expressions, background, and lighting.

2.1.2 Lip-syncing videos during Test time

Lip-syncing real-world videos during test time using the above model is straightforward. The model
needs to morph the lip shapes in each frame of the video. The speech segments are taken from a new
target speech, and the face crops in which lips are to be morphed are fed into the lip-sync model. An
essential aspect of lip-syncing such videos is that the generated face needs to be smoothly pasted back
into the frame so that it appears as though only the lip and mouth movements are morphed. That is, the

lip sync model must not alter the pose, expressions, background information, etc.

2.2 Challenges in Speaker-Independent Speech-driven Lip-Syncing

Now that we have an overview of the skeleton of a speaker-independent model and how it functions
during training and inference, we can compare this class of models to existing speaker-specific works.

Compared to the speaker-specific works [53] 44| 26| 54, [60], generating talking face videos of arbitrary
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Figure 2.2 Overview of the testing framework of a model to lip-sync videos in the wild. Notice that the
model is expected to preserve other visual attributes for seamless pasting into the video frame. Video
frames are taken from: https://www.youtube.com/watch?v=7JR52mr1vkg

identities presents a different set of challenges or “open” issues. After studying these issues, we can
then attempt to resolve them to achieve results as good as single-speaker models and have the massive

advantage of working for arbitrary identities and speeches.

2.2.1 Inferior Visual Quality in Speaker-Independent Models

Existing works that are speaker-specific [153} 44, 26, 54, |60] can generate high-quality lip-synced
videos with minimal visual artefacts. This is in sharp contrast to works that are speaker-independent [ 14}
70|, where a significant amount of the visual attributes are lost. This is quite evident as one of the works
use a de-blurring model [14] and they either show results only on static faces [70] or on videos only
after rigorous post-processing [14]. This limits the applications of speaker-independent models to at
most lip-syncing static face images. While this could be useful, for instance, as talking avatars in-
game video streams, etc., the wide variety of other real-world applications needs good quality outputs
on real-world videos that can have many poses, expressions, backgrounds, and identities. The stark
difference in generation quality of current speaker-specific works and speaker-independent models is
clearly illustrated in Figure 2.3]

We can see that existing speaker-independent approaches generate talking faces of inadequate quality
to be used in real-world videos. For instance, the generated faces of the speaker-independent models

are blurry, with a significant loss in texture and fine-grained identity attributes. The background in the
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Figure 2.3 Speaker-specific models (a — d): (a) Synth. Obama [53], (b) Text-based Editing [26], (c)
Neural Puppetry [54], and (d) Three-GANs [61]]. Current best Speaker-Independent Approach: (e)
Speech2Vid [14]. In contrast to the quality achieved by existing speaker-specific approaches, even the
best speaker-independent method generates sub-par quality faces, with a significant amount of visual
attributes lost. Most importantly, the speaker-independent model’s generated face cannot be pasted
back into the video frame, as the pose, background, expressions are not preserved.

face crop is also blurry and altered. When the face crop is pasted back into the frame, the crop will
look completely artificial and out of place. Existing models are also not trained to preserve other vital
visual attributes such as pose and expressions. In essence, these methods focus on generating face crop
with lip-sync but do not consider how these face crops fit into the larger video frame. Consequently,
we found that they arbitrarily change the poses and expressions (or lose them entirely) in the generated

faces, making them unusable for lip-syncing videos.

2.2.2 Inter-person variations

Apart from being unable to match the quality of speaker-specific models, speaker-independent mod-
els face further challenges inherent to the problem. For instance, speaker-specific models have an ad-
vantage of “memorizing” the fine-grained visual attributes such as lip shapes, skin color, backgrounds,
pose variations, and how a person utters phonemes, etc. For instance, the most popular candidate for
speaker-specific models, President Obama, usually speaks in front of very similar backgrounds with a
nearly frontal head pose and neutral expressions. The model can also learn his own speaking style, that

is how he utters each phoneme. On the other hand, speaker-independent models have to learn phoneme

11



Various ways of
saying ‘what"”

Soft, dejected tone Individual speaking styles varying across the ethnicities and ages. Mation blur

Rapid pose
changes across
just o couple of

words

st ar wa rs memora bil ia

Figure 2.4 Some of the challenges faced by a speaker-independent speech-driven lip sync model. Each
person has their own speaking style and personalized visemes, i.e., how they utter sounds. Notice the
various ways people say the first part of the word “what”. It can vary across people of different ages,
races, and the underlying emotions. Another challenge of rapid changes in visual attributes such as
pose and expressions within short intervals is shown in the second row. A speaker-independent lip-sync
model is expected to retain these changes across frames while only morphing the lip shapes.

to viseme mappings that generalize across identities, expressions, poses, and backgrounds. Figure[2.4]
depicts some of these variations. In the first row, notice how uttering the starting of the word “what” is
very different across identities. The utterance can be influenced by emotion and rapid motion. Some of
them can have very distinctive lip shape for the utterance (Obama, for instance), and some of them can
be not so distinctive (left of Obama). In the second row, we can see how a person in a real-world video
can change his (her) head pose rapidly across even a very short duration, going from a full-frontal view
to a profile-view, which also changes the scale of the face crop. The model has to handle and preserve

all these differences while only altering the lip shape.

2.2.3 Inadequate lip-sync penalization

We identify two major reasons for inferior lip-sync in existing models.

2.2.3.1 Lip sync is a fine-grained attribute

Given these large amounts of variations, we can see why the reconstruction loss in the current training
framework is inadequate for penalizing fine-grained lip-sync errors. Consider the variation in the second
row of Figure[2.4] The current training framework outlined in Figure 2.I] can sample a random identity
frame from a profile view as shown in the second row of Figure 2.4 and expect the network to generate

a target face in the front pose. Altering this pose is a challenging task and would thus constitute a large
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amount of the reconstruction loss as it is spread across the whole image. On the other hand, the lip

region is less than 4% of the pixels and only requires a smaller fine-grained change.

2.2.3.2 Inadequate visual prior

An identity
reference face

Which pose to
generate in?

A Lip-Sync Model o ©

Various
possible target
> face poses &
expressions

Figure 2.5 We find that the existing speaker-independent lip-sync models suffer from the problem of
inadequate visual priors. The model is expected to morph various visual attributes such as pose, ex-
pressions of an arbitrarily sampled identity face to match a very different ground-truth face image. As
the only signal this model can extract from the audio is the lip movements, it does not know which
ground-truth pose and expression it should generate.

As already described in the training framework (Figure [2.I), a random identity face is sampled as a
reference from an arbitrary time-step, and the frame aligned with the speech is chosen as the ground-
truth face. As discussed before, the goal of our problem is only to morph the lip movements. This is
partially aligned with the current training framework, where the only clear signal that can be extracted
from the short audio segment is regarding the lip movement. Thus the model is well set to morph just
the lip movements. However, the sampled identity and ground truth pairs vary not just in lip shape but
also in terms of several other visual attributes like pose, expressions, background, etc. The model has
no prior information on how to change these attributes in the identity image to match the ground-truth
image. The changes that need to be made are quite large, as shown in Figure[2.3] where we can see that
if the ground-truth image is, for example, the fifth image, a large change is necessary to minimize the

reconstruction loss.
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2.3 Designing the LipGAN Architecture

Now that we have studied the various issues highlighted in the previous section, we can now design
the LipGAN model (Figure2.6)) that can generate high quality lip-synced talking face videos in the wild.
To do this, we make several design choices. We outline each of them below and how they handle one
or more of the issues mentioned above. Note that we roughly follow the training framework outlined in
Figure 2.1] so we have a face identity encoder, a speech encoder, and a face decoder. Along with this,

we also have an additional discriminator, which we will get into later.
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Figure 2.6 We follow the training framework already outlined before. Additionally, we make two key
improvements. We use a pose prior to condition the model to preserve the target pose and expressions.
We also use extensive skip connections throughout the generator model. We train our LipGAN network
in an intuitive GAN setup. The generator generates face images conditioned on the audio input. The
discriminator checks whether the generated frame and the input audio are in sync. Note that while
training the discriminator, we also feed extra ground-truth synced / unsynced samples to ensure that the
discriminator learns to specifically check for superior lip-sync and not just the image quality.

2.3.1 Extensive Skip Connections

We first address the problem of inferior visual quality in the current speaker-independent models.
Existing models such as Speech2Vid [14] struggle to preserve the fine-grained visual details in the
generated faces. They resort to using an additional de-blurring network for this task. Instead, we take
inspiration from image segmentation works [S1}, 22]] and use extensive skip connections between our
face encoder and decoder. While these are “long” skip connections [22]], we also employ short residual
identity skip connections [31] to improve learning. We find that these short and long skip connections

preserve the visual features significantly better.

2.3.2 Target Pose Prior

The next issue that we would like to handle is linked to inadequate visual priors. In order to deal with

the large variations between the target and reference images, existing speaker-independent works [14]
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[70] propose to perform face registration and alignment. That is, they alter the pose of all the face frames
to match a standard frontal face. This process is shown in Figure 2.7] This is definitely helpful in

Figure 2.7 Illustration from [[14] showing that facial registration is performed to handle large pose
variations between sampled identity and target face pairs. While this eases the learning of audio-visual
correspondence, it introduces new issues such as being unable to paste the generated face back into the
original video frame. Notice how the pose and the visual content is drastically changed with respect to
the original crop.

learning to lip-sync from speech, as the lips are roughly in the same location, and more importantly,
it aligns the lip positions of the ground truth and the identity frame. However, this introduces several
limitations. To start with, facial alignment is computationally expensive; in fact, more expensive than
the generation itself. But more importantly, it destroys the visual information present in the original
crop. In Figure[2.7] we can see that the background, face scale, and pose are entirely altered as a result
of facial registration. But, without registration, the pose, expression, etc. change drastically across
the input identity and the target face, making it extremely infeasible for the model to learn. Thus, the
question is, how can we better assist the model in preserving all the other visual attributes as much as

possible while only morphing the mouth regions?

As we can see in Figure [2.5]and have made earlier, a key observation is that the current model does
not have adequate priors on which target face to generate. Thus, if we can provide as input a piece of
prior information about the ground-truth frame we expect from the model, then the model can learn to
generate faces that closely match the desired target face. However, one of the essential aspects is that
we cannot leak the target mouth region to the model, as that is something the model must learn from the
input speech.

With these points in mind, we propose a novel “in-painting based” approach. We provide the top
half of the target face, which contains pose, expressions, etc., as a prior. We would like to in-paint the
bottom half of the face, mainly consisting of the lip, mouth, and jaw region, all of which are strongly
correlated with the speech. The model can learn to generate the bottom half that matches the top half.
This is not ideal, as the model can still face difficulties in handling substantial pose changes. But, it is
significantly better than having no prior, as at least, in this case, the model knows which target face to

generate.
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2.3.2.1 Pose prior during training

There is an essential (and beneficial) difference in how we use our pose prior during training and
inference times. During training, we follow the training framework already illustrated before. We
sample a target face and the corresponding speech, and also a random identity image. Instead of feeding
just the random identity image, we blacken the lower half of the ground-truth image to mask the mouth

and concatenate it channel-wise with the identity image. Thus our identity input is (height, width, 6).

2.3.2.2 Pose prior during testing

A beneficial aspect of our approach is that during testing, the model does not need to alter the pose
at all. The same face crop is given as the identity image and the pose prior. That is because, in the
end, we do not want our model to alter any other visual attributes other than the mouth region. During
training, our model has been trained to generate in a specific pose specified by the pose prior. At the
time of inference, it has to do the most straightforward task of not changing anything at all. This feature
leads to our model being sub-par during training but produces high-quality outputs with minimal to no

artifacts during test time.

2.3.3 Penalizing incorrect lip generation

As discussed in the issues section, plain reconstruction loss is not a “specific”’ penalization of incor-
rect lip shapes. Given that the lip shape is a small region in the entire face (less than 4%), an additional
loss is needed to penalize inaccurate lip shape generation. Multiple methods come to mind. We explore
a few of them below.

2.3.3.1 Optimizing for the SSIM metric

Structural Similarity Index (SSIM) [63] has been widely used to measure and evaluate how well the
models generate image structures and textures. Compared to other image quality assessment metrics
such as PSNR, SSIM co-relates better with attributes such as lip shape. To improve lip generation, we
can optimize the SSIM metric on just the lip area or the face image. However, as this metric was not

developed for lip-sync evaluation, this method did not yield significant improvements in lip generation.

2.3.3.2 Optimizing for the lip landmark distance

Compared to SSIM, we could also use some features specific to lips such as lip landmarks. A recent
work [10] showed that we can perform accurate landmark detection on faces in-the-wild. However,
using lip landmarks for discrimination is still not advisable as it poses two problems. Firstly, lip land-

marks are far less accurate than the remaining face landmarks. Secondly, detecting lip landmarks on
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noisy generated faces would be extremely inaccurate. Thus, it would not be an accurate penalization
method.

2.3.3.3 Using a lip-reading discriminator

This is a more practical method proposed in [70]. They train on the LRW dataset, and they use a
discriminator trained to perform visual speech recognition a.k.a. lip-reading. Since a lip-reading model
focuses primarily on lip regions, it can be expected to penalize inaccurate lip-sync. The model expects
that the lips in the generated face images must lead to correct word-level lip-reading. While this is
an appealing approach, it presents significant limitations. Firstly, this training process is not “freely-
supervised” like our problem. It requires accurate textual transcripts. Moreover, these texts must be
well-aligned with the speech and video, at least at the word-level. The LRW dataset [17] consists of
1000 words in English with such annotations. Straightaway, we see the limitation in the variety and
size of the dataset. The model becomes extremely biased towards these words and cannot generalize to

unseen speeches and languages. Thus, this is an infeasible approach.

2.3.3.4 Using a real (or) fake discriminator

Generative Adversarial Networks (GANs) have shown tremendous improvements in multiple image
generation tasks ranging from super-resolution [62, 165 137]], style-transfer [40, [37, 45]], photo-realistic
face generation [39, 33]], pose generation [46], face editing [50, Ol], face aging [6] and de-aging [67].
Thus, it is only reasonable to employ them to improve the visual quality of the generated faces. It can
also penalize unrealistic lip shapes. However, by just training a real or fake image discriminator, it
cannot penalize inaccurate lip shapes that do not match with the input audio. This method can only

penalize unrealistic lip shapes and not inaccurate lip shapes.

2.3.3.5 Learning to synthesize by testing for synchronization

We formulate our lip synthesis problem as “learning to synthesize by testing for synchronization”.
Concretely, our setup contains two networks, a generator GG that generates faces by conditioning on
audio inputs and a pose prior and a discriminator D that tests whether the generated face and the input
audio are in sync. By training these networks together in an adversarial fashion [29]], the generator G
learns to create photo-realistic faces that are accurately in sync with the given input audio. The setup is
illustrated in Figure [2.6] Since the discriminator also has access to the input audio, it can specifically
check for inaccurate lip generation rather than just visual quality. We detail in the training section of the
discriminator on how we force the discriminator to specifically check for lip-sync rather than just the

visual quality.
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2.4 Details of the LipGAN architecture

Now that we have established the design principles of the LipGAN architecture, we now delve into
each module in detail. Note that our model contains two major blocks: the generator and the discrimi-

nator. We start with the generator block.

2.4.1 Generator network

The generator network is a modification of [14] and contains three branches: (i) Face encoder, (i)
Audio encoder and a (i4i) Face Decoder. This is similar to the training framework established before
but with additional design decisions made above.

2.4.1.1 The Face Encoder.

We design our face encoder a bit differently from [[14]. The first difference is at the input level itself,
i.e., an additional pose prior to handle the pose mismatch between the generated and target face. Along
with the random identity face image I, we also provide the desired pose information of the ground-truth
as input to the face encoder. We mask the lower half of the ground truth face image and concatenate
it channel-wise with /. The masked ground truth image provides the network with information about
the target pose while ensuring that the network never gets any information about the ground truth lip
shape. Thus our final input to the face encoder is a HxHx6 image. The second difference is that we
use residual layers instead of vanilla CNN layers with gradual intermediate down-sampling layers. The
exact details of each layer are shown below in Table [2.4.1.1] The encoder is responsible for altering
the pose of the identity image to match the target pose. It also embeds the identity features at different
spatial resolutions to be used by the decoder. The face encoder embeds the given input face image into

a face embedding of size h.

Attribute blockl block2 block3 block4 blockS block6 block7
No. of Conv. Layers 1C 1C; 2R 1C;3R 1C;2R  1C;2R 1C 2C
Kernel Size 7 5;3;3 3 3 3 3 3;1
Stride 1 2:1;1 2;1;1 2,11 25151 2 3;1
No. of filters 32 64 128 256 512 512 512
Input Resolution 96 96 48 24 12 6 3
Output Resolution 96 48 24 12 6 3 1

Table 2.1 Full details of our modular face encoder. “1C” means one vanilla convolution block. Each
vanilla convolutional block consists of a convolution layer followed by batch-normalization [34] and
a ReLU [49] activation.“2R” means two residual convolution blocks. Each residual block consists of
two vanilla convolution blocks with an identity skip connection across them. Note that we use strided
convolution for gradual down-sampling to preserve the spatial information as much as possible. All
resolutions have the same height and width, indicated by a single number.
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2.4.1.2 Audio Encoder.

The audio encoder is also adapted from [14] and consists of a series of residual convolution layers.
It takes a Mel-frequency cepstral coefficient (MFCC) heatmap of size MxT'x1 and creates an audio
embedding of size h. The audio embedding is concatenated with the face embedding to produce a joint
audio-visual embedding of size 2xh. The complete layer-wise details are provided in Table

Attribute blockl1 block2 block3 block4  block5
No. of Conv. Layers | 1C; 3R 1C; 2R 1C; 2R 1C; IR 2C
Kernel Size 3 3 3 3 4 x5;1
Stride 1 1x2;1;1 2;1; 1 2; 1 4 x 5;1
No. of filters 128 256 512 512 512
Input Shape 12 x35 13x35(1ZP) 13 x18 7x9 4 x5
Output Shape 12 x 35 13 x 18 7x9 4 x5 1x1

Table 2.2 Full details of our modular audio encoder. “ZP” stands for zero-padding. Other notations are
same as the Table[2.4.1.1

2.4.1.3 Face Decoder.

This branch produces a lip-synchronized face from the joint audio-visual embedding by inpainting
the masked region of the input image with an appropriate mouth shape. It contains a series of residual
blocks with a few intermediate deconvolutional layers that upsample the feature maps. The output layer
of the face decoder is a sigmoid activated 1x1 convolutional layer with 3 filters, resulting in a face image
of HxHx3. While [14] employ only 2 skip connections between the face encoder and the decoder, we
employ 6 skip connections, one after every upsampling operation to ensure that the fine-grained input
facial features are preserved by the decoder while generating the face. As we feed the desired pose as
input during training, the model generates a morphed mouth shape that matches the given pose. Indeed,
in our results, it can be seen that we preserve the face pose and expression much better than [[14] and only
alter the mouth regions to match the input speech. This allows us to seamlessly paste the generated face
crop into the given video without any artifacts, which was not possible with [14] due to the random,

uncontrollable pose variations. The complete details of the face decoder branch are given in Table

2413

2.4.2 Discriminator network

While using only an L2 reconstruction loss for the generator can generate satisfactory talking faces [14]],
employing strong additional supervision can help the generator learn robust, accurate phoneme-viseme
mappings and also make the facial movements more natural. [/0] employed audio-visual speech recog-

nition as a probe task to associate the acoustic and visual information. However, this makes the setup
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Attribute blockl  block2 block3 block4 block5 block6 Output
No. of Conv. Layers 1T 1T; 2R 1T;2R 1T;2R 1T;2R 1T;2R 1S

No. of filters 512 512 256 128 64 32 3
Input Resolution 1 3 6 12 24 48 96
Output Resolution 3 6 12 24 48 96 96

Encoder Connection | block6,7 block5 block4 block3 block2 blockl -

Table 2.3 Full details of our modular face decoder. “1T” means one transpose convolution block. It is the
same as the vanilla convolutional block detailed in the previous tables but uses a transpose convolution
instead. The final layer “1S” is a sigmoid activated convolutional layer. Other notations can be inferred
from the previous tables. All kernel sizes are 3 x 3, and all transposed convolutions are performed
with a stride of 2, except the first one, which is done with a stride of 3. The feature maps from the
encoder blocks (last row) are concatenated channel-wise after each upsampling operation. Note that our
complete generator is fully convolutional.

language-specific and offers only indirect supervision. We argue that directly testing whether the gener-
ated face synchronizes with the audio provides a stronger supervisory signal to the generator network.
Accordingly, we create a network that encodes an input face and audio into fixed representations and
computes the normalized L2 distance d between them. The face encoder and audio encoder are similar
to those used in the generator network, but with much lesser parameters. We use a series of vanilla
convolutional layers with rapid down-sampling. We found that using Instance Normalization [58]] and
LeakyReL.U [47] in the discriminator was more stable than using Batch normalization [34]] with ReLU
activations. Complete architectural details are given in Table [2.4.2]

Attribute convl conv2 conv3 conv4 convS convb
Kernel Size 7 5 3 3 3 3
No. of filters 64 128 256 512 512 512
Input Resolution 96 48 24 12 6 3
Output Resolution 48 24 12 6 3 1

Table 2.4 Full details of our face encoder in the discriminator. Each convolutional block consists of a
convolution layer followed by instance-normalization and a LeakyReLLU [49] activation. All layers have
a stride of two except the last layer that has a stride of three.

2.4.3 Joint training of the GAN framework

Our training process is as follows. We randomly select a 7" millisecond window from an input video
sample and extract its corresponding audio segment A, re-sampled at a frequency F' Hz. We choose the
middle video frame .S in this window as the desired ground-truth. We mask the mouth region (assumed

to be the lower-half of the image) of a person in the ground truth frame to get S,,. We also sample
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Attribute blockl1 block2 block3  block4
No. of Conv. Layers 2C 2C 2C 1C

Kernel Size 3 3 3 4x5
Stride 1 1x2;1 2 4 x b;
No. of filters 64; 128 256 256; 512 512

Input Shape 12x35 13 x35(1ZP) 13 x18 4x5
Output Shape 12 x 35 13 x 18 4 x5 1x1

Table 2.5 Full details of our discriminator’s audio encoder. “ZP” stands for zero-padding. Other nota-
tions are same as the Table[2.4.1.2)

a negative frame S’, i.e., a frame outside this window which is expected to not be in sync with the
chosen audio segment A. At each training batch to the generator, the unsynced face S’ concatenated
channel wise with the masked ground truth face S,, and the target audio segment A is provided as
the input. The generator is expected to generate the synced face G([S’; Sy], A) ~ S. Each training
batch to the discriminator contains three types of samples: (i) Synthetic samples from the generator
(G(S',A), A);y; = 1,(ii) Actual frames synced with audio (S, A);y; = 0 and (i7i) Actual frames
out of sync with audio (S’, A);y; = 1. The third sample type is particularly important to force the
discriminator to take into account the lip synchronization factor while classifying a given input pair as
real / synthetic. Without the third type of sample, the discriminator would simply be able to ignore the
audio input and make its decision solely on the quality of the image. The discriminator learns to detect

synchronization by minimizing the following contrastive loss:

N

> (i di® + (1= yi) - max(0,m — d;)?) 2.1
=1

1

Lc(diayi) = ﬁ

where m is the margin, which we set to 2. The generator learns to reconstruct the face image by

minimizing the L1 reconstruction loss:

1 N

Lie(G) = 5 D_ IS = G(S", A) [y 2.2)

=1

We train the generator G and discriminator D using the following GAN objective function:

Lreal - Ez,A[Lc(D(Za A), y)] (23)
Ltake = Egr,a[Le(D(G([S"; Sl A), A),y = 1)] 2.4)
La(Ga D) = Lreal + Lfake (25)

where z € {S,S’}. Here, G tries to minimize L, and Lg, and D tries to maximize L,. Thus, the
final objective function is:
G* = arg mGin max L.(G,D)+ Lg. (2.6)
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2.4.4 Dataset and Implementation Details

We use the train split of the LRS 2 dataset [2]], which contains over 29 hours of talking face videos.
We train on a single NVIDIA TITAN X GPU with a batch size of 64. We detect faces in our input
frame using d1ib [41] and resize the face crops to 96x96x3. We use the Adam [42] optimizer with an
initial learning rate of 1le~3 and train for about 20 epochs. The learning rate was reduced by five when
the loss plateaued. We have created two implementations, one using MATLAB audio features, which
is identical to [[14]]. Since the rest of the pipeline is in Python, we also create a fully-pythonic version
using audio features using the librosa libraryﬂ We detail both these implementations further below.

Both these implementations give very similar results.

2.4.4.1 MATLAB MFCC features for audio

We extract 13 MFCC features from each audio segment (7" = 350, F = 100) and discard the first
feature similar to [14]]. This yields an MFCC feature of shape 12 x 35. This is readily compatible with

our model detailed above.

2.4.4.2 Python Librosa Melspectrogram features for audio

We also devise a Python implementation as it is cumbersome for applications to handle two very
different programming languages. We use the librosa library to extract the audio features. First, we
sample the audio at F' = 16000 Hz. We extract linear spectrograms by performing a short-time-fourier
transform on the raw audio. We use a window size of 50ms (800) and a hop size of 12.5ms (200).
We further compute mel-spectrograms with 80 mel features. Thus for each second of audio, we get a
mel-spectrogram window of 80 x 80. The mel-spectrograms are normalized between [—4, 4]. Similar
to how we take an audio window with a frame in the center, here we take a mel window of 27 time-steps
(corresponding to approximately 350ms). We modify our audio network to match the new input shape,
but we keep the remaining portions intact.

Both the MATLAB and Python code are released publicly at: github.com/Rudrabha/LipGAN.

2.5 Results and Evaluation

We evaluate our novel LipGAN architecture quantitatively and also with subjective human evalua-
tion. All our evaluation and ablation studies are performed using the MATLAB version of the code, as
this allows for a fair comparison with previous works that use the same code-base for speech processing.

During inference, the model generates the talking face video of the target speaker frame-by-frame. In
each frame, we detect the face crop, resize it to 96 x 96 and use it as an input to our model. This visual

input is the current face crop concatenated with the same cropped face with the lower-half masked.

"https://librosa.org/librosa/

22


https://github.com/Rudrabha/LipGAN

That is, during inference, we expect the model to morph the input shape and preserve other aspects
like pose and expression. Along with each of the visual inputs, we feed a T' = 350ms audio segment.
The generated faces are resized back to their original sizes and can be just placed into the video frame
without any further post-processing. In Figure [2.8] we compare the talking faces on static face images
generated by the 3 models: Speech2Vid [[14]], TalkingFace [70] and ours on audio segments actually
spoken by PM Narendra Modi and Elon Musk.

Train: English, Test: Hindi Train: English, Test: English
(a)
(b)
(Ours)
Guiding
video
Utterance | vl grer el Feapy
(suraksha) (yojana) (aarthik) [madhyam) (udhyamam)

Figure 2.8 Visual comparison of faces generated by different models when they try to speak specific
segments of the words shown in the last row. The audio segments corresponding to these word segments
are extracted from the guiding video and fed into each of the models compared above. From top to
bottom row: (a)TalkingFace (b)Speech2Vid [14] and Our LipGAN model. While (a) achieves poor
lip-sync across languages, and (b) generates unnatural lip movements, our LipGAN model produces
consistent accurate, natural talking faces across languages.

2.5.1 Quantitative evaluation

To evaluate our lip synthesis quantitatively, we use the LRW test set [17]. We follow the same
inference method mentioned above, but with one change. Instead of feeding the current frame as input
as mentioned above, we feed a random input frame of the speaker, concatenated with the masked current
frame for the pose prior. This is done to ensure we do not leak any lip information to the model
while computing the quantitative metrics. In Table [2.6] we report the scores obtained using standard
metrics: PSNR, SSIM [63]] and Landmark distance. As shown in Table [2.6] our model significantly
outperforms existing works across all quantitative metrics. These results highlight the superior quality
of our generated faces (judged by PSNR) and also a highly accurate lip synthesis (LMD, SSIM). The
noted increase in SSIM and the decrease in LMD can be attributed to the direct lip-synchronization

supervision provided by the discriminator, which is absent in prior works.
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Algorithm PSNR SSIM LMD
Speech2Vid [14] | 28.06 0.460 2.22
TalkingFace [70] | 26.80 0.884 -

LipGAN (Ours) | 334 0960 0.60

Table 2.6 Our proposed LipGAN model achieves significant improvements over existing competitive
approaches across all standard quantitative metrics.

2.5.2 Importance of the lip sync discriminator.

To illustrate the effect of employing a discriminator in the LipGAN network that tests whether the
generator faces are in sync, we conduct the following experiment. We train the talking face generator
network separately on the same train split of LRS2 without changing any other hyper-parameters. We
feed the unseen test images shown in Figure [2.9) along with unseen audio segments as input to our
LipGAN network and the plain generator network that was trained without the discriminator. We plot
the activations of the penultimate layer of the generator in both these cases. From the heatmaps in
Figure[2.9] it is evident that our LipGAN network learns to attend actively on the lip and mouth regions
compared to the one that is not trained with a lip-sync discriminator. These findings also concur with
the significant increase in the quantitative metrics and the natural movement of the lip regions in the

generated faces.

.!| [

Figure 2.9 Activation heatmaps from the penultimate layer of two generator networks, one trained
without a lip-sync discriminator (A) and the LipGAN network (ours) with a discriminator (B). Our
network with the discriminator is highly attentive towards lip and mouth regions.
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2.5.3 Human evaluation.

Talking face generation is primarily done for direct human consumption. Hence, alongside the quan-
titative metrics, we also subject it to human evaluation. We choose 10 audio samples, with an equal
number of English and Hindi speech videos. We generate talking faces for each audio sample using
three different models for 5 popular identities to yield a total of 150 samples. We compare the faces
generated by three different models: (¢)Speech2Vid [14], (ii)TalkingFace [70] and (iii) Our LipGAN
model. We conduct a user study with the help of 20 participants who are asked to rate each of the videos
on a scale of 1 to 5 based on the extent of lip synchronization and realistic nature. As shown in Table

our model obtains significantly higher scores compared to existing works.

Approach Lip-sync rate  Realistic rate
TalkingFace [70] 2.41 2.42
Speech2Vid [[14]] 2.95 3.10
Ours 3.68 3.73

Table 2.7 LipGAN achieves significantly higher scores for both realistic rate and the extent of lip syn-
chronization

2.6 Various Real-World Examples

In this section, we show several real-world examples and some hand-picked real-world applications
made possible by our LipGAN model. Each of them depicts a different aspect of our model. We also

attach a time-stamp of the publicly available video for each example shown below.

2.6.1 Animating CGI characters with speech

Animating computer-generated faces requires a skilled person to carefully observe the speech au-
dio and manually overlay visemes on the animated faces. Such practices can be expensive and time-
consuming. Also, as it is tedious to correct in each video frame and to do it very accurately, several
lip movements, even in professional movies, can look unnatural for CGI characters. Even though our
LipGAN model was trained only on human faces, we can generate lip movements for animated charac-
ters given a speech segment. We show sample frames in Figure[2.10] with the corresponding red letters

highlighting the phoneme being uttered in that frame.

2.6.2 Multi-language support

Ours is the first work to showcase multi-language support. Since there is a significant phoneme

overlap across languages, training on a large amount of speech from only a single language like English
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Figure 2.10 Here, we make the Tintin animated character sing a Beatles song. Watch the video clip
here: https://youtu.be/aHG60ei8jF0?t=17. We can see that our model can preserve the facial features
to allow for seamless pasting of the generated face crop onto the video frame.

allows us to generalize to several other languages. This is extremely beneficial for applications like cor-
recting lip-sync in dubbed movies, without having to train a separate lip-sync model on each language.

Some generations from three languages are shown in Figure [2.TT]

2.6.3 Lip-syncing dubbed movie scenes

Movies are generally dubbed by dubbing artists manually. The dubbed audio is then overlaid to
the original video. This causes the actors’ lips to be out of sync with the audio, affecting the viewer
experience. We demonstrate that we can synthesize and synchronize lips in manually dubbed videos,
thus automatically correcting any dubbing errors. LipGAN is the first model to show results in such
unconstrained real-world videos. Lip-sync corrected frames from the Hindi-dubbed Harry Potter movie,
which was originally in English, is shown in Figure[2.12]

2.6.4 Lip-syncing for TTS generated speech

Even though our model was trained only on human speech, we can generate lip movements to match
the synthetic voices generated by a TTS model. This is extremely useful for applications like automatic
dubbing and video content creation. We are the first to show results on TTS generated samples as well.
Generated samples for various languages and voices are shown in Figure 2.13] Note that due to the

domain shift, we observe that the lip-sync accuracy drops with TTS speech.
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Figure 2.11 Our LipGAN model can lip-sync speech in different languages even though it was trained
only on English. Watch the video clip here: https://youtu.be/aHG60ei8jF0?t=73. Note how the visual
quality is competitive in several cases to that of the speaker-specific works.

L e e e e e T e e e e e e e e e e o o —— — — — — — — — —— —— — . — e — J
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Figure 2.13 Our LipGAN model can lip-sync faces to match a synthetic speech segment from a TTS

model. Watch the video clip here: https://youtu.be/aHG60ei8jF0?t=250. All the words are uttered by a

TTS model in different voices.
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Figure 2.12 Our LipGAN model can lip-sync dubbed movie scenes to match the dubbed audio. Watch
the video clip here: https://youtu.be/aHG60ei18jF0?t=196. Notice how the face box is seamlessly pasted
into the video frame. Also, our model is able to correct lip-sync in movies scenes even in the presence
of background music.

2.6.5 Further Applications

Our method also enables automatic lip-sync of translated educational content and television news
interviews. In the future, this can be an essential module in conjunction with text-to-speech and machine
translation models. Such applications can be widely impactful in a country like India, where hundreds
of languages are spoken across a large population. Thus lip-sync can have future applications to make

video content accessible across people who speak different languages.

2.7 Discussion and Summary

In this work, we proposed a novel model that can lip-sync videos in the wild with far superior
visual quality and accuracy than previous works. Ours is the first work that can lip-sync any identity
in arbitrary poses without any facial registration. We propose a novel in-painting approach to achieve
this. This allows us to blend the generated faces back onto the video frame seamlessly. To improve the
accuracy of the generated lips, we train the generator with a discriminator that checks specifically for
lip synchronization. These improvements allow us to demonstrate speech-driven lip-sync applications
in several real-world scenarios. All resources pertaining to this chapter, such as demo video containing
the results, code, and models can be found on the project page: |cvit.iiit.ac.in/research/
projects/cvit-projects/facetoface-translation

We believe that LipGAN shifts the focus for future directions from improving the visual quality to
improving the lip-sync accuracy in unconstrained real-world videos. Being able to accurately lip-sync

unconstrained videos in the wild still remains a challenge in this field.
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Chapter 3

Accurately Lip-syncing Videos In The Wild

3.1 Introduction

In the previous chapter, we witnessed the numerous applications made possible by our lip-sync
model. We observed that almost all of these essential applications need a lip-sync model to accurately
morph the lip movements on real-world videos and not just on static face images. In this chapter, we
re-visit the progress in speaker-independent lip-syncing over the recent years and how far we are from

achieving highly accurate, reliable lip-syncing on real-world videos.

3.1.1 Landscape of Talking Face Videos

The current space of generating lip-synced talking face videos is depicted in Figure 3.1} Initial
works [44] 53] using deep learning in this space learned a mapping from speech representations to lip
landmarks using several hours of a single speaker. More recent works [26, 54] in this line directly gen-
erate images from speech representations and show exceptional generation quality for specific speakers
which they have been trained upon. Numerous practical applications, however, require models that can
readily work for generic identities and speech inputs. This led to the creation of speaker-independent
speech to lip generation models [[14]] that are trained on thousands of identities and voices. In the previ-
ous chapter, we proposed LipGAN, which significantly improved upon this class of works in terms of
the visual quality and natural lip movements. Both Speech2Vid [14]] and LipGAN can generate accurate
lip motion on a single, static image of any identity in any voice, including that of a synthetic speech
generated by a text-to-speech system. However, to be used to generate natural video content, like trans-
lating a lecture/TV series, for example, these models need to be able to morph the broad diversity of lip

shapes present in these dynamic, unconstrained videos as well, and not just on static images.
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Figure 3.1 The current landscape of talking face videos. We consider several works in this space and
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real videos

|
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illustrate here the key works that achieve improvements in two specific aspects: visual quality and
lip-sync accuracy (focusing on the latter in this chapter). The works are color-coded based on their
nature. Grey colored works denote speaker-specific models that need a large amount of data of a person.
These are (i) Synth. Obama [53], (ii) Neural Editing [54]], and (iii) ObamaNet [44]. Yellow color
bubbles denote works that are multi-speaker but are constrained by vocabulary (TalkingFace [70] and
Three-GANS [61]]) or need additional data for adaptation to a new speaker (Neural Voice Puppetry [54].
In green, we represent works [14] that are speaker-independent and are expected to lip-sync videos
in the wild. Our LipGAN model improves the visual quality by a significant margin. On the other
hand, we now propose a novel model that is significantly more accurate than all the previous works
on unconstrained real-world videos. We see that this model almost bridges the gap between speaker-

specific and speaker-independent models in terms of both quality and lip-sync accuracy.
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Our work builds upon this latter class of speaker-independent works that aspire to lip-sync talking
face videos of any identity and voice. We find that these models that work well for static images are
unable to accurately morph the large variety of lip shapes in unconstrained video content, leading to
significant portions of the generated video being out-of-sync with the new target audio. A viewer can
recognize an out-of-sync video segment as small as just ~ 0.05 — 0.1 seconds [18] in duration. Thus,
convincingly lip-syncing a real-world video to an entirely new speech is quite challenging, given the tiny
degree of allowed error. Further, the fact that we are aiming for a speaker-independent approach without
any additional speaker-specific data overhead makes our task even more difficult. Real-world videos
contain rapid pose, scale, and illumination changes and the generated face result must also seamlessly

blend into the original target video.

3.1.2 Contributions

We start by inspecting the existing speaker-independent approaches for speech to lip generation. We
find that these models do not adequately penalize wrong lip shapes, either as a result of using only
reconstruction losses or weak lip-sync discriminators. We adapt a powerful lip-sync discriminator that
can enforce the generator to consistently produce accurate, realistic lip motion. Next, we re-examine
the current evaluation protocols and devise new, rigorous evaluation benchmarks derived from three
standard test sets. We also propose reliable evaluation metrics using SyncNet [[18] to precisely evaluate
lip sync in unconstrained videos. We also collect and release ReSyncED, a challenging set of real-world
videos that can benchmark how the models will perform in practice. We conduct extensive quantita-
tive and subjective human evaluations and outperform previous methods by a large margin across all

benchmarks. Our key contributions/claims are as follows:

e We propose a novel lip-synchronization network, Wav2Lip, that is significantly more accurate

than previous works for lip-syncing arbitrary talking face videos in the wild with arbitrary speech.

e We propose a new evaluation framework, consisting of new benchmarks and metrics, to enable a

fair judgment of lip synchronization in unconstrained videos.

e We collect and release ReSyncED, a Real-world lip-Sync Evaluation Dataset to benchmark the

performance of the lip-sync models on completely unseen videos in the wild.

e Wav2Lip is the first speaker-independent model to generate videos with lip-sync accuracy that
matches the real synced videos. Human evaluations indicate that the generated videos of Wav2Lip

are preferred over existing methods and unsynced versions more than 90% of the time.
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3.2 Delving into the Existing Speaker-Independent Models

Our focus is to lip-sync arbitrary identities and voices in the wild. We will now highlight the key
aspects missing in the existing models that aspire to do the same task. Before that, we present a brief

recap of these existing models.

3.2.1 Brief Overview of the Existing Models

Despite the rise in the number of works on speech-driven face generation, there are surprisingly very
few works that have been designed to lip-sync videos of arbitrary identities, voices, and languages. They
are not trained on a small set of identities or a narrow vocabulary. This allows them to, at test time, lip-
sync random identities for any speech. To the best of our knowledge, only two such prominent works
exist in the current literature. The first is the Speech2Vid model [[14]. Note that [[14] is an extended
version of [14]. We will continue referring to [[14] for consistency with the previous chapters. The
second model after the Speech2Vid model is our LipGAN model detailed in the previous chapter. Both
these works formulate the task of learning to lip-sync in the wild as follows: Given a short speech
segment S and a random reference face image R, the task of the network is to generate a lip-synced
version Ly of the input face that matches the audio. Additionally, the LipGAN model also inputs the
target face with bottom-half masked to act as a pose prior. We found that this was crucial, as it allowed
the generated face crops to be seamlessly pasted back into the original video without any further post-
processing. LipGAN also trains a discriminator in conjunction with the generator to discriminate sync
or out-of-sync audio-video pairs. Both these models, however, suffer from a significant limitation: they
work very well on static images of arbitrary identities but produce inaccurate lip generation when they

try to lip-sync unconstrained videos in the wild.

3.2.2 Why are the existing models inaccurate on real-world videos?

Our core architecture can be summed up as “Generating accurate lip-sync by learning from a well-
trained lip-sync expert”. To understand this design choice, we first identify two key reasons why existing
architectures produce inaccurate lip-sync for videos in the wild. We argue that the loss functions, namely
the L1 reconstruction loss used in both the existing works, LipGAN and Speech2Vid [14] and the
discriminator loss in LipGAN are inadequate to penalize inaccurate lip-sync generation.

3.2.3 Pixel-level Reconstruction loss is a Weak Judge of Lip-sync

The face reconstruction loss is computed for the whole image, to ensure correct pose generation,
preservation of identity, and even background around the face. The lip region corresponds to less than
4% of the total reconstruction loss (based on the spatial extent), so a lot of surrounding image recon-
struction is first optimized before the network starts to perform fine-grained lip shape correction. This

is further supported by the fact that the network begins morphing lips only at around half-way (~ 11"
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epoch) through its training process (= 20 epochs as stated in the previous chapter). Thus, it is crucial
to have an additional discriminator to judge lip-sync, as also done in LipGAN. But, how powerful is the

discriminator employed in LipGAN?

3.23.1 A Weak Lip-sync Discriminator

We find that the LipGAN’s lip-sync discriminator is only about 56% accurate while detecting off-
sync audio-lip pairs on the LRS2 test set. For comparison, the expert discriminator that we will use in
this work is 91% accurate on the same test set. We hypothesize two major reasons for this difference.
Firstly, LipGAN’s discriminator uses a single frame to check for lip-sync. In an ablation study later in
the chapter, we show that lip-sync is very hard to discriminate from just a single frame. But the difficulty
in lip-sync discrimination can also be illustrated visually, as we do in Figure We can observe that
if we feed a single frame to the discriminator and the surrounding speech, the model cannot judge it
accurately. This is because an utterance occurs over a series of frames. Consequently, several utterances
can share common intermediate lip shapes, but their overall sequential lip motion would be different.

Thus, using a single-frame to discriminate as done in previous works is far from ideal. Secondly, the

Figure 3.2 A single-frame is hard to discriminate lip-sync. We can see that in a single frame (marked
red), lip shapes can look identical, and either one can be in place of the other, if not for the surrounding
context. Thus, given a surrounding context of 5 frames, for example, the sequence of lip movements is
more distinctive to discriminate.

generated images during training contain many artifacts due to large scale and pose variations between
the reference and target images. In Figure[3.3] we show different examples of artifacts in the generated
faces during training. We hypothesize that training on these noisy generated images, as done in LipGAN,
significantly hinders the network from learning the fine-grained audio-visual association. The artifacts
in these generated faces allow the discriminator to use them as shortcuts to discriminate the generated
images. Indeed, we show in an ablation study later in the chapter that even fine-tuning our own proposed

expert discriminator on the generated frames in a GAN setup also leads to a large drop in off-sync
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Figure 3.3 Fine-tuning the discriminator on the noisy generated faces deteriorates its ability to penalize
lip-sync. The artifacts in these generated faces allow the discriminator to use them as shortcuts to
discriminate the generated images. This clearly is not the case with a discriminator trained only on real
faces as it can only judge differences in lip-sync.

detection accuracy. We argue and show that the “real”, accurate concept of lip-sync captured from the

actual video frames can be used to accurately discriminate and enforce lip-sync in the generated images.

3.3 A Lip-sync Expert Is All You Need

Based on the above two findings, we propose to use a pre-trained expert lip-sync discriminator that
is accurate in detecting sync in real videos. Also, it should not be fine-tuned further on the generated
frames like it is done in LipGAN. One such network that has been used to correct lip-sync errors for
creating large lip-sync datasets [1}, 4] is the SyncNet [18] model. We propose to adapt and train a
modified version of SyncNet for our task.

3.3.1 Overview of SyncNet

SyncNet inputs a window V' of T}, consecutive face frames (lower half only) and a speech segment
S of size T, x D, where T, and T, are the video and audio time-steps respectively. It is trained
to discriminate sync between audio and video by randomly sampling the audio window 7 x D to be
either aligned with the video (sync) or from a different time-step (out of sync). It contains a face encoder
F' and an audio encoder A, both comprising of a stack of 2D-convolutions. L2 distance is computed
between the embeddings generated from these encoders, and the model is trained with a max-margin

loss to minimize (or maximize) the distance between synced (or unsynced) pairs.

3.3.2 Our expert lip-sync discriminator

We make the following changes (Figure [3.4) to the previously proposed SyncNet model to improve
its convergence speed and accuracy. Firstly, instead of feeding gray-scale images concatenated channel-
wise as in the original model, we feed color images. Second, our model is significantly more deeper,
with residual skip connections [31]]. Third, we use a different loss function: cosine-similarity with

binary cross-entropy loss. That is, we compute a dot product between the ReLU-activated video and

34









Attribute block1 block2  block3 block4 block5
No. of Conv. Layers | 1C;2R  1C;2R  1C;2R  1C; 1R 1C; 1C
Kernel Size 3 3 3 3 3;1
Stride 1 3x1;1 3;1 3 x2;1 3;1
No. of filters 32 64 128 256 512
Input Shape 80x16 80x16 27x16 9x6 3x3;1x1
Output Shape 80x 16 27x16 9x6 3x3 1x1

Table 3.1 Full details of our modular audio encoder. “1C” means one vanilla convolution block. Each
vanilla convolutional block consists of a convolution layer followed by batch-normalization [34] and a
ReL.U [49] activation.“2R” means two residual convolution blocks. Each residual block consists of a
vanilla convolution block with an identity skip connection across the input and the output. Note that we
use strided convolution for gradual down-sampling.

audio encoder is presented in Table We do not provide tables for the face encoder and decoder,
as it is very similar to the ones used for LipGAN. The face decoder is also a stack of convolutional
layers, along with transpose convolutions for upsampling. The generator is trained to minimize L1
reconstruction loss between the generated frames L, and ground-truth frames L:

N
1
Lyccon = 3 ; L, — Lelx (3.5)

Thus, the generator is similar to the previous works, a 2D-CNN encoder-decoder network that gen-
erates each frame independently. How do we then employ our pre-trained expert lip-sync discriminator

that needs a window of T,, = 5 frames as input?

3.4.2 Penalizing Inaccurate Lip Generation

During training, since the expert discriminator we have trained in the previous section processes
T, = 5 contiguous frames at a time, we would also need the generator GG to generate all the 7, = 5
frames. We sample a random contiguous window for the reference frames, to ensure as much temporal
consistency of pose, etc. across the T, window. As our generator processes each frame independently,
we stack the time-steps along the batch dimension while feeding the reference frames to get an input
shape of (N - T, H, W, 3), where N, H, W are the batch-size, height, and width respectively. While
feeding the generated frames to the expert discriminator (Figure [3.4), the time-steps are concatenated
along the channel-dimension as was also done during the training of the discriminator. The resulting
input shape to the expert discriminator is (N, H/2, W, 3-T,), where only the lower half of the generated
face is used for discrimination. In addition to the reconstruction loss, the generator is also trained to

minimize the “expert sync-loss” Egyn. from the expert discriminator:
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1 N
sync = N Z - log sync (36)

where ngnc is calculated according to Equation Note that the expert discriminator’s weights
remain frozen during the training of the generator. This strong discrimination based purely on the lip-
sync concept learned from real videos forces the generator to also achieve realistic lip-sync to minimize

the lip-sync loss Egyne.

3.4.3 Generating Photo-realistic Faces

In our experiments, we observed that using a strong lip-sync discriminator forces the generator to
produce accurate lip shapes. However, it sometimes results in the morphed regions to be slightly blurry
or contain slight artifacts. To mitigate this minor loss in quality, we train a simple visual quality dis-
criminator in a GAN setup along with the generator. Thus, we have two discriminators, one for sync
accuracy and another for better visual quality. The lip-sync discriminator is not trained in a GAN setup
for reasons explained before. On the other hand, since the visual quality discriminator does not perform
any checks on lip-sync and only penalizes unrealistic face generations, it is trained on the generated
faces.

The discriminator D consists of a stack of convolutional blocks. Each block consists of a convolu-
tional layer followed by a Leaky ReL.U activation [47]. The discriminator is trained to maximize the

objective function Lg;s. (Equation [3.8):

Lgen = Emeg [log(l - D(QZ)] (37)
Lgisc = ExNLG [lOg(D(a?))] + Lgen (3.8)

where L, corresponds to the images from the generator GG, and L corresponds to the real images.
The generator minimizes Equation [3.9] which is the weighted sum of the reconstruction loss (Equa-
tion[3.3)), the synchronization loss (Equation and the adversarial loss Lgc,, (Equation[3.7):

Ltotal = (1 — Sw — Sg) : Lrecon + Sw * Esync + Sg ' Lgen (39)

where s,, is the synchronization penalty weight, s, is the adversarial loss which are empirically set
to 0.03 and 0.07 in all our experiments. Thus, our complete network is optimized for both superior
sync-accuracy and quality using two disjoint discriminators.

We train our model only on the LRS2 train set [1], with a batch size of 80. We use the Adam
optimizer [23]) with an initial learning rate of 1e~* and betas 3; = 0.5, 2 = 0.999 for both the generator
and visual quality discriminator D. Note that the lip-sync discriminator is not fine-tuned further, so its
weights are frozen. We conclude the description of our proposed architecture by explaining how it

works during the inference on real videos. Similar to LipGAN, the model generates a talking face
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video frame-by-frame. The visual input at each time-step is the current face crop (from the source
frame), concatenated with the same current face crop with lower-half masked to be used as a pose prior.
Thus, during inference, the model does not need to change the pose, significantly reducing artifacts.
The corresponding audio segment is also given as input to the speech sub-network, and the network

generates the input face crop, but with the mouth region morphed.

All our code and models will be released publicly. We will now quantitatively evaluate our novel

approach against previous models.

3.5 Quantitative Evaluation

Despite training only on the LRS2 train set, we evaluate our model across 3 different datasets. But
before doing so, we re-investigate the current evaluation framework followed in prior works and why it

is far from being an ideal way to evaluate works in this space.

3.5.1 Re-thinking the Evaluation Framework for Speech-driven Lip-Syncing in the Wild

The current evaluation framework for speaker-independent lip-syncing judges the models differently
from how it is used while lip-syncing a real video. Specifically, instead of feeding the current frame as a
reference (as described in the previous section), a random frame in the video is chosen as the reference to
not leak the correct lip information during evaluation. We strongly argue that the evaluation framework
in the previous paragraph is not ideal for evaluating the lip-sync quality and accuracy. Upon a closer
examination of the above-mentioned evaluation system, we observed a few key limitations, which we

discuss below.

3.5.2 Does not reflect the real-world usage

As discussed before, during generation at test time, the model must not change the pose, as the
generated face needs to be seamlessly pasted into the frame. However, the current evaluation framework
feeds random reference frames in the input, thus demanding the network to change the pose. Thus, the
above system does not evaluate how the model would be used in the real world.

3.5.3 Inconsistent evaluation

As the reference frames are chosen at random, this means the test data is not consistent across

different works. This would lead to an unfair comparison and hinder the reproducibility of results.
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3.5.4 Does not support checking for temporal consistency

As the reference frames are randomly chosen at each time-step, temporal consistency is already lost
as the frames are generated at random poses and scales. The current framework cannot support a new
metric or a future method that aims to study the temporal consistency aspect of this problem.

3.5.5 Current metrics are not specific to lip-sync

The existing metrics, such as SSIM [63] and PSNR, were developed to evaluate overall image quality
and not fine-grained lip-sync errors. Although LMD [12] focuses on the lip region, we found that lip
landmarks can be quite inaccurate on generated faces. Thus, there is a need for a metric that is designed

specifically for measuring lip-sync errors.

3.5.6 A Novel Benchmark and Metric for Evaluating Lip-Sync in the Wild

The reason for sampling random frames for evaluation is because, the current frame is already in
sync with the speech, leading to leakage of lip-shape in the input itself. And previous works have
not tried sampling different speech segments instead of sampling a different frame, as the ground-truth
lip shape for the sampled speech is unavailable. However, sampling a different speech instead of a
different reference frame is still the correct way to evaluate. This is because, when lip-syncing a video
for practical applications, it is the underlying audio that changes and not the reference frames. However,
if we sample a different speech, none of the current metrics can work without a ground-truth. Thus, we

propose a learned metric that automatically evaluates lip-sync in the absence of ground-truth.

3.5.6.1 A Metric to Measure the Lip-Sync Error

We propose to use the pre-trained SyncNet [[18] available publiclyﬂ to measure the lip-sync error
between the generated frames and the randomly chosen speech segment. The accuracy of SyncNet
averaged over a video clip is over 99% [18]]. Thus, we believe this can be a good automatic evaluation
method that explicitly tests for accurate lip-sync in unconstrained videos in the wild. Note that this is
not the expert lip-sync discriminator that we have trained above, but the one released by [[18], which
was trained on a different, non-public dataset. Using a SyncNet resolves major issues of the existing
evaluation framework. We no longer need to sample random, temporally incoherent frames and SyncNet
also takes into account short-range temporal consistency while evaluating lip-sync. Thus, we propose
two new metrics automatically determined using the SyncNet model. The first is the average error
measure calculated in terms of the distance between the lip and audio representations, which we code-
name as “LSE-D” (“Lip Sync Error - Distance”). A lower LSE-D denotes a higher audio-visual match,
i.e., the speech and lip movements are in sync. The second metric is the average confidence score,
which we code-name as “LSE-C” (Lip Sync Error - Confidence). Higher the confidence, the better the

Lgithub.com/joonson/syncnet_python
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audio-video correlation. A lower confidence score denotes that there are several portions of the video

with completely out-of-sync lip movements. Further details can be found in the SyncNet paper [18]].

3.5.6.2 A Consistent Benchmark to Evaluate Lip-sync in the wild

Now that we have an automatic, reliable metric that can be computed for any video and audio pairs,
we can sample random speech samples instead of a random frame at each time-step. Thus, we can
create a list of pairs of video and a pseudo-randomly chosen audio as a consistent test set. We create
three consistent benchmarks test sets, one each using the test set videos of LRS2 [1]], LRW [17], and
LRS3 [4] respectively. For each video V;, we take the audio from another randomly-sampled video V;
with the condition that the length of the speech V; be less than V;. We create 14K audio-video pairs
using LRS2. Using the LRW test set, we create 28 K pairs, and this set measures the performance
on frontal/near-frontal videos [3]. We also create 14K pairs using the LRS3 test set, which will be a
benchmark for lip-syncing in profile views as well. The complete evaluation toolkit will be publicly

released for consistent and reliable benchmarking of lip-syncing videos in the wild.

3.5.7 Comparing the Models on the New Benchmark

We compare the previous two approaches, LipGAN and Speech2Vid [35] on our newly created test
set using the LSE-D and LSE-C metrics. During inference, we now feed the same reference and pose-
prior at each time-step, similar to how it has been described before in the architecture section. The
mean LSE-D and LSE-C scores are shown in Table [3.2] for the audio-video pairs in all three test splits.
Additionally, to measure the quality of the generated faces, we also report the Fréchet Inception Distance
(FID). Our method outperforms previous approaches by a large margin indicating the significant effect
of strong lip-sync discrimination. We can also see the significant improvement in quality after using a
visual quality discriminator along with a lip-sync expert discriminator. However, we observe a minor
drop in sync accuracy after using the visual quality discriminator. Thus, we will release both of these

models, as they have a slight trade-off between visual quality and sync accuracy.

3.5.8 Real-World Evaluation

Apart from evaluating on just the standard datasets, our new evaluation framework and metrics allow
us to evaluate on real-world videos on which these models are most likely to be used. Further, given the
sensitivity of humans to audio-lip synchronization [18]], it is necessary to also evaluate our results with
the help of human evaluators. Thus, contrary to the previous works on speaker-independent lip-syncing,
we conduct both quantitative and human evaluation experiments on unconstrained real videos from the
web for the first time. Thus, we collect and publicly release “ReSyncED” a “Real-world Evaluation

Dataset” to subjectively and objectively benchmark the performance of lip-sync works.
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LRW [I17] LRS2 [1]] LRS3 [4]

Method LSE-D | LSE-C | FID || LSE-D | LSE-C | FID || LSE-D | LSE-C | FID
Speech2Vid [14] || 13.14 | 1.762 |11.15| 14.23 | 1.587 |12.32| 13.97 | 1.681 |11.91
LipGAN 10.05 | 3.350 |2.833| 10.33 | 3.199 |4.861| 10.65 | 3.193 |4.732

Wav2Lip (ours) | 6.512 | 7.490 |3.189 || 6.386 | 7.789 |4.887 | 6.652 | 7.887 |4.844
+ GAN (ours) 6.774 | 7.263 |2.475| 6.469 | 7.781 |4.446 | 6.986 | 7.574 |4.350
Real Videos 7.012 | 6931 | — 6.736 | 7.838 | — 6.956 | 7592 | —

Table 3.2 We propose two new metrics “Lip-Sync Error-Distance” (lower is better) and “Lip-Sync
Error-Confidence” (higher is better), that can reliably measure the lip-sync accuracy in unconstrained
videos. We see that the lip-sync accuracy of the videos generated using Wav2Lip is almost as good as
real synced videos. Note that we only train on the train set on LRS2 [1]], but we comfortably generalize
across all datasets without any further fine-tuning. We also report the FID score (lower is better), which
clearly shows that using a visual quality discriminator improves the quality by a significant margin.

3.5.8.1 Curating ReSyncED

All our videos are downloaded from YouTube. We specifically choose three types of video examples.
The first type “Dubbed”, contains videos where the audio is naturally out-of-sync, such as dubbed movie
clips or public addresses that are live translated to a different language (so the addresser’s lips are out-
of-sync with the translated speech). The second type is “Random”, where we have a collection of
videos and we create random audio-visual pairs similar to the previous section. The third and final
type of videos, “TTS”, has been specifically chosen for benchmarking the lip-syncing performance on
synthetic speech obtained from a text-to-speech system. This is essential for future works that aspire
to automatically translate videos (Face-to-Face Translation) or rapidly create new video content. We
manually transcribe the text, use Google Translate (about 5 languages totally) and publicly available
text-to-speech models to generate synthetic translated speech for the videos in this category. The task is

to correct lip movements in the original videos to match this synthetic speech.

3.5.8.2 Real-world Evaluation on ReSyncED

We first evaluate the generated real video results using our new automatic metrics, “LSE-D” and
“LSE-C” obtained from SyncNet [[18]. For the human evaluation, we ask 14 evaluators to judge the
different synced versions of the videos based on the following parameters: (a) Sync Accuracy (b) Vi-
sual Quality (to evaluate the extent of visual artifacts), (c) Overall Experience (to evaluate the overall
experience of the audio-visual content), and (d) Preference, where the viewer chooses the version of the
video that is most appealing to watch. The first three parameters are scored between 1 — 5, and (d) is
a single-choice voting, and we report the percentage of votes obtained by a model. We evaluate each
of the three classes of videos separately and report our results in Table [3.3] An outcome worth noting
is that the previous works, LipGAN and Speech2Vid [14] which produce several out-of-sync segments
are less preferred over the unsynced version as the latter still preserves good Visual quality. Thus, ours

is the first work that provides a significant improvement over unsynced talking face videos in-the-wild.
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We also show some qualitative comparisons in Figure 3.6 which contains a few generated samples from
the ReSyncED test set.

Method Vid. Type | LSE-D | LSE-C | FID || Sync Acc. | V.Q. | Overall Exp. | Pref.
Unsynced Videos 12.63 | 0.896 | — 0.21 4.81 3.07 3.15%
Speech2Vid [[14] 14.76 | 1.121 |19.31 1.14 0.93 0.84 0.00%
LipGAN Dubbed | 10.61 | 2.857 |12.87 2.98 391 3.45 2.35%
Wav2Lip (ours) 6.843 | 7.265 | 15.65 4.13 3.87 4.04 34.3%
+ GAN (ours) 7.318 | 6.851 |11.84 4.08 4.12 4.13 60.2%
No Lip-syncing 17.12 | 2.014 | — 0.15 4.56 2.98 3.24%
Speech2Vid [[14] 1522 | 1.086 | 19.98 0.87 0.79 0.73 0.00%
LipGAN Random | 11.01 | 3.341 |14.60 3.42 3.77 3.57 3.16%
Wav2Lip (ours) 6.691 | 8.220 | 14.47 4.24 3.68 4.01 29.1%
+ GAN (ours) 7.066 | 8.011 |13.12 4.18 4.05 4.15 64.5%
No Lip-syncing 16.89 | 2.557 | — 0.11 4.67 3.32 8.32%
Speech2Vid [14] 1439 | 1471 | 17.96 0.76 0.71 0.69 0.00%
LipGAN TTS 10.90 | 3.279 |11.91 2.87 3.69 3.14 1.64%
Wav2Lip (ours) 6.659 | 8.126 | 12.77 3.98 3.87 3.92 41.2%
+ GAN (ours) 7.225 | 7.651 |11.15 3.85 4.13 4.05 51.2%
Untranslated 7.767 | 7.047 — 4.83 491 — —

Table 3.3 Real world evaluation using our newly collected ReSyncED benchmark. Notation: “Sync
Acc.” = Sync Accuracy, “V.Q.” = Visual Quality, “Overall Exp.” = Overall Experience, “Pref.” = Prefer-
ence. We evaluate using both quantitative metrics and human evaluation scores across three classes of
real videos. We can see that in all cases, the Wav2Lip model produces high-quality, accurate lip-syncing
videos. Specifically, the metrics indicate that our lip-synced videos are as good as the real synced videos.
We also note that human evaluations indicate that there is a scope for improvement when trying to lip-
sync TTS generated speech. Finally, it is worth noting that our lip-synced videos are preferred over
existing methods or the actual unsynced videos over 90% of the time.

3.5.9 Is our expert discriminator best among the alternatives?

Our expert discriminator uses 7, = 5 video frames to measure the lip-sync error. It is also not
fine-tuned on the generated faces in a GAN setup. We justify these two design choices in this ablation
study. We can test the discriminator’s performance by randomly sampling in-sync and off-sync pairs
from the LRS2 test set. We vary the size of T,, = 1, 3, 5 to understand its effect on detecting sync. We
also fine-tune/freeze each of the three variants of T, while training the Wav2Lip model. Thus, we get
a total of 6 variations in Table [3.4] from which we can clearly make two observations. Increasing the
temporal window size T, consistently provides a better lip-sync discrimination performance. More im-
portantly, we see that if we fine-tune the discriminator on the generated faces that contain artifacts, then
the discriminator loses its ability to detect out-of-sync audio-visual pairs. We argue that this happens
because the fine-tuned discriminator focuses on the visual artifacts in the generated faces for discrimi-

nation, rather than the fine-grained audio-lip correspondence. Thus, it classifies the real unsynced pairs
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as “in-sync”, since these real face images do not contain any artifacts. Down the line, using such a weak
discriminator leads to poor lip-sync penalization for our generator, resulting in poorly lip-synced talking

face videos.

Model Fine-tuned? | Off-sync Accuracy || LSE-D | LSE-C
T, = 1 (LipGAN) v 55.6% 10.33 3.19

Ours, T, =1 X 79.3% 8.583 | 4.845
Ours, T, = 3 v 72.3% 10.14 | 3.214
Ours, T, = 3 X 87.4% 7.230 | 6.533
Ours, T, =5 v 73.6% 9.953 | 3.508
Ours, T, =5 X 91.6% 6.386 | 7.789

Table 3.4 A larger temporal window allows for better lip-sync discrimination. On the other hand,
training the lip-sync discriminator on the generated faces deteriorates its ability to detect off-sync audio-
lip pairs. Consequently, training a lip-sync generator using such a discriminator leads to poorly lip-
synced videos.

3.6 Applications & Fair Use

At a time when our content consumption and social communication is becoming increasingly audio-
visual, there is a dire need for large-scale video translation and creation. Wav2Lip can play a vital role
in fulfilling these needs, as it is accurate for videos in the wild. For instance, online lecture videos that
are typically in English can now be lip-synced to (automatically) dubbed speech in other local languages
(Table [3.3] last block). We can also lip-sync dubbed movies making them pleasant to watch (Table[3.3]
first block). Every day throughout the globe, press conferences and public addresses are live translated
but the addresser’s lips are out of sync with the translated speech. Our model can seamlessly correct this.
Automatically animating the lips of CGI characters to the voice actors’ speech can save several hours of
manual effort while creating animated movies and rich, conversational game content. We demonstrate

our model on all these applications and more in the demo video on our website.

We believe that it is also essential to discuss and promote fair use of the increasingly capable lip-
sync works. The vast applicability of our models with near-realistic lip-syncing capabilities for any
identity and voice raises concerns about the potential for misuse. Thus, we strongly suggest that any
result created using our code and models must unambiguously present itself as synthetic. In addition to
the strong positive impact mentioned above, our intention to completely open-source our work is that
it can simultaneously also encourage efforts [57, 132! 156, 21]] in detecting manipulated video content
and their misuse. We believe that Wav2Lip can enable several positive applications and also encourage

productive discussions and research efforts regarding fair use of synthetic content.
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Reconciliation

Figure 3.6 Examples of faces generated from our proposed models (green and yellow outlines). We
compare with the current best approach (LipGAN, red outline). The text is shown for illustration to
denote the utterance being spoken in the frame shown. We can see that our model produces accurate,
natural lip shapes. The addition of a visual quality discriminator also significantly improves the visual
quality.

3.7 Summary

In this work, we have proposed a novel approach to generate accurate lip-synced videos in the wild.
We have highlighted two major reasons why current approaches are inaccurate while lip-syncing uncon-
strained talking face videos. Based on this, we have proposed that a pre-trained, accurate lip-sync “ex-
pert” can enforce accurate, natural lip motion generation. Before evaluating our model, we re-examine
the current quantitative evaluation framework and hence propose a new evaluation set and metric specif-
ically for measuring lip-sync error for videos in the wild. Our model outperforms the current approaches
by a large margin in both quantitative metrics and human evaluations. All resources pertaining to this
chapter, such as demo video containing the results, code, and evaluation toolkits are available on the
project page: [cvit.iiit.ac.in/research/projects/cvit-projects/a-lip-sync-
expert—-is—-all-you—-need-for—-speech-to-lip-generation—-in-the-wild

In the next chapter, we will look into some of the key applications enabled by our accurate lip-sync

model.
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Chapter 4

Applications Of Speech-driven Lip Synthesis In The Wild

The ability to generate accurate lip movements completely driven by a speech segment opens up a
wide variety of applications that were not possible before. As our best method can perform this task
accurately, even for videos in the wild, it allows users to rapidly create video content without going
through the humongous effort of correcting lip synchronization. Let us start with a few significant
applications and finally arrive at how lip-sync can play a crucial role in an end-to-end pipeline for

translating video content.

4.1 Lip-syncing Real Animated Movie Clips

In the LipGAN chapter, we showed that it can animate CGI characters as well. We showed our result
on a static image of the Tintin character. With our new lip-sync model, we can animate real movie clips
with a speech or song of our choice. This is incredibly useful for a movie editor who can take a rendered
animated movie clip and a voiced dialogue and completely lip-sync it. To understand its impact, let us
briefly review the existing process to achieve lip-sync in real movies. A detailed review can be found
in [5].

4.1.1 The Need for Automatic Lip Animation

Animated movie production involves voice actor recording, followed by an extensive editing process.
One of the most labor-intensive processes is to correct the lip motion to match the voiced speech. To
provide an estimate, a single minute of speech requires up to seven hours of editing by a professional

animator.

4.1.2 Brief Overview of Recent Works

Given the severe need for automating the lip-syncing process, there have been a few works trying
to generate lip movements driven by speech [27], some [S] even trying to do the same real-time. A

key aspect in the approaches of these works is that it is not a generation task (like ours), but rather a
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classification task. The model chooses the right viseme from the fixed, limited set of visemes. The
former approach [27]] uses only three mouth shapes (closed, partly open, and open lip). The latter
work [15]] uses a standard set of 12 viseme classes. Both these works are speaker-specific, i.e., they need
manual annotation to create data for each voice actor to train the model. This introduces an additional
manual effort overhead. Furthermore, due to the limited set of visemes, they cannot produce smooth per-
frame lip motion transitions and yield rapid abrupt changes, making the generated result quite unnatural.
While this is satisfactory for cartoon shows, this is undesirable for high-end movie production where
natural motion is necessary. And finally, both these works do not address the problem of producing
lip motion for the animated faces in countless poses and expressions as they formulate their task of
classifying a fixed set of visemes. This further results in an additional editing overhead, which can still

be potentially significant.

4.1.3 Application of Our Model

To the best of our knowledge, ours is the first model to come close to realizing the feat of lip-syncing
actual animated movie clips. We do not need any additional training for each speaker’s voice and
animated character. We are, by design, not limited by pose and expressions of the faces. Further, we can
generate seamless fine-grained lip motion across frames. In Figure we again show our result using

Tintin, but this time on one of his animated movie clips with the underlying audio changed to a song.

Figure 4.1 Two examples from a real animated movie clip lip-synced to two different songs. Notice the
more distinctive lip movements compared to LipGAN.
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4.2 Lip-syncing for Rapid Social Media Content Creation

Social media has become a hub for creating and sharing multimedia content. These platforms have
evolved to facilitate increasingly personalized communication and rich, bold expressions. For instance,
in the early days of mobile phones, we expressed our emotions in text messages using emoticons such
as :(’, “:-D’, but these evolved into emojis, followed by vibrant visual images, GIFs, memes and even
stickers personalized for each person (Figure {.2).

4.2.1 Need for Talking Face Generation In Social Media

Content in social media revolves around a few aspects. One such aspect is personalization, and
it revolves around our need to express ourselves uniquely and stand out. For instance, personalized
stickers that resemble oneself have gained immense popularity over generic emojis. Moreover, these
personalizations are re-used often in different situations to build sort of a digital image of oneself. That
is another aspect of social media: re-usability. We frequently re-use and adapt GIFs and memes as they
unambiguously convey our emotions in a way the recipient can clearly understand. Both these aspects

of social media demand high-quality content creation that is engaging, expressive, and entertaining.

4.2.2 Recent Trends in Animating the lips of virtual characters

Lip sync can play a pivotal role in this content creation. For instance, people have always wanted to
personalize the stickers further to speak certain words leading Apple to release “Animojis” that captures
the user’s lip movements using sophisticated hardware and re-creates it on these stickers. The desire to
lip-sync oneself to random audios is not just limited to stickers. Viral apps like Musical.ly, Tiktok, and
several other similar applications allow users to lip-sync to a random song (enacting) and share it in their
social circles. There have also been research works on facial re-enactment [55]], which aim to mimic
existing lip motion. However, this does not produce fine-grained lip shapes [54], and cannot synthesize

for novel speech without a corresponding driving video.

4.2.3 Results of our model

In contrast to previous works that require a secondary driving video or complex facial mapping
hardware, we demonstrate that we can animate the lip movements of virtual characters using just the

speech.

4.2.3.1 Talking Stickers and GIFs

We show results of animation on stickers, producing the same effect as “Animojis”, but without any
additional hardware need (Figure {.2). Our model can also be applied for GIFs (Figure {.2). GIFs
contain rich expressions and are used to react to situations, but the characters in GIFs do not usually
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utter words. Given a short word or phrase, we can morph the lip movements in GIFs to utter words
based on the user’s desire. We can see in the top right of Figure 4.2|that a generic GIF with a surprised
expression can be altered to say "What!” leading to a new personalized GIF for the exact situation the

user wants to use this in.

4.2.3.2 Animated Talking Memes

Let us first briefly understand one of the most popular forms of content on the Internet: memes.
Internet Memes have risen to tremendous popularity in the past decade as a universal medium to rapidly
propagate ideas, emotions, and cultural phenomena. Memes shared in social networking services (SNS)
are almost always graphical, primarily in the form of static images. A typical meme image can be dis-
entangled into two key components: i) a visual component that portrays a central character imitating a
style of human behavior or an emotional reaction and ii) an overlayed language component containing a
witty catchphrase or a punchline. They are “multimodal constructions” [[20], allowing a user to express
himself (herself) using rich visual information and also unambiguously through text. Both the modal-
ities supplement one another, conveying the intentions or feelings powerfully to the recipient. Their
popularity arises from their immense relatability, i.e., large masses of online users share and bond over

the same emotion when they see a meme.

A key aspect of meme creation is that new memes are adapted from existing ones by just changing
the overlayed text to suit novel situations. For instance, in Figure #.2] we can see that the phrase “One
does not simply” can be followed by a different punchline such as “go to sleep after watching a single
episode”. While only the text is typically changed, we can make memes potentially even more catchy
and personalized by animating the lip movements of the faces to match the displayed text. This results

in animated talking memes that utter the text present in the meme.

We first detect and recognize the text using an existing text recognition method [[11]]. Our network
only ingests audio, but it also works for synthetic speech. This is quite critical, as otherwise, a new
manual effort would be needed. To obtain the synthetic speech, we use the Tacotron2 [52] model with
multi-speaker support [36] to generate speech in any desired voice. Using the generated speech, we can
now lip-sync the meme face to match the audio. These personalized talking memes can lead to an even

more exciting user experience, which has not been explored so far.

4.3 Smoothly Handling Internet Bandwidth Issues during Video Delivery
At a time when we are all working from home and attending meetings over video calls, and students

are watching lectures online, we have all been victims of poor network connections interrupting our

activities. In the sub-sections below, we show how we can smoothly handle two such cases.
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Figure 4.2 Our network can seamlessly animate real stickers used in today’s smartphones, even though
it has never seen such examples during training. We can adapt GIFs to seamlessly speak relevant words
for sharing in different situations. We can also create talking memes that speak out the text content in
the meme, thus, opening up new possibilities for social media content creation.

4.3.1 Compressing Lecture Videos

Lecture videos are delivered to students through the internet in several ways. They can be live
sessions or pre-recorded classes that the students can download at any time. We focus on the latter
in this sub-section, as it offers a lot more flexibility to the tutor, the student, and options for a better

compression as well.

Recorded lecture videos typically consist of three parts that can all be separately delivered to the
student: (i) document images (slides), (ii) recorded audio, and (iii) a video stream containing the tutor’s
face speaking. The first part is already of a minimal size, and various techniques have been devel-
oped 1381169, [68]] for audio compression. Thus, in this section, we focus on reducing the bandwidth

for the visual stream.

Our main idea is that if an app in the client’s (student) side has a few short video clips of the tutor,
then it can create a long, composite lecture video by replicating the short clips and switching between
these short clips at regular intervals. We can then perform lip-sync on this long composite video to
match the speech. The app can then combine the transmitted (maybe after decompression) audio, the
slides, and the generated composite face video to yield the lecture video. We show some results of

lecture video lip-sync in Figure [4.3]
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Figure 4.3 Our network can generate near-realistic lecture video content from the speech. This opens
up the possibility for sharing lecture videos with low bandwidth requirements.

4.3.2 Continuing a Video Call With Just the Speech Signal

Another similar application, but slightly futuristic, is video call compression. As the network gets
congested and the call lags, we inevitably switch off the video stream to ease the network bottleneck,
but this diminishes the user experience. Besides, a user would rarely switch back to the video later,
as it might cause another interruption. Thus, it would be beneficial to smoothly handle bottlenecked
connections without user interventions. Using our state-of-the-art lip sync model, we can generate a
video stream for the user when we cannot transmit the video frames due to the network bottleneck.
Similar to how we used existing short reference clips in lecture video compression, here we use the past
frames and the transmitted speech signal to generate a lip-synced video. The stream can switch back
to real frames once the connection is back to the desired strength. Refer to Figure [d.4] for a detailed

illustration of this application.

Past Visual Signal

Our Lip-sync
Model

promised

i L T

Figure 4.4 A futuristic example of how we can generate the visual stream during network slowdowns
using the past visual frames and the transmitted speech. The generated frames are completely lip-synced
and continue to have real head motion and gestures.
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4.4 Lip-syncing dubbed movies and TV shows in any language

In the LipGAN chapter, we showed a glimpse of how dubbed movies can be lip-synced using Lip-
GAN. However, LipGAN was inaccurate for real-world videos, leading to unnatural lip shapes and
out-of-sync segments for many movie clips. However, with our new lip-sync model in Chapter [4] we

can lip-sync diverse movie scenes in various poses, lighting, identities, and languages. Figure[4.5]shows

samples from several movie scenes and TV shows lip-synced for a dubbed speech in a different lan-

guage.

Figure 4.5 We can accurately lip-sync dubbed scenes of actual movies and TV shows. Our method
works for any language, smoothly handles pose changes, and produces natural lip shapes. The first row
is Charlie Chaplin giving an emotional speech in Hindi (original: English). The second row contains
a Shahrukh Khan movie scene with him speaking in English (original: Hindi), and a Game of Thrones
scene with German (original: English). The last row is Captain America’s speech in Hindi (original:
English).

4.5 Lip-syncing Live Translations at Press Conferences

In a country like India with rich linguistic demography, each local region has press conferences in
its own local language news channels. Further, important global news and addresses by leaders also
occur mainly in the country’s local language. Thus, these press conferences are live translated while

being broadcast for foreign viewers, but the lips are out of sync with the actual speaker on screen. We
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demonstrate in Figure [4.6| that we can accurately lip-sync the translator’s voice with the actual speaker,

thus significantly improving the experience.
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Figure 4.6 We can accurately lip-sync the live translation of actual press conferences in foreign lan-
guages to improve the experience of a foreign viewer.

4.6 Face-to-Face Translation

Finally, we present one of the most critical applications, in our opinion, of lip synthesis models: an
indispensable module for “visual translation”, leading to the concept of “Face to Face Translation”.

Today, all over the world, we aspire to communicate effectively across language barriers. Con-
sequently, there has been tremendous progress by the research community towards this goal. Neural
Machine Translation (NMT) systems have become increasingly competent [64} (7, 59]] in automatically
translating foreign languages without the need for a human in the loop. The success of the recent NMT
systems not only impacts plain text-to-text translation but also plays a pivotal role in speech-to-speech
translation systems. The latter problem is also of great interest because a large part of our commu-
nication with others is oral. By cascading speech recognition, neural machine translation, and speech
synthesis modules, current systems can generate a translated speech output for a given source speech
input. The concept of “Face to Face Translation” proposes to extend this line of research further with
a visual module that can significantly broaden the scope and enhance the user experience of existing

speech translation systems.
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The need for a visual module arises from the meteoric rise in audio-visual content creation and
consumption. Translating in just the speech domain can cause the visual domain to be “off-sync” with
the speech, as the translated speech does not match the lip movements in the video. The most popular
ones among the previous applications we mentioned above are clearly where the content of the speech
has changed, such as movie dubbing, animating CGI characters, or lip-syncing live translated broadcast
videos. Face to Face Translation aims to automate the translation of the speech component and perform
lip-sync to translate the visual content. The speech can be translated by cascading ASR, NMT, TTS,
typically done for speech-to-speech translation. The translated speech can be used to lip-sync the video
stream to get a final translated video. This can have applications like automatically dubbing movies,
translating video conversations or interviews, and automatically translating educational content into

local languages. We show the impact of visual translation, i.e., lip-sync for Face-to-Face Translation in

Figure

4.7 Summary

In this chapter, we saw a multitude of actual, real-world applications made possible by an accurate
speech-driven lip sync model. In all our examples, we can see that the resultant lip-synced videos are
nearly indistinguishable from the original videos, except for the corrected lip-sync. The sheer advantage
of being able to lip-sync any identity and speech in any language makes our model truly unconstrained,
allowing us to explore limitless possibilities, even enabling applications on synthetic content such as
CGI movie characters, text-to-speech system voices, and stickers. We believe that our lip-sync model
will pave new avenues for rapid audio-visual content creation and also encourage future research efforts

in this space.
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Figure 4.7 Face to Face Translation examples. The first row in each example contains the original source
language video with lip movements different from the target language speech. Lip-sync corrected results
are shown in the second row, along with the utterances at that point. We can translate real interview
conversations, actual movie scenes, and lecture videos. This significantly improves the accessibility of
audio-visual content. The key part of this translation system is the visual lip-sync module to ensure that
the final speech and the lip movements match.
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Chapter 5

Conclusions

In this thesis, we extensively investigated the problem of speech-driven lip synthesis in the wild. We
identified major issues in existing works and designed two novel approaches that significantly improve
the quality and accuracy of lip-synced talking face videos.

In Chapter 2] we started by introducing a basic, skeletal framework for lip-syncing an arbitrary iden-
tity in the wild. We then delved into this framework and investigated why existing speaker-independent
methods do not produce results comparable to the models that are trained for a specific speaker. Even
more importantly, we found that they completely lose visual information such as pose, expressions,
background, etc. The reason for this was because of inadequate visual priors. We solved this with a
novel in-painting approach that allowed us to control the pose, expression, background in the generated
frame. Thus, our new model, LipGAN, generated high-quality lip-sync videos compared to previous
works.

In Chapter [3] we investigated why existing approaches, including LipGAN, are consistently inaccu-
rate while lip-syncing videos in the wild. We found that both L1 reconstruction loss and the discrimi-
nator penalization in LipGAN are inadequate to penalize the inaccurately generated lip shapes. Thus,
in Wav2Lip, we employed a powerful lip-sync discriminator that is far more accurate. Our final model,
Wav2Lip, was able to lip-sync videos in the wild with remarkable accuracy and quality.

Finally, in 4 we demonstrated our model for several attractive real-world applications. Our work
opens up new avenues for learning and synthesizing face and speech attributes from one another. Future
works can aim to tackle problems such as inferring emotion and expressions from speech. Learning
head gestures, hand gestures from the speech is also worth exploring. Another interesting problem
would be to handle the length differences between the video and speech before and after translations.
Adapting the lip synthesis models for artificial data like CGI faces and TTS generated voices can lead to
even more applications. We hope that this work encourages future research works in similar promising

directions.
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