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Abstract

The human body is a complex structure consisting of multiple organs, muscles and bones. However,
in regard to modeling human motion, the information about fixed set of joint locations (with fixed bone
length constraint) is sufficient to express the temporal evolution of poses. Thus, one can represent a
human motion/activity as temporally evolving skeleton sequence. In this thesis, we primarily explore
two key problems related to modeling of human motion, the first is efficient indexing & retrieval of
human motion sequences and the second one is automated generation/synthesis of novel human motion
sequences given input class prior.

3D Human Motion Indexing & Retrieval is an interesting problem due to the rise of several data-driven
applications aimed at analyzing and/or re-utilizing 3D human skeletal data, such as data-driven animation,
analysis of sports biomechanics, human surveillance, etc. Spatio-temporal articulations of humans,
noisy/missing data, different speeds of the same motion, etc. make it challenging and several of the
existing states of the art methods use hand-craft features along with optimization-based or histogram-
based comparison in order to perform retrieval. Further, they demonstrate it only for very small datasets
and few classes. We make a case for using a learned representation that should recognize the motion
as well as enforce a discriminative ranking. To that end, we propose, a 3D human motion descriptor
learned using a deep network. Our learned embedding is generalizable and applicable to real-world data -
addressing the aforementioned challenges and further enables sub-motion searching in its embedding
space using another network. Our model exploits the inter-class similarity using trajectory cues and
performs far superior in a self-supervised setting. State of the art results on all these fronts is shown on
two large scale 3D human motion datasets - NTU RGB+D and HDMOS5.

In regard to the second research problem of Human Motion Generation/Synthesis, we aimed at
long-term human motion synthesis that can aid to human-centric video generation [9]] with potential
applications in Augmented Reality, 3D character animations, pedestrian trajectory prediction, etc. Long-
term human motion synthesis is a challenging task due to multiple factors like long-term temporal
dependencies among poses, cyclic repetition across poses, bi-directional and multi-scale dependencies
among poses, variable speed of actions, and a large as well as partially overlapping space of temporal pose
variations across multiple class/types of human activities. This paper aims to address these challenges to

synthesize a long-term (> 6000 ms) human motion trajectory across a large variety of human activity

'Video for Human Motion Synthesis.
ZVideo|for Human Motion Indexing and Retrieval.
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classes (> 50). We propose a two-stage motion synthesis method to achieve this goal, where the first
stage deals with learning the long-term global pose dependencies in activity sequences by learning to
synthesize a sparse motion trajectory while the second stage addresses the synthesis of dense motion
trajectories taking the output of the first stage. We demonstrate the superiority of the proposed method
over SOTA methods using various quantitative evaluation metrics on publicly available datasets.

In summary, this thesis successfully addressed two key research problems, namely, efficient human
motion indexing & retrieval and long-term human motion synthesis. In doing so, we explore different
machine learning techniques that analyze the human motion in a sequence of poses (or called as frames),

generate human motion, detect human pose from an RGB image, and index human motion.
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Chapter /

Introduction

The human body is a complex structure consisting of multiple organs, muscles and bones. However,
in regard to modeling human motion, the information about fixed set of joint locations (with fixed
bone length constraint) is sufficient to express the temporal evolution of poses. Alternatively, surface
models can be used to represent human body (e.g., meshes, voxels, etc.). In this thesis, we stick to
former representation with human motion/activity modeled as temporally evolving skeleton sequence
and attempt to solve two key problems related to human motion, namely, Human Motion Indexing &

Retrieval and Long-term Human Motion Synthesis.

3D human motion retrieval is an emerging field of research due to several attractive applications such
as data-driven animation, athletic training, analysis of sports bio-mechanics, human surveillance and
tracking etc. Performing such analysis is challenging due to the high articulations of humans (spatially
and temporally), noisy/missing data, different speeds of the same action etc. Recent research in pose
estimation, reconstruction, as well as the advancement in motion capture systems has now resulted
in a large repository of human 3D data that requires processing. Moreover, since the procurement of
new motion data is a time-consuming and expensive process, re-using the available data is of primary
importance. To that end, we solve the problem of 3D Human Motion Retrieval and address several
of the aforementioned challenges, using, a 3D human motion descriptor learned using a deep learning
model. While 3D human motion recognition is a commonly researched field, 3D human motion retrieval
is much less explored. The task of human motion retrieval consists of two parts - building the feature
representation and then the retrieval algorithm. Therefore, it requires recognizing the action as well as,

importantly, enforcing a ranking i.e., a “low-dimensional”, “recognition-robust” and “discriminative’

feature embedding that is capable of fast retrieval is desirable.

Recently, human motion synthesis is gaining ground as it is widely used to aid human-centric
video generation with potential applications in Augmented Reality, 3D character animations, pedestrian
trajectory prediction, etc. Human motion synthesis is a challenging task due to multiple factors like, long-
term temporal dependencies among poses, cyclic repetition across poses, bi-directional and multi-scale

dependencies among poses, variable speed of actions and a large as well as partially overlapping space of



temporal pose variations across multiple class/types of human activities.

/12L\ay down

Lay down

(a) CCTYV surveillance (b) Athletic training

Figure 1.1: Applications of human motion indexing & retrieval

1.1 Motivation

In recent years due to an increase in the availability of 3D human pose data, it has become a cumber-
some task to keep track and reuse of the existing data. This lead the researchers to look for a method
to index a large amount of 3D data and retrieve it when needed. There are multiple other applications

associated with human motion indexing & retrieval such as:

Data-driven Animation Data-driven animations are created using data collected from multiple data
sources where data can be stored in different modalities. We require motion indexing & retrieval to

efficiently collect the data from these sources.

Athletic Training Generally the athletic trainers are highly qualified, multi-skilled professionals who
provide sports training to the athletes. Generally, they are not affordable for a large number of athletes. As
shown in Fig. [[.T6] 3D human motion indexing & retrieval can help in training the athletes by comparing

his/her performance with a professional athlete and provide a score accordingly.

Human Surveillance Video surveillance involves the act of observing a scene and looking for spe-

cific behaviors that are improper or that may indicate the emergence or existence of improper behavior as



(a) Virtual reality

(d) Bio mechanics [31]]

Figure 1.2: Applications of human motion synthesis

shown in Fig. [I.Tal Motion indexing & retrieval can be used for the purpose of surveillance by comparing

a given scenario with the past ones.

As 3D animation is an expensive and time-consuming process, researchers started to explore the
directions along human motion synthesis to make the process cheaper and faster. Recently, human motion

synthesis is gaining ground due to its potential applications such as

Augmented Reality Augmented reality is an interactive experience of a real-world environment as shown
in Fig. [[.2a] Human motion synthesis is used to mimic different types of activities in augmented reality.

It is also used in robotics to predict the trajectories of joints while performing an action.



Pedestrian Trajectory Prediction As shown in Fig. pedestrian trajectory prediction is the problem
of predicting the spatial coordinates of pedestrians in the vicinity of the vehicle. Human motion synthesis

can be used to predict future poses and hence the location of the pedestrian.

Bio Mechanics Human motion synthesis techniques can be used to predict anatomical symptoms, such
as bone deformity and contracture, affect full-body movements. Simulation of dynamic human models

can evaluate the effectiveness of prostheses also as shown in Fig. [I.2d|

1.2 Problem Formulations

1.2.1 Human motion indexing & retrieval

This problem deals with finding discriminative representation of human motion sequences so as
efficiently index and retrieve them. More specifically, we aim to represent a sequence of poses as a
fixed dimensional feature vector and map it to a common discriminative subspace where similar activity
sequences are project together. At test time we can calculate the feature vector for the query sequence
and retrieve sequences similar to this using nearest neighbor approach in the feature space. Fig. [[.3]

outline the construction of a motion sequence indexing & retrieval setup.
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Figure 1.3: Human Motion Indexing & Retrieval Setup : Attempts to learn a discriminative feature space
in order to project the input motion sequence for indexing and subsequently employ nearest neighbors in
the feature space for retrieval task.

1.2.2 Long-term human motion generation

Here the aim is to generate the motion sequence in two stages: the first stage deals with learning
the long-term global pose dependencies in motion sequences by learning to synthesize a sparse motion
trajectory, while the second stage addresses the generation of dense motion trajectories taking the output

of the first stage. Fig. [I.4]outline the typical setup for human motion synthesis.
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Figure 1.4: Long-term human Motion Generation : Initial poses along with activity class label are given
as input to predict a sequence of future poses.

Following are the major challenges associated to these two problems.

Length of an action: The length of action can vary depending on the performer or the situation. It
becomes difficult for a model to capture the information among poses when the same activity is spanned

across different number of poses.

Speed of motion performed: Same activity can be performed at different speeds that make it even more

complicated for a network to differentiate between different types of activities.

Efficient indexing: It is necessary for indexing & retrieval method to be efficient and capable of retriev-
ing the results in real-time for it to be used as an application. Achieving this becomes challenging when

we have to extract out the features of a sequence and then search for similar sequences over a large dataset.

Sub-activity retrieval: For a given sub-activity it is a challenging task to retrieve the activities that
contain it. As the features of a sub-activity will lie in a different space than that of activity, it becomes

impossible to compare the features of these two.

Noisy data: Training a network becomes more challenging in case of inaccurate 3D joint locations as
shown in Fig. [[.5b] A typical pre-processing attempts to reduce such noise by smoothening the data
across the temporal domain using the Savitzky Golay filter. Additionally, many times there are missing
joints owing to severe self-occlusions or joint is not visible in the frame as shown in Fig. [I.5a

Long-term dependencies among poses: It is a challenging task to capture the long-term dependencies
among poses due to their ambiguous nature. They can be different within the same class and same across



(a) Overlap in RGB image leads to inaccurate pose

(b) Noisy data

(c) Complex actions

Figure 1.5: Challenges associated with study of human motion

different classes.

Cyclic repetition across poses:Synthesizing cyclic motion is hard as the number of iterations and
their lengths can be different within the same activity for example the number of times we move our hand
back and forth while waving can vary across different instances. These types of ambiguities make it hard
to synthesize cyclic motion.

Overlap of temporal pose variations across multiple classeDue to the signi cant overlap of sub-
activities across different activities, it becomes hard for a network to distinguish between different types
of activities. These types of activities are projected in the close proximity in feature space, hence the
generated motion can be a mix of these two.



Large number of different complex activity classes: Training a single network for a large num-

ber of different complex activities is a challenging task as it becomes hard for a network to capture
the information about all of the complex activities and sometimes distinguish between them. Fig. 1.5¢
demonstrates a person performing complex activity that can be challenging for a network to understand.

1.3 Scope and Contributions

The main focus of our work is on studying human motion and we assume that the 3D skeleton
information is already available. We explore different types of modalities used to represent the human
pose data, techniques for human motion indexing & retrieval, and nally different methods for human
motion synthesis. We propose ef cient, scalable, and easy to learn automation models for human motion
indexing & retrieval and human motion synthesis. Finally, we compare our methods with the existing
SOTA methods and show superior results using our methods on three large publically available datasets.
Following are the main contribution of the thesis

We propose a novel deep learning model that makes use of trajectory cues, and optionally class
labels, in order to build a discriminative and robust 3D human motion descriptor for retrieval.

Further, we perform a sub-motion search by learning a mapping from sub-sequences to longer
sequences in the dataset by means of another network.

We propose a novel two-stage deep learning method to synthesize long-term (6000-10000 ms)
dense human motion trajectories.

Proposed method can generate a new motion trajectory as a temporal sequence of multiple activity
types.

To the best of our knowledge, our method rst time demonstrates the generalization ability of any
long-term & 6000ms) motion trajectory synthesis method o86ractivity classes.

1.4 Thesis Overview

Chapter 2 provides the background required for understanding the proposed solutions. Along with
that, we discuss the previously proposed approaches, their shortcomings, and paradigm shifts in
the respective elds.

In Chapter 3, we outline our proposed methbdepHuMSor human motion indexing & retrieval.
We compare our method with the existing ones on NTU RGB4D énd h3.6 f3] datasets and
show SOTA performance.



In Chapter 4 we explore the human motion synthesis task and propose a two-staged method for the
same. We compare our method with the existing ones on NTU RGEB¥ahd CMU dataset]]
and present SOTA performance.

Finally, Chapter 5 presents the conclusions and future directions to work on.



Chapter 2

Background

In this chapter, we provide the necessary background for human motion indexing & retrieval and
human motion synthesis. We also introduce the relevant techniques in literature and their shortcomings.
The well attempted problem of human action recognition is a similar to human motion retrieval in term
of of extracting class speci ¢ feature, however with a nal goal to predict class label for an input skeleton
sequence. Motion retrieval on the other hand attempts to learn the discriminative subspace where similar
motion sequences need to be projected close by while the signi cantly different ones far away. Human
motion synthesis is comparatively unexplored by the computer vision community due to the lack of 3D
human pose data. However, due to the advancement in technology, it has become possible to capture
3D data without spending a fortune on it. Boost in the Generative models in recent years also played a
signi cant role in attracting the research community towards human motion synthesis.

2.1 Human Body Representation

In this section, we provide different types of modalities that are used to store human pose data.
Majorly there are two types of modalities used to store human pose data, rst type stores only the human
skeleton data i.e. the joint locations of the human body as shown in Fig. 2.1a, and the second type stores
the body shape along with the joint locations as shown in Fig. 2.1b.

Due to advancements in machine learning, it has become possible to accurately predict the human
skeleton or human body from RGB images. 89]| authors proposed a skinned vertex-based model
that accurately represents a large variety of human body shapes in natural poses. The proposed model is
trained from data that includes the rest blend weights, pose template, a regressor from vertices to joint
locations and pose-dependent blend shapes. This simple formulation enables training of the entire model
from a relatively large number of aligned 3D meshes of different persons in different types of poses.

In [47] authors introduce a large-scale dataset for RGB+D human action recognition with 4 million
frames and more than 56 thousand videos samples, collected from 40 distinct subjects. This dataset
contains 60 different action classes including daily, mutual, and health-related actions. This dataset is
collected using three Kinect cameras and provides raw activity videos capturing RGB, depth, and infrared



(a) NTU human skeleton representation. (b) SMPL human body representation.

Figure 2.1: Different modalities to represent human pose

modality, along with corresponding per pose skeleton data2fjbints. The provided 3D points are
considered as the skeleton joints and the edges connecting these points are considered as the bones.

2.2 Relevant Machine Learning Methods

2.2.1 Recurrent Neural Networks

In a Recurrent neural network (RNN) connections between nodes form a directed graph along a
temporal sequence. This makes the RNN exhibit temporally dynamic behavior. The word recurrent
means the output at the current time step is given as input to the next time step. At each element of the
sequence, the model considers what it remembers about the preceding elements along with the current
input. The memory structure of RNN allows the network to learn temporal dependencies present in a
long sequence which means it can consider the entire context while making a prediction, whether that be
a sentiment classi cation, the next word in a sentence, or the next temperature measurement. Fig. 2.2
shows popular types of RNNs used in practice.

2.2.2 Siamese Network

As shown in Fig. 2.3, Siamese neural network is an arti cial neural network that uses the same
weights to compute comparable output vectors for two different input vectors. Generally, one of the
output vectors is pre-computed and is considered as a baseline, the other output vector is computed

10



Figure 2.2: Different types of Recurrent Neural Networks.

and compared against it. In our method, we use the Siamese network to bring similar type of activity
sequences closer and push different types of videos further from each other. Action recognition networks
create complex boundaries between different class, hence retrieval results won't be good in its feature
space. But when we use the Siamese network, similar activity sequences are brought close to each other
and the retrieval results will be better than that of only action recognition because the nearest neighbors
will be more sensible in this case.

Figure 2.3: Siamese network architecture.

2.3 Related Work For Human Motion Indexing & Retrieval

In this section, we shall review the techniques proposed in the past few years for human motion
indexing & retrieval. Most approaches on the 3D human motion retrieval have focused on developing
handcrafted features to represent the skeleton sequéfc®s[54]. In this section, we broadly categorize
them by the method in which they engineer their descriptors.

11



2.3.1 Conventional Methods

While a few use an objective functidsif], few others use codebook or histogram comparis@bs3g]
to do the same. The traditional frame based approaches extract out features for everylfthpreppsed
a geometric pose feature to encode pose simila@y Jsed joints' orientation angles and angles-forward
differences as local features to create a codebook and generate a Bag of Visual Words to represent the
action. [LO, 12] suggest hand drawn sketch based skeleton sequence retrieval methods. On the other
end of the spectrum, sequence based motion features utilize global properties of the motion sequence
[24, 42, 46]. Muller et al [42] presented the motion template (MT) in which motions of the same class
can be represented by an explicit interpretable matrix using a set of boolean geometric feature. To tolerate
the temporal variance in the training process, dynamic time warping (DTW) was employed in their work.
However, it still requires the training data in the same class to have the same number of repetitions and
both the training as well as retrieval process of MT are time-consumbi@jc{eated a temporal motion
model using HMM and a histogram of 3D joints descriptors after creating the dictionad5s]irauthors
applied a Gaussian Mixture Model to represent character poses, wherein the motion sequence is encoded,
then they used DTW and a string matching to nd similarities between two videos. Recently many graph
based models have been proposed to exploit the geometric structure of the skeletén, @4 f].
The spatial features are represented by the edges connecting the body joints and temporal features are
represented by the edges connecting the same body joint in adjacent frames.

2.3.2 Deep Learning Methods

Figure 2.4: Multi-channel deep autoencoder for extracting deep signature from motion segments [56]

For the task of retrieval, 5] proposed a simple auto-encoder that captures high-level features.
However, their model doesn't explicitly use a temporal construct for motion data. Primarily, learnable
representations from 3D motion data have been used for other t&88k83] are a few amongst many
who used deep learning models for 3D motion recognition. Similaiyadlopts a unidirectional LSTM

12



to encode the skeleton frames within the hidden network states and learn what subsequences of encoded
frames belong to the speci ed action classes.

Broadly, the existing methods are affected by noisy data, the length and variable frame rates of
sequences, and are slow at retrieval. Further, they lack a learned discriminative embedding which is
capable of performing sub-sequence retrieval.

2.4 Related Work for Human Motion Synthesis

High applicability of human motion synthesis has attracted researchers from different elds. Multiple
approaches have been proposed to solve this task in the literature. In this section, we broadly categorize
them by the method in which the authors engineer their descriptors.

2.4.1 Conventional methods

Figure 2.5: lllustration of a 4D parametric motion graph showing four nodes with parameterised motion
spaces: walk (top) parameterised for speed and direction; long-jump (bottom-left) parameterised for
length; jump-up (bottom-middle) parameterised for height; and reach (bottom-right) parameterised for
hand location. [8]

Many conventional methods30, 41, 27, 8] used graph based modeling of poses for motion trajectory
synthesis. Recent advancement in deep learning area led to reinvigorated interest in this problem domain.
However, majority of the methods aimed at short or medium-term motion synthesis and that limited to
single or small set of activity classes. There exist multiple types of approaches that do not use machine
learning to synthesize human motion. 80] authors used techniques like k-means clustering to represent
the poses in a lower dimensional embedding of poses and built a graph on those embeddings, but there
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isn't provided any way to control the motion synthesis. 4d][authors built a graph in the Laplacian
embedding for the purpose of pose tracking. 2, [8] authors build a graph on the given poses and
proposed an approach to generate walking motion on a given trajectory, but the given approach is not
capable of generating any other type of action.

2.4.2 CNN Based Methods

Figure 2.6: In 2], the framework allows the animator to synthesize character movements automatically
from given trajectories.

In [23] Ji et al. proposed an approach for action recognition in RGB videos using a 3D convolutional
network and demonstrated that CNNs are capable of capturing temporal information. Recent studies
have incorporated CNNs for the purpose of human motion synthesis also. Auth®g urs¢d foot and
ground contact information to synthesize locomotion task over a given trajectory using a convolutional
autoencoder, but the proposed approach is limited to the locomotion task only and isn't capable of
synthesizing any other type of action. B0] authors proposed a method to generate human motion using
a graph convolution network.

2.4.3 RNN Based Methods

RNN based approaches have performed well for action recognition as shodf].ingeveral
researchers followed a similar direction to solve the task of human motion synthesis and proposed
approaches based on RNNs. Kundu et &9 jproposed a method for the task of human motion
synthesis using an LSTM autoencoder setup, the proposed network encodes and then decodes back
a given motion but is not capable of generating any novel human motiorl.6lrafithors proposed
an approach to generate human motion using LSTM autoencoder setuf®] &ufhors proposed a
variational autoencoder setup to generate human motiord0Olrtlje network is trained on multiple
actions, but they didn't provide any way to control the type of output motion trajectory. Recenig]in [

Kundu at. el. proposed a method for long-term human motion synthesis using conditioned recurrent
neural networks.
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Figure 2.7: In 0] CSGN starts with latent signal sequences sampled from Gaussian process prior and
gradually constructs skeleton sequences of the dance move via convolution and upsampling operations.
The blue skeleton and yellow skeleton share part of latent signals (shown in green), resulting in a temporal
dependency between them. The relation for longer duration is brought by the Gaussian process.

2.4.4 Generative Models Based Methods

There has been a signi cant increase in applications and performance of generative models with the
arrival of GAN [17]. Generative adversarial networks were originally proposed to generate images and
later on for videos. Recent methods attempted to synthesize better human motion by incorporating GANs
with RNNs in seq. to seq. autoencoders. 26][Kiasari et al. proposed a method to generate human
motion using labels starting poses and a random vector to synthesize human motion, but they did not
provide any quantitative results in the paper, and qualitative analysis is also unsatisfact8pautirs
proposed an approach to generate human motion using GAN.
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Figure 2.8: The proposed model 2 consists of an autoencoder and a conditional GAN that can take
multiple conditions to generate multiple classes of human actions with different styles.
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Chapter 3

Human Motion Indexing and Retrieval

3.1 Introduction

In this chapter, we outline our proposed solution for ef cient indexing & retrieval of human activity
sequences. As introduced in chapter 1, 3D Human Motion Retrieval is an emerging eld of research due
to several attractive applications such as data-driven animation, athletic training, analysis of sports bio-
mechanics, human surveillance and tracking etc. Performing such analysis is challenging due to the high
articulations of humans (spatially and temporally), noisy/missing data, different speeds of the same action
etc. Recent research in pose estimation, reconstruction, as well as the advancement in motion capture
systems has now resulted in a large repository of human 3D data that requires processing. Moreover,
since the procurement of new motion data is a time-consuming and expensive process, re-using the
available data is of primary importance. To that end, we solve the problem of 3D Human Motion Retrieval
and address several of the aforementioned challenges, using, a 3D human motion descriptor learned
using a deep learning model. While 3D human motion recognition is a commonly researched eld, 3D
human motion retrieval is much less explored. The task of human motion retrieval consists of two parts -
building the feature representation and then the retrieval algorithm. Therefore, it requires recognizing the
action as well as, importantly, enforcing a ranking i.e., a “low-dimensional” “recognition-robust” and
“discriminative” feature embedding that is capable of fast retrieval is desirable.

Aiming at incorporating several of these properties, several hand-crafted features from skeleton
sequences have been develoded) 14]. There has also been considerable research in the direction of
improving the retrieval algorithm3R, 38] and having better similarity metrics for comparis@b,[11].

For retrieval purposes, one common method is to solve an optimization problem, which is however
slow and susceptible to local minim&s7]. Alternatively, a few others perform a histogram/code-book
matching. However, these methods are affected by noisy data, different length and variable frame rates
of sequences etc. Moreover, they all demonstrate their retrieval accuracy over a very small number of
sequences and classes. Hence, we would like to move towards learnable representations that can account
for several of these shortcomings, while still maintaining minimal supervision.
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Figure 3.1: Given a query 3D Skeletal Motion Sequence, we retrieve the top-k most similar sequences.
A major motivation is that the corresponding videos of the retrieved results are view, appearance and
background invariant.

A closely related problem to retrieval in which learnable representations have been widely explored is
3D action/motion recognition. In the last few years, several deep learning model innovations have been
made to better exploit the spatial and temporal information available in skeleton3&ta6[51]. While
these models do a respectable job in recognition, they perform poorly in retrieval due to not having a
discriminative enough embedding space. Further, several of them highly depend on the availability of
class labels. The number of class labels available in existing datasets is fairly limited, and such supervised
models are incapable of exploiting similar sub-actions amongst various classes. Hence, the requirement
of a more generalized model is in order.

Therefore, in this paper, we would like to propose a discriminative learnable representation, Deep-
HuUMS, for retrieval, that produces instantaneous retrieval with a simple nearest neighbour search in the
repository. To summarize, our contributions are:

We propose a novel deep learning model that makes use of trajectory cues, and optionally class
labels, in order to build a discriminative and robust 3D human motion descriptor for retrieval.

Further, we perform sub-motion search by learning a mapping from sub-sequences to longer
sequences in the dataset by means of another network.
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Experiments are performed, both, with and without class label supervision. We demonstrate our
model's ability to exploit the inter-class motion similarity better in the unsupervised setting, thus,
resulting in a more generalized solution.

Our model is learned on noisy/missing data as well as motions of different speeds and its robustness
in such scenarios indicates its applicability to real world data.

A comparison of our retrieval performance with the publicly available state of the art in 3D motion
recognition as well as 3D motion retrieval on 2 large scale publicly available datasets is done to
demonstrate the state-of-the-art results of the proposed model.

3.2 DeepHuUMS: Our Method

In order to build a 3D human motion descriptor, we need to exploit the spatio-temporal features in the
skeletal motion data. Brie y, we have three key components - (i) the input skeletal location and joint level
motion trajectories to the next frame, (ii) an RNN to model this temporal data and (iii) a novel trajectory
based similarity metric (explained below) to project similar content together using a Siamese architecture.
We use two setups to train our model - (a) self-supervised, with a “contrastive loss” given by Equation 3.1
to train our Siamese model and (b) supervised setup, with a cross entropy on our embedding, in addition
to the self-supervision. Refer to Fig. 3.1 for a detailed architecture explanation.

1 1
L contrastive = (1 Y)E(D\%’) +( Y)Ef max(0; m Dw92 (3.1)

In Eqg. 3.1,Dw is the distance function (for e.g. “Euclidean distancef)is the margin for similar
and dissimilar samples artlis if the label value (1 for similar samples and 0 for dissimilar).

b
L crossentropy = Yo:clog(Po;c) (3.2)

n=1
In Eqg. 3.2,y indicates (0 or 1) if class labelis the correctly classi ed, given, the observationM is
the number of classes apds the predicted probability, given an observatmof classc.

Similarity Metric.

Two 3D human motion sequences are said to be similar if both the joint-wise “Motion Field” and
joint-wise “Motion Distance” across the entire sequence are similar. The motion eld depicts the direction
of motion as well as the importance of the different joints for that speci ¢ sequence. The motivation
behind this is evident in Fig. 3.2 in which the hand and elbow joints are more importamafang .
However, the motion eld can end up being zero as show in Fig. 3.2. Therefore, we couple it with the
joint-wise motion distance in order to build a more robust similarity metric. It is to be noted that having
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Figure 3.2: Hand and elbow are important joints while waving, due to higher motion distance.

such a full video trajectory based similarity makes it dif cult to directly retrieve sub-sequences of similar
content. We handle this scenario in Section 3.3.5 using a second network.

Equation 3.3 gives the motion el F between two framesandj. We use the difference between

the rst and last frame to depict the motion eld of the sequence. He€li¢ contains the 3D joints

for ith frame in the skeleton sequence. Similarly, equation 3.4 gives the motion distance of the entire
sequenceMD [j] is the total distance covered p§ joint and N is the number of frames in the 3D
skeleton sequence.

MF[i;j1=Fli] F[] (3.3)

g 1
MDI[j]= kF[i +1][j]1 FILlhlk (3.4)
i=1

Different Number Of Frames.

In case of sequences that have different speeds of motion or sampling rate, but similar content, the
information available at the input is different, but, the resulting motion eld and motion distance across
the entire sequence is the same. Hence, we augment our data and enforce such sequences to be projected
together in our embedding space using the contrastive loss. In other words, we map sequences with
less information to the same location to sequences with more information, in the embedding space (See
section 3.3.5 for more on implementation details).

3.3 Experiments

3.3.1 Datasets

We use two commonly used large scale public MoCap datasets to evaluate our method for human 3D
motion retrieval.
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Query: Kick Rank: 1 Rank: 2

Query: Stand Up Rank 1 Rank 2

Figure 3.3: Retrieval Results on NTU-RGB+D datagef using our supervised setup. Given a query,
we show the top-2 ranked results.

NTU RGB+D [47]: This dataset provides RGB, depth, infra red images and 3D locations of 25 Joints on
the human body. It consists of around 56,000 sequences from 60 different classes acted by 40 performers.
We use the given performer wise split for learning from this dataset.

HDMOS5 [43]: This dataset provides RGB images and 3D locations of 31 Joints in human body. There are
around 2300 3D sequences of 130 different classes performed by 5 performers in this dataset. We follow
[57] for evaluation and therefore combine similar classes (fongaik2StepsLstadndwalk2StepsRstart

to get a total of 25 classes. We follow a performer-wise split with the rst 4 performers for training and
the last one for testing.

3.3.2 Implementation Details

All of the trained models, code and data shall be made publicly available, along with a working demo.
Please refer to our supplementary video for more results.

Data Pre-processing & Augmentation.In order to make it performer/character invariant, we normal-

ized the 3D joint locations based on bone length of the performer. To diversify our datasets, for every 3D
sequence, we create two more sequences - a faster and a slower one. The faster sequence is created by
uniformly sampling every other frame, and the slower sequence is created by interpolating between every
pair of frames.
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Network Training. We use Nvidias GTX 1080Ti, with 11GB of VRAM to train our models. A batch
size of 128 is used for NTU RGB+D dataset, and a batch size of 8 is used for training the HDMO05 dataset.
We use the ADAM optimizer with an initial learning rate of 19 to get optimal performance on our
setup. The training time for NTU RGB+D dataset is 6 hours and HDMO5 is 1 hour. Each dataset is
trained individually from scratch.

3.3.3 Evaluation Metrics

Retrieval Accuracy.

This is a class-speci ¢ retrieval metric. In “top-n” retrieval accuracy, we nd out how many of the “n”
retrieved results belong to the same class as the query motion.

Dynamic Time Warping (DTW) Distance.

Inspired from [L1], we use Dynamic Time Warping as a quantitative metric to nd out the similarity
between two sequences based on distance. Two actions with different labels can be very similar, for
example, drinking and eating. Likewise, the same class of actions performed by two actors can have
very different motion. Hence using only the class-wise retrieval accuracy as metric doesn't provide the
complete picture, and therefore, we use DTW as well.

3.3.4 Comparison with State of the Art

Since all of the existing state of the art methods use supervision, we compare our supervised setup with
them in two ways - (a) with existing 3D Human Motion Retrieval models and (b) with 3D Human Motion
Recognition embeddings. Class-wise retrieval accuracy of the top-1 and top-10 results are reported for
the same.

3D Human Motion Retrieval.

Most of the existing retrieval methodé44, 46, 18] show results on only upto 10 classes, and on very
small datasets. 5[7] use the same number of class labels as us, and we therefore compare with them in
Fig. 3.4. As shownin Fig. 3.4, the area under the PR curve is far larger for our method, and we have
learned a much more robust 3D human motion descriptor.
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Figure 3.4: A comparison of our method with 3D Human Motion Retrieval Methods via a Precision
Recall curves for HDMO5 dataset

3D Human Motion Recognition.

We compare with learned representations from 3D Motion recognition. The results for the recognition
models in Table 3.1 and Fig. 3.5 are computed using their embeddings trained on our datasets.

Method Top 1 Ret. Acc.| Top 10 Ret. Acc.
HCN [35] 0.61 0.56
INdRNN [36] 0.69 0.62
DeepHUMS (Ours) 0.78 0.753

Table 3.1: A Comparison of Retrieval accuracy of our method with state of the art Motion Recognition
embedding

Retrieval v/s Recognition.

Fig. 3.6 shows how our model produces a more clustered and therefore, disciminative space, suitable
for retrieval, in comparison with the embedding spaced4],[a state of the art 3D motion recognition
algorithm. Recognition algorithms only focus on learning a hyperplane that enables them to identify
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Figure 3.5:A comparison of 3D Motion Recognition methods for retrieval with ours via Precision Recall curves for NTU
RGB+D dataset

limited motion classes. Adding a generalized similarity metric enforces an implicit margin in the
embedding space - a motion trajectory based clustering.

3.3.5 Discussion

The results and inferences reported below are consistent for all datasets. For more detailed results,
please see our supplementary video.

Results of Self-supervision.

Going beyond class labels, we are able to exploit inter-class information when trained with only
self-supervision; therefore, the resulting retrieved motions are more closer to the query motion than the
supervised setup, in terms of per frame error dl€kV - 34mm of supervised v/s 31mm of unsupervised
This is a promising result, particularly because existing datasets have very limited number of labels and it
enables us to exploit 3D sub-sequence similarity and perform retrieval in a label-invariant manner.

Noisy/Missing data. To prove the robustness of our method towards noisy data, we trained and tested
out model with missing data - random 20% of joints missing from all frames of each sequence. This
scenario simulates sensor noise or occlusions while detection of 3D skeletons. As shown below, we still
achieve an impressive retrieval accuracy in scenarios where optimization based state of the art methods
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Figure 3.6: A comparison of the t-SNE representation of Motion RecogniB@nith our method on
NTU-RGB+D dataset [47]

Query: Drink Rank 1: Eat Rank 2: Brush Hair

Figure 3.7: Retrieval Results for Self-supervised setup, which shows that we exploit inter-class similarity.
The retrieved videos do not belong to the same class but belong to similar class.

would struggle.

Sub Motion Retrieval. Sub Motion retrieval becomes important when we would like to search for a
smaller action/motion in longer sequences. But it is very challenging task due to the variations in length
and actions in sub sequences. Moreover, our similarity metrics, in their current form can't account for
sub sequences directly. To address this, we follow the model shown in Fig. 3.10. Using this simple
model, we retrieve the whole sequence it is a part of. This is a good starting point for the community and
we believe that better solutions can be developed that directly incorporate sub-sequence information in
the motion descriptor.

Sequences of different speedsrrespective of the sampling rate/speed of motion, the motion eld and

distance would be the same. So, we take care of motions performed at different speeds by minimizing all
to the same embedding. We do this by simulating a sequence that is twice as slow and twice as short by

25



Query: Pick Up Rank 1 Rank 2

Figure 3.8: Retrieval Results for Noisy Data

interpolation and uniform sampling respectively, and training a siamese over them. It shows that more the
number of frames, more amount of information is given to the network, and therefore, better the results.
We handle short to very long sequences ranging in length from 15 to 600 frames.

Retrieval Time.

We have a fairly low dimensional embedding of size 512, and perform a simple nearest neighbour
search throughout the training dataset. This yields an average retrieval time for the test set to be 18ms for
NTU RGB+D and 0.8ms for HDMO5 dataset. The retrieval time is proportional to the dataset size, and
one could use more advanced algorithms such as tree based searching.

3.3.6 Limitations

Although our current model demonstrates impressive results, there exists some shortcomings in terms
of generalisability and design. Firstly, indexing the sub-motion in the full sequence isn't trivial. Secondly,
sequences with repetitive actions would be sub-optimal to handle with our full video-DeepHUMS
descriptor. Both of these are because of different motion elds/distances as well as the lack of explicit
temporal indexing of individual key-frames in the learned 3D human motion descriptor. In other words,
we need either better utilization of the “semantic context” injected by the existing similarity metrics
as well as need additional constructs to incorporate better semantic context. This extends to a larger
discussion about how to design models to learn in a unsupervised manner.

3.4 Conclusion

In this paper, we make a case for using a learned representation for 3D Human Motion retrieval by
means of the rst deep learning based model. Our model uses trajectory cues in a self-supervised manner
to learn a generalisable, robust and discriminative descriptor. We overcome several of the limitations of
current hand-crafted 4D motion descriptors such as their inability to handle noisy/missing data, different
speeds of the same motion, generalise to a large number of sequences and classes etc, thus making
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Figure 3.9: A comparison of the effect of noisy data on our retrieval performance.

our model applicable to real world data. Lastly, we provide a initial model in the direction of for 3D
sub-motion retrieval, using the learned sequence descriptor as the ground truth. We compare with
state-of-the-art 3D motion recognition as well as 3D motion retrieval methods on two large scale datasets
- NTU RGB+D and HDMO5 and demonstrate far superior performance on all fronts - class-wise retrieval
accuracy, time and frame level distance.
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Figure 3.10: Given a subsequence (a) as the input, we use another RNN (b) to learn an embedding (c).
This is minimized with L2 loss w.r.t the ground truth (d) generated from DeepHuUMS (e) trained on long
sequences (f)

Query: Raise Hand Rank 1 (Wave) Rank 2 (Salute)

Figure 3.11: Retrieval Results for Sub sequence Retrieval
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Figure 3.12: A Comparison of our Precision Recall curves before and after training for different speeds on
HDMO5 dataset(a) Retrieval Performance before training for different speédsRetrieval Performance
after training for different speeds.
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Chapter 4

Class-aware Long-term Human Motion Synthesis

4.1 Introduction

As discussed in Chapter 1, the second research problem that we focus in this thesis is human motion
synthesis. As discussed in previous chapter abundant 3D human datasets are available but it is very
hard to generate them, to make the synthesis process easier we trained a model to generate human
motion sequences. Skeleton sequences are traditionally used for human activity/action representation &
analysis f19]. Recently, human motion synthes p, 6, 15, 40, 37] is gaining ground as it is widely
used to aid human-centric video generati@jwyith potential applications in Augmented Reality, 3D
character animations, pedestrian trajectory prediction, etc. Human motion synthesis is a challenging
task due to multiple factors like, long-term temporal dependencies among poses, cyclic repetition across
poses, bi-directional and multi-scale dependencies among poses, variable speed of actions and a large
as well as partially overlapping space of temporal pose variations across multiple class/types of human
activities.

Existing methods for human motion synthesdsd, 15, 37, 16, 22] primarily uses auto-regressive
models such as LSTM[L], GRU [2] and seg2sedp] with aim to predict a temporally short-duration
motion trajectories (of near future) given a set of few initial poses (or sometime referred as frames).
However, these models do not generalize well while generating long-duration motion trajectories across
multiple activity classes due to following inherent limitations. First, their Markovian dependency
assumption of modeling the synthesis of a new set of poses depending upon the hidden states of a few
preceding poses fails to capture the long-term dependence in long-duration. Second, their Markovian
model is typically implemented as a temporally forward dependency. Hence, it is unable to exploit the
temporally backward dependencies in poses, thereby missing the bi-directional temporal coherence in
poses. Third, the majority of these methods do not attempt the conditional generation across a large class
of activities. This is probably because there could be a signi cant amount of partial overlap of short-term
pose trajectories across multiple activity classes (especial\20). Thus, modeling the long-term pose
dependency is critical to learning a generalized model. Recent effort to synthesize long-term human
motion [60]
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Figure 4.1: Motivation: Given a set of sparse initial poses, our method can generate long-term sequences
guided by the activity label. The gure depicts two such activities - drinking and standing up that were
synthesized from the same set of initial poses.

This paper aims to overcome the limitations of existing methods and synthesize a long-term human
motion trajectory across a large variety of human activity classes(d). We propose a two-stage activity
synthesis method to achieve this goal, where the rst stage deals with learning the long-term global
pose dependencies in activity sequences by learning to synthesize a sparse motion trajectory while the
second stage addresses the synthesis of dense motion trajectories taking the output of the rst stage.
More speci cally, our proposed solution consists of two bi-directional RNN autoencoders, we called
as GloGen and LocGen. GloGen is employed in the rst stage for learning the class dependent global
temporal pose dependencies in activities to generate a longsteraemotion trajectories. In the second
stage, these sparse motion trajectories are subsequently fed to LocGen to generate smooth, dense motion
trajectories of a long duration.

GloGen is trained using a set of sparse-poses that are obtained by performing temporally uniform
sampling of the motion trajectory (e.g., every 5-th pose is selected across the sequence). Such sparse
sampling enables getting a global and compact representation of the entire motion sequence while
retaining the long-term dependencies among poses. Thus, input of the GloGen consists of initial
sparse-poses concatenated with the activity class prior and output is the predicted set of sparse-poses.
Subsequently, this predicted set of sparse-poses is used to generate dense motion trajectories by simple
linear interpolation between each pair of consecutive poses. However, such simple interpolation strategy
will not yield smooth and natural motion trajectories as shown in Fig. 4.4. Thus, we feed these
interpolated dense trajectories to our LocGen and learn to predict a smooth and natural version of dense
motion trajectory. This process can be iteratively invoked to synthesize long-terr6@00 ms) human
motion trajectories. Additionally, our two-stage method can also be used to generate a hybrid sequence
of motion trajectories by temporally manipulating input class prior (of a valid follow-up activity) as the
sequence evolves. For example, we can start with skeleton in sitting poses and later during the synthesis
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change the class prior to drinking or standing up, as shown in Fig. 4.6. Another advantage of two stage
synthesis is that GloGen can be used to generate a global sparse motion trajectory while LocGen can be
subsequently used to generate variable frame rate fine-grained motion trajectory, enabling synthesis of
the same activity at slow or faster pace.

We demonstrate the superiority of the proposed method over SOTA methods using various quantitative
evaluation metrics on publicly available datasets ([47] & [1]), where our method generalizes well even
on 60 activity classes. Fig. 4.5 show the sample input and output trajectories of GloGen across multiple

classes from [47] . Following are the key contributions of our work:

o We propose a novel two stage deep learning method to synthesize long-term (6000-10000 ms)

dense human motion trajectories.

e Our method is capable of generating class-aware motion trajectories. The proposed GloGen
embed the sparse activity sequences into a lower dimensional discriminative subspace enabling

generalization to a large number of activity classes.

e Proposed method can generate a new motion trajectory as a temporal sequence of multiple activity
types.

e Proposed method can control the pace of generated activities, thereby enabling synthesis of variable

speed motion trajectories of the same activity type.

o To the best of our knowledge, our method first time demonstrates the generalization ability of any

long-term (> 6000 ms) motion trajectory synthesis method over 60 activity classes.

4.2 Our Method

Our novel two-stage human motion synthesis method attempts to address the key challenges asso-
ciated with the task of long-term human motion trajectory synthesis across a large number of activity
classes. More precisely, we aim to learn the long-term temporal dependencies among poses, cyclic
repetition across poses, bi-directional, and multi-scale dependencies among poses. Additionally, our
method attempts to incorporate class priors in the synthesis process to learn a discriminatory embedding
space for motion trajectories, thereby addressing the generalisability aspect over a large class of human

activities.

Two Stage Motion Synthesis

The key limitation of the existing temporal auto-regressive models like seq2seq is the Markovian
dependency assumption, where a new set of poses is assumed to be depending upon just a few preceding

poses. This impairs their capability to capture the long-term dependence among poses that are far apart

and thus led to an accumulation of the prediction error (e.g., mean joint error) while attempting iterative
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Figure 4.2: Overview of our novel two stage framework for long-term human-motion synthesis.

prediction of long-term motion trajectories. We propose to overcome this limitation by splitting the
process into two stages, where the first stage is employed to capture the global dependence among poses
by learning temporal models on sparsely sampled poses instead of original dense motion trajectories.
Thus, the second stage can subsequently deal with the synthesis of more detailed motion trajectories
starting from sparse motion trajectories synthesized by the first stage. This also enables the additional

capability to control the frame rate of the synthesized motion trajectories.

The other key drawback of the Markovian model is its incompetence to exploit the temporally
backward dependencies in poses. Thus, we propose to employ the bi-directional LSTMs in the first stage
to overcome this limitation. Finally, existing methods fail to generalize the motion synthesis for a large
class of activity types, probably because of significant overlap among motion trajectories across multiple
classes. We propose to overcome this limitation by employing a conditional generator (with class prior)

in the first stage itself (while generating sparse global motion trajectories).

Such decoupling enables the first stage to learn the class specific long-term (bi-directional) pose
dependence while the second stage primarily focuses on the synthesis of class agnostic fine-grained dense
motion trajectories given the sparse output trajectories from the first stage. Fig. 4.2] outlines the overview

of our proposed two-stage method.
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Figure 4.3: Architecture of GloGen network used as sparse motion trajectory generator.

First Stage: GloGen

The rst stage is implemented as auto-regressive seq2seq network equipped with bi-directional LSTMs
calledGloGen, shown in Fig[ 4]3. The GloGen encoder takes as input a sequence of a sparse set of
t initial posed X 1; X 2:::X g that are uniformly sampled from input motion trajectory during training.
Here each posk¥; depicts a xed dimensional vectorial representation of the human pose. These poses
are then concatenated with the action class priors encoded as one-hot vectors and fed to the encoder.
Unlike traditional seq2seq models, we feed all the output states of encodeHiieH »:::Hg as input
to the GloGen decoder instead of just the last state. The rationale behind this choice is the fact that
all hidden states jointly capture the global embedding of the sparse input poses. Finally, the decoder
output is considered as the set of predidtedimber of poses. These predicted poses are used as input to
synthesize the next set bposes in an iterative manner to generate the sparse global motion.

Hi+1;Hi+2 1 Hi+ ¢ = GloGenEncoder(X+1; Xi+2 ::Xi+t) 4.1)

Xitt+1; Xi+t+2 ::Xj+2¢ = GloGenDecoder(Hi+1 ; Hi+2::Hj+t) (4.2)

Second Stage: LocGen

Once we predict the sparse motion trajectories from GloGen, we need to further process them to obtain
dense motion trajectories as the predicted pose will be far apart in pose space and hence would lack the
temporal smoothness behavior. One option to obtain a dense set of poses from sparse-poses is to perform
simple interpolation based upsampling. However, from Fig. 4.4, we can infer that simple interpolation
is not a good option as it leads to unnatural motion trajectories. This is because the intermediate poses
provided by the interpolation typically yield straight lines due to which x bone length constraint is
violated frequently, and the motion does not seem natural. We propose to obtain dense motion trajectories
using another auto-regressive network narmedGen, shown in Fig. 4.2. Input to LocGen encoder is
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Figure 4.4: Comparison of linear interpolation v/s LocGen based generation of dense motion trajectories.

a set of interpolated poses the encoder first embed the human pose into a higher dimension and then
fed the hidden states to the decoder (similar to GloGen) for generating more natural motion trajectories.
LocGen has the same architecture as GloGen except that instead of sparse motion poses, LocGen takes
interpolated dense motion trajectories as input, and there is no class prior concatenated with input poses.
Thus, LocGen learns to transform interpolated trajectories into natural looking temporally smooth motion
trajectories. In order to generate interpolated poses between given two sparse-poses generated by GloGen,
we use the following formulation. Let M be the number of interpolated poses that need to be synthesized
between two given sparse-poses X; and X 1. Let X ; be the j-th interpolated pose for 1 < j < M, then
we can compute X j as:

Xj=aj*Xi+(1—a;)* X (4.3)

where o; = j/M.

{)~( G+1s X 42 X j+M} are given as input to the LocGen which first embeds them into the higher

dimension and then use the embeddings to generate natural looking poses{Yj 1, Yji2 ... Yjiar}.

Y1, Yio.Yipnr = LocGen(Xji1, Xjyo.. Xy n) (4.4)

4.3 Experiments & Results

In this section, we provide details of various experimental settings explored in this work to effectively
demonstrate the efficacy of the proposed method with exhaustive sets of qualitative and quantitative

results as well as their comparison with SOTA methods for long-term motion synthesis.
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4.3.1 Datasets

NTU RGB+D [47]. This dataset is collected using three Kinect cameras provides raw activity videos
capturing RGB, depth, and infrared modality, along with corresponding per pose skeleton data with 25
joints. It consists of 60 different classes with around 56000 samples and 40 different performers. Hence,
it provides a good benchmark to test 3D human motion synthesis. We use the standard performer-wise

split provided by the dataset for learning our networks.

CMU Dataset [1]. The dataset is given as sequences of the 3D skeleton with 57 joints. We evaluate our
method on three distinct classes from the CMU motion capture database, namely, martial arts, Indian

dance, and walking similar to [37].

4.3.2 Implementation Details

Data pre-processing : We resort to standard pre-processing steps adopted by existing methods [29].
More specifically, in order to make the activity sequence performer invariant, we normalize the 3D joint
locations based on the bone length of the performer. Subsequently, we shift the pelvis joint to the origin
in order to achieve translation normalization for every pose in given sequences. Further, rotation along
the y-axis is removed by aligning the shoulders and hip joints with the x-axis. Finally, we align the

difference of chin and pelvis along with the y-axis to remove the rotation around the x-axis.

In order to make the skeletons temporally smooth, we apply the Savitzky Golay filter (as done in [13])
along the temporal dimension. Furthermore, since the distance moved by the skeleton between every pair
of poses is different, we normalize it by inserting poses between the pair (proportional to the percentage
of distance moved by the pair relative to the complete sequence) such that the entire sequences have
500 poses. This enables us to obtain up-sampled sequences which contain poses at uniform distance.
Finally, we sample 20 poses uniformly (by selective poses after every 24th poses) for the sparse global

representation of the motion trajectory while training our GloGen model.

Every activity sample in the CMU dataset is broken into contiguous seqeunces of 100 frames to

leverage the complete data to train our networks.

Network Training : We use Nvidia’s GTX 1080Ti, with 11GB of VRAM to train our models. A batch
size of 64 is used for learning from both the datasets. We use the SGD optimizer with an initial learning
rate of 0.1, to get optimal performance on our setup. The total training time for the NTU RGB+D dataset
is 10 hours, and for CMU it is 2 hours. Each dataset is trained individually from scratch. We use MSE
loss to calculate our objective function.
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Table 4.1: Comparison of our method (GloGen) with SOTA methods on NTU RGB+D dataset [47].

Method FID score | Mean per-joint error | Euclidean distance
vae seq2seq 83.3 0.22 0.30
Seq2Seq [40] 88.1 0.21 0.26
attention Seq2Seq [152]] 85.7 0.33 0.42
acLSTM [337] 83.5 0.32 0.41
Our Method 1.25 0.17 0.23

Table 4.2: Comparison of our method (GloGen + LocGen) with HP-GAN on NTU RGB+D dataset [47].

Method | FID score | Mean per-joint error | Euclidean distance
HP-GAN[3]] 3.9 0.94 1.4
Our Method 0.42 0.10 0.13

4.3.3 Evaluation Metrics

Mean Per-Joint Error: Adopted from HumanMeshNet [53], this metric gives the mean per-joint eu-

clidean distance between the ground truth and the predicted skeleton.

Fréchet Inception Distance (FID) score: We calculate the FID score of sequences using the method
described in [20]. In general, the FID score measures the distance between the statistics of real and
generated data in feature space. Lower scores indicate the two groups of motion sequences (real and
generated) are more similar. This is a more diverse metric than the mean per-joint error as it allows
for the detection of diversity within a sequence, thereby enabling us to distinguish if a given sequence
consists of mean poses or not. It is not feasible to calculate Mean per-joint error pose for long sequence
generation due to human motion’s randomness. Whereas FID can be used for longer sequences as it

validates the feasibility of complete sequence instead of a pose.

Euclidean Distance: Adopted from [37], we use euclidean distance between the ground truth and
predicted pose vector as a metric to evaluate our method. Euclidean distance gives us the distance

between two vectors which can be used get the similarity between two vectors.

4.3.4 Baseline and SOTA Methods:

Seq2seq: We use the standard autoencoder setup traditionally used for language translation and motion
synthesis. Here, the last state of the output from encoder is provided to the decoder.

VAE Seq2seq: In VAE setup we condition the simple distribution on a latent variable to produce a

hierarchical output distribution. The input poses are passed through the encoder whose output is used to

compute the values of latent parameters (¢, o and z). The input of the decoder is the given input and the
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Table 4.3: Comparison of our method (GloGen + LocGen) with SOTA methods on CMU dataset.

Method 80ms 160ms 240ms 320ms 400ms 480ms 560ms 640ms
Walking
acLSTM [37] 1.05 177 220 246 266 279 299 324
Scheduled Sampling [4]| 0.42 056 0.71 083 093 099 1.02 1.05
seq2seq [40] 0.09 013 024 042 074 122 185 279
Our Method 0.31 031 032 034 034 036 037 0.38

Indian Dance
acLSTM [37]] 0.685 099 122 153 1.89 208 227 2.55
Scheduled Sampling [4]| 1.54 2.24 249 252 265 290 294 312

seq2seq [40] 049 079 148 295 541 888 13.29 18.73

Our Method 040 040 041 041 041 041 042 042
Martial Arts

acLSTM [37] 052 074 095 1.14 135 156 173 1.88

Scheduled Sampling [4]| 0.63 0.86 091 098 1.07 1.12 120 1.28

seq2seq [40] 0.28 043 0.87 1.57 253 389 583 8.62

Our Method 029 030 030 030 030 030 031 031

latent (z) vector concatenated together.

Seq2seq With Attention: A major problem with seq2seq is that encoder only provides its last hidden
state to the decoder. In the attention mechanism, all the encoder hidden states are provided to the decoder

along with their weights to provide more useful information.

4.3.5 Results

Long-term Sparse Motion Synthesis: We feed as input to our GloGen network, a set of 5 sparse initial
poses (t = 5), where every pose is represented as the concatenation of a 75-dimensional vector (m = 25)
with a 60-dimensional (n = 60) one-hot vector encoding of the activity class prior. The GloGen decoder
subsequently generates the next 5 sparse-poses that are iteratively fed as the next set of input to GloGen
to ultimately generate a set of 15 poses representing sparse global motion trajectory depending upon
the input activity class prior. Fig. [4.5|depicts the synthesized sparse motion trajectories obtained using
our GloGen network (on NTU RGB+D dataset) for six different activity classes. As we can see in this
figure, for many classes, our GloGen is able to learn the global long-term temporal dependence in poses
successfully and thus generate significantly different sparse motion trajectories for similar initial input
poses. Table [.1] contains the quantitative results for GloGen, computed using mean per-joint error, FID
score, and Euclidean loss on [47]. Additionally, we report detailed results with class-wise performance in
the supplementary material. We can clearly infer that our proposed solution outperforms all the existing

SOTA methods across all the three evaluation metrics.
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Figure 4.5: Output of GloGen using different activity labels and initial poses.

\ 4

Stand up

\4

Drink

Figure 4.6: Example of generating multi-activity motion trajectory by manipulating the class prior.

Short-term Dense Motion Trajectory Synthesis: We feed as input to our LocGen network, a set of
M = 5 interpolated poses that are obtained from linear interpolation (Equation [f.3)) between input pair
of generated sparse-poses. Here, every pose is represented as a 75-dimensional vector for the NTU
RGB+D dataset. The LocGen decoder subsequently generates the detailed and natural looking set of M
poses. Table[4.2] shows the results for LocGen output dense motion trajectory synthesis and compare with
SOTA method HP-GAN [3]. These quantitative results suggest the superior performance of our method
(GloGen+LocGen) over HP-GAN across all three evaluation metrics. Additionally, as shown in Table@
we obtain superior performance for long-term sequence generations in comparison SOTA methods. This

can be largely be attributed to our two stage synthesis process along with exploiting bidirectional priors.

Multi-activity Motion Synthesis: Our network can also be used to generate a multi-activity motion
trajectory by temporally varying the activity prior. To achieve this, we first synthesize the motion
trajectories using the approach described in Section[d.2] Then we treat the final ¢ poses of the generated

trajectory as the initial ¢ poses for generating the next set of ¢ poses belonging to new action class by
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appropriately providing the one-hot vector for new class prior. This process is repeated to generate a new
sequence with potentially multiple activity classes, in a single synthesized sequence of arbitrary length.
Fig. [4.6shows an example sparse motion trajectory where we generate new poses for class label Drink
using the sparse-poses from class Stand up. Here, we can clearly visualize a smooth transition of poses

in motion trajectories across the two class of activities.

All of the trained models, code, and data shall be made publicly available, along with a working demo.
Please refer to our supplementary material for an extended set of video results.

4.4 Discussion

A major limitation of the seq2seq models class is that the last encoder hidden state becomes the
bottleneck of the network as all the information at the input side passes through it to reach decoder. To
deal with this problem, attention architecture was proposed [52]] where all the encoder hidden states are
given to the decoder along with affinity scores that tell the importance of every input state corresponding
to every output state. Such attention enabled seq2seq networks to achieve SOTA performance for the
task of machine translation. However, generating motion is a different task from machine translation as
we aim to predict the future poses looking at the previous ones, while modeling the long-term global
dependency in far away poses. Therefore, in our method, instead of giving only the last state, we share
the outputs of all states from the encoder to decoder LSTM units and predict the future poses. More
importantly, in the case of our GloGen, where we are learning on uniformly sampled sparse motion
trajectories, this strategy of sharing all encoders states with decoder helps model the global dependence

of far away poses in the activity.

GloGen Embedding Subspace: In order to visualize the behavior of feature embedding space of
GloGen, we first extract and concatenate the 1000-dimensional feature vectors for a set of 5 consecutive
poses (where each pose is encoded by a 200-dimensional vector) across the full set of 20 sparse-poses to
get a 4000-dimensional feature vector for each sequence. Subsequently, we project these 4000-dimension
feature vectors (corresponding to multiple sequences that belong to different classes) into a lower di-
mensional subspace using the popular t-SNE method. Fig. shows the t-SNE plot of embedding
subspace along with the plot of selected motion trajectories where multiple samples for different classes
are represented as color-coded 2D points. We can clearly infer from this figure that proposed GloGen
projects these sequences into a discriminative subspace that enables it to handle the synthesis of different
classes better. Interestingly, we can also see that some sequences from a few activities are scattered
across two clusters as they can be performed while both sitting or standing, e.g., Wear glasses and Drink.

Nevertheless, apart from few outlier points due to the noisy samples present in the NTU RGB+D dataset,
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Figure 4.7: The t-SNE plot of embedding subspace along with the plot of selected motion trajectories
where multiple samples for different classes are represented as color-coded 2D points.

Table 4.4: Ablation study results

Method FID score | Mean per-joint error | Euclidean distance
Uni-directional LSTM 4.7 0.186 0.25
2 LSTM Layers 2.74 0.174 0.23
GRU instead of LSTM 3.18 0.167 0.23
GloGen[16 sparse-poses] 2.4 0.20 0.25
GloGen[20 sparse-poses]| 1.25 0.17 0.23
GloGen[24 sparse-poses]| 2.83 0.13 0.20

this plot clearly indicates class discriminative nature of the subspace.

Ablation Study : We try different variants of the proposed auto-regressive network architecture to justify

the proposed architecture and parameter choices. Table 4.4]show the results of sparse trajectory synthesis

by GloGen in different settings. First, we show the poor performance of using uni-directional and two
layered LSTMs. Similarly, although simplified, a GRU is worse off. Further, we test GloGen with
different number of sparse-poses - 16, 20 and 24, and conclude that a bi-directional LSTM with 20

sparse-poses is the most optimal setting.

Finally, we also retrained our model on data with missing joints, and we obtained stable performance

with a marginal increase in Euclidean distance to be 0.25. This suggests that our method is robust to

missing joints while learning the GloGen network.
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4.5 Conclusion

In this paper, we propose a novel two-stage method for synthesizing long-term human-motion
trajectories across a large variety of activity types. The proposed method can also generate new motion
trajectories as a combination of multiple activity types as well as allows us to controls the pace of
generated activities. We demonstrate the superiority of the proposed method over SOTA methods using
various quantitative evaluation metrics on publicly available datasets. As part of future work, it will be

interesting to extend this framework to predict skeleton sequences with rigid transformations.
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Chapter 5

Conclusions and Future Work

In this thesis, we make a case for using a learned representation for 3D human motion indexing &
retrieval by means of a deep learning based model. Our model uses trajectory cues in a self-supervised
manner to learn a generalisable, robust and discriminative descriptor. We overcome several of the
limitations of current hand-crafted 4D motion descriptors such as their inability to handle noisy/missing
data, different speeds of the same motion, generalise to a large number of sequences and classes etc, thus
making our model applicable to real world data. Lastly, we provide a initial model in the direction of for
3D sub-motion retrieval, using the learned sequence descriptor as the ground truth. We compare with
state-of-the-art 3D motion recognition as well as 3D motion retrieval methods on two large scale datasets
- NTU RGB+D and HDMO5 and demonstrate far superior performance on all fronts - class-wise retrieval
accuracy, time and frame level distance.

We also propose a novel two-stage method for synthesizing long-term human-motion trajectories
across a large variety of activity types. The proposed method can also generate new motion trajectories as
a combination of multiple activity types as well as allows us to controls the pace of generated activities.
We demonstrate the superiority of the proposed method over SOTA methods using various quantitative
evaluation metrics on publicly available datasets. As part of future work, it will be interesting to extend
this framework to predict skeleton sequences with rigid transformations.

Following are the future directions that can be explored

e Retrieval of complete sequences from a given sub sequence, for example for query of raising hand

sub activity we should be able to retrieve sequences with drink, eat or brush teeth activities in them.

e Retrieval and indexing of repetitive activity for example waving, brushing hair and walking, is

sub-optimal while using our method.

e In both of our methods we assume that activities are performed by single person. Working on

multiple person activities is one of the possible directions to work on.

e We remove the rotation and translation from all the skeletons in the pre-processing step. Synthesis

of motion with rotation and translation is yet to be explored.
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o Synthesis of multiple activities performed in parallel can be one of the interesting future directions

to work on, for example standing up while drinking.
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