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Abstract. Exhaustive pairwise matching on large datasets presents
serious practical challenges, and has mostly remained an unexplored do-
main. We make a step in this direction by demonstrating the feasibility
of scalable indexing and fast retrieval of appearance and geometric in-
formation in images. We identify unification of database filtering and
geometric verification steps as a key step for doing this. We devise a
novel inverted indexing scheme, based on Bloom filters, to scalably in-
dex high order features extracted from pairs of nearby features. Unlike a
conventional inverted index, we can adapt the size of the inverted index
to maintain adequate sparsity of the posting lists. This ensures constant
time query retrievals. We are thus able to implement an exhaustive pair-
wise matching scheme, with linear time complexity, using the ‘query each
image in turn’ technique. We find the exhaustive nature of our approach
to be very useful in mining small clusters of images, as demonstrated
by a 73.2% recall on the UKBench dataset. In the Oxford Buildings
dataset, we are able to discover all the query buildings. We also discover
interesting overlapping images connecting distant images.

1 Introduction

The easy accessibility of large collections of images has opened opportunities for
mining them. These datasets are excellent resources for location recognition|l],
browsing[2], summarization|3], reconstruction|4] or creating walkthroughs|] of
various popular destinations. Given the current techniques for harvesting these
large collections, they tend to be highly unordered and have a lot of irrelevant im-
ages. Hence, the automatic organization of these datasets is very much required.
We present a method to organize these datasets as Image Match Graphs. This
will allow the discovery of interesting intermediate images to connect distant
images, as shown in Figure [0 and small clusters of matching images.

The match graph construction problem is to produce a graph denoting matches
between any pair of images in the dataset. This problem is related to the im-
age retrieval problem, where the user supplies a query image and the system
returns a ranked list of similar images. Many of the recent techniques [6] for im-
age retrieval utilize the Bag-of-Words(BoW) framework to implement a filtering
stage whereby a large number of images are rejected. In this framework, visual
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Fig. 1. A path discovered from an image of All Souls Building to an image of Radcliffe
Camera in Oxford in our match graph

words are cluster centers extracted by clustering a large collection of descriptors
extracted from various images. These visual words are used to quantize feature
descriptors, such as SIFT [7], SURF B] etc. To speedup the matching process,
an inverted index is built which maps the visual words to a posting list of images
which contain them. For every visual word in the query image, a vote is given to
all the images which contain that visual word. A shortlist is obtained by taking
into account the top scoring images. A geometric verification is performed on
the images in the shortlist for reranking and rejecting non matching images.

Many of the recent techniques for image retrieval try to bring geometry
into the filtering stage to obtain more precise posting lists. Zhang et al. E] use the
geometry preserving visual words which captures both cooccurences, and local
and long-range spatial layouts of the visual words to outperform even the BOW
model using RANSAC for geometry verification. Similarly, ﬂﬁ] incorporate the
neighborhood statistics of features into the vocabulary tree and in the spatial
domain to improve the discriminative power of the features.

Efficient solutions for match graph construction also use techniques use for
efficient image retrieval, such as feature quantization, indexing etc., to limit the
amount of data that needs to be dealt with. Image retrieval also provides an
immediate solution to the match graph construction problem: ‘query each image
in turn’ and create a link from every image to each of its verified retrieved
images [@] Query expansion is used on these verified images to discover more
overlapping images. Similarly, Image webs E] use Image retrieval techniques to
identify the skeleton of clusters, and complete the clusters by verifying potential
links within a connected component with a focus on maximizing the algebraic
connectivity of the cluster.

Chum et al. introduced Minhash based techniques ﬂﬂ, |E] which employ ran-
dom sampling of the visual words using MinHash functions to obtain image
signatures, similar to image histograms in the BoW framework. The signatures
are sampled to obtain sketches, which become more discriminative than an in-
dividual visual word. Hence, all the sketch collisions, which are detected using a
hash table, are verified. This makes the chance of discovery of a matching pair
of images independent of the size of the database. The verified matches, called
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Fig. 2. A sampling of High Order Features(yellow) extracted in a pair of images. Ge-
ometric parameters( sp/ss , D/sp , @ and 6) are computed for a primary feature(red)
with respect to all its secondary features(blue). s, and s, denote the scales of the
primary and secondary features respectively. Vectors point towards the dominant ori-
entation of the features. Four matching high order features are shown(green) which
correspond to the primary features highlighted in the images.

seeds, are grown using query expansion to obtain full clusters. One disadvantage
of this technique is that the chance of discovery of small clusters is not very high.

Notwithstanding, the success of the above techniques, it can be seen that
the ideal solution for match graph construction is matching every image in the
database to every other, that is, exhaustive pairwise matching. We explore the
feasibility of doing this for building match graphs for large datasets. For this, we
build upon the advantages of the above techniques: First, we employ an inverted
index based retrieval scheme which provides direct access to the list of relevant
images for a given query. Second, similar to the sketches used by Minhash based
techniques, we use high ordered features, extracted from pairs of nearby features,
to do feature matching in a more discriminative space. The indexing of geometry
allows us to do match verification directly from index retrievals. We are thus
able to implement ‘query each image in turn’ for exhaustive pairwise matching
in linear time complexity.

2 High Order Features for Exhaustive Pairwise Matching

The direct implementation of ‘query each image in turn’ for building match
graphs is not applicable due to its quadratic matching cost. In ﬂﬁ] and ﬂj], the
number of images needed to be taken into consideration for a query visual word
is proportional to the size of the database. The number of such queries needed
to be issued is proportional to the size of the database, making the overall
timing complexity of the whole process quadratic in the number of images. Also,
the need for keeping a shortlist of candidates from the filtering stage has the
potential to miss out some of the matching images, thereby missing the quality
of exhaustive pairwise matching. This issue becomes serious in the presence of
a large number of distractor features, like those coming from trees, water etc.,
which dilute the contribution of visual words coming from the object in the
image. This leads to relevant images not being able to make into the shortlist.
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Min Hashing based techniques are able to bring down the computation cost by
computing sketches which lead to lesser number of random matches than visual
words. However, at a time, only one sketch per image is taken for matching as
compared to a histogram level matching in |2, [12]. This affects the chance of
discovery of matching images having only a few visual words in common. The
chance of discovering a match also depends upon the size of the sketch. Choosing
a low sketch size would find many matching images, but would also lead to many
irrelevant sketch collisions in large datasets. In [13], using a sketch size of 3 for
Oxford 100K Oxford Landmark database, 38.4 sketch collision were generated
per image which lead to only 441 verified seeds in total. Therefore, a high sketch
size is used in practice, but this leads to missing out seeds in smaller clusters and
in clusters having low average image similarity. Moreover, since query expansion
is used for completing the clusters, the success of these techniques is indirectly
affected by the size of the database. The effect of these phenomenon is observed in
the cluster representing the landmark “Magdalen Tower” in the Oxford Buildings
Dataset [6], where only 3 of the 54 valid images were discovered, and no other
image could be discovered through query expansion.

We identify scalable exhaustive pairwise matching as a feasible paradigm to
overcome aforementioned issues. It can be seen that the inverted indexing tech-
nique could be made scalable if the size of the inverted index could grow with
the size of the database, making the average size of the posting lists constant
to allow quering in constant time. This is, however, not possible given the fixed
domain of visual words. Therefore, we extract high order features by combining
a feature with its nearby features and encoding their respective geometric config-
uration. This provides an extensive domain which is much more discriminative
than visual words, and can be easily reprojected to a required size, using hash
functions, based on the size of the database to obtain constant average size of
the list. Zhang et al. have used a similar notion of high order spatial features
in [14] to find all the cooccuring feature occurences under translation in a pair
of images.

To address the problem of missing potential matches outside the shortlist, we
design a match verification criteria which can be implemented on-the-fly from the
index retrievals. This works well in practice as our high order features capture
geometric information. Moreover, we match all high order features in a query
image with all other high order features in the database, unlike [13], where only
one sketch is pooled at a time per image for matching. This greatly enhances
the chance of discovering small clusters.

Extracting High Order Features: We extract Hessian Affine regions and
compute SIFT [7] descriptors of these regions for all the images in the database.
These SIFT descriptors are quantized to a visual word vocabulary, using a kdtree
built over the vocabulary. We choose nearby features for creating high order fea-
tures, as their perspective projection into a matching image can be well modelled
using a much simpler affine geometry. Next, we bin every image into bins of size
100 pixels. For each bin, we select upto 30 features, called primary features, by
shortlisting features with the highest value of the scale parameter. Each primary
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Fig. 3. (a)[left] The process of insertion and querying in a Bloom filter of size 10bit
with 3 hash functions. [right] The first query is is not present in the Bloom filter. The
second query is a false positive. (b) Table showing the False positive rates(FPR) for
various combinations of parameters m(size of the Bloom filter)/n(number of elements
to be indexed) and k(number of hash functions). (¢) Table showing the variation of
log(FPR) with m/n for one hash function(k = 1).

feature is paired with upto 20 of their nearest neighbours, within a radius of 80
pixels, to create high order features. Since our high order features are confined
to local regions, we expect thier correspondences to follow affine geometry. Next,
we compute the geometric parameters corresponding to the four grammar rules
enlisted in [15]. Figure 2l gives a detailed description of these parameters. These
grammar rules define invariants with respect to affine transformations. A high
order feature is represented as a tuple enlisting visual words of the primary and
the secondary feature, and the quantized values of the geometric parameters.

3 Indexing High Order Features Using Bloom Filters

The domain of high order features is obained by the cross product of the domain
of visual words with itself and the domain of geometric parameters. Given a 1M
vocabulary, the size of the domain of our high order features is 102 even while
neglecting the geometric parameters. This makes it possible to reproject our
domain to a custom size, in accordance with the size of the database, to obtain
sparse posting lists in the inverted index. To do this, we design an indexing
scheme inspired from Bloom filters which minimize memory usage and provide
constant time retrievals.

Bloom Filters: Bloom Filter [16] is a space efficient data structure for doing
set membership queries. It allows constant time insertions and set membership
queries. The downside of this scheme is that it occasionally identifies a non mem-
ber query element as present. These are called false positives. Hence, the output
for each query can be either “present in set, but can be wrong” or “certainly not
in set”.

A Bloom filter is composed of a bit array, A, and a fixed set of associated hash
functions, H. For inserting an element, e into the set S, all h € H are evaluated
for e, and the bit positions corresponding to the resulting hash values are set to
1. For doing a membership query, h € H are evaluated on the query element,
and all the bit positions corresponding to the resulting hash values are checked
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for their set value. If any one of these bit positions is not set in the bit array,
then the element is definitely not in the set, otherwise the element is deemed
present. A false positive occurs when all the bit positions corresponding to the
hash values of a query element have already been set by other elements inserted
before.

Given the number of hash functions(k), the size of the bit vector(m) and
the number of elements indexed(n), it is possible to determine the false positive
rate by:

(1 _ efkn/m)k

Figure [ shows a simplified representation of Bloom filter operations, followed
by a table showing false positive rates for low values of m/n and k. This is
accompanied by a log plot of false positive rate with m/n for k = 1.

Indexing Using an Inverted Index over Bloom Filters: A simple indexing
scheme can be built for N images, by allocating equally sized Bloom filters,
Aj ... Ay, with identical hash functions, and inserting the respective high order
features of each of the N images. A query high order feature, ¢ can now be
resolved by evaluating all h € H, and checking the corresponding bit positions
in all the Bloom filters. It is easy to see that this process can be speeded up
by storing the bit arrays of the Bloom filters as an inverted index over the bit
positions. Retrieval can now be done easily by taking intersections of the posting
lists of bit positions corresponding to evaluations of all h € H on gq.

In the above framework, it is interesting to note that, keeping k£ = 1, that is,
using only a single hash function, would eliminate any need of computing list
intersections, making the retrieval process similar to that of BoW framework.
However, unlike standard BoW, there is no restriction on the size of the inverted
index, which is determined by the size of the bit array used. We can thus control
the size of the inverted index in accordance to the size of the database to ensure
a constant average length of the posting lists. This ensures constant time query
retrievals. Only one hash function was also used by Mitzenmacher in [17] to
make Bloom filters compressible.

One should, however, take care to always choose a big enough size of the
inverted index so that the false positive rate while querying is low. FigureBlshows
the variation of false positive rate with m/n for k = 1. For a given maximum
number, ¢, of high order features for any image in the database, it is easy to see
that a false positive rate better than 10~3 can be easily achieved by allocating
an inverted index of size 1000c. Assuming 20k high order features in a query and
database images, this implies generation of 20x103x 1073 = 20 false matches on
an average with every image.

Spatial Verification: We consider two primary features in different images a
true correspondce only if they have at least v high order features originating
from them in common. This criteria can be evaluated directly from inverted
index retrievals, by querying all the high order features from a primary fea-
ture in succession and selecting images which claim to have v of these features.
We consider an image level match verification to be passed if w such truly
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Fig. 4. Two of the objects retrieved by our method for creating match graphs on the
UKBench Dataset

corresponding primary features are found. This works well in practice as the
high order features come from a very discriminative domain, resulting in very
few mismatching of primary features across images. We keep the maximum num-
ber of secondary features per primary feature high at 20, to provide sufficient
redundancy for finding common high order features with other primary features.
Given the susceptibility of our retrieval scheme to errors, it necessary for our
spatial verification criteria to be robust to occasional mismatches. It is not difficult
to see that our spatial verification scheme is robust to the introduction of a such
few spurious mismatchings, because a single high order feature mismatch at ran-
dom is not likely make the corresponding query primary feature truly correspond
to another in a non matching image. Similarly, the event of multiple spurious high
order mismatches corresponding to a single primary feature is also unlikely.

Match Graph Construction: We start by choosing an appropriate size, m, of
the inverted index as discussed earlier. For Match Graph construction, we use a
three-pass strategy, where we start by declaring a counter array of the size m to
keep a count of high order features getting a certain hash value. In the first pass,
we compute high order features and their corresponding hash value for all the
images, while also updating the counter array. Now, precise memory allocations
can be made for the posting lists of the inverted index based on the counter
array. In the second pass, we index all the images by inserting their hash values
computed earlier into the inverted index. In the final pass, we query each image
in turn, and note down all the correspondences in an adjacency list.

4 Results

We use a standard image retrieval benchmark dataset, the University of Ken-
tucky dataset(UKBench), introduced by Nister et al. @], to measure our detec-
tion rate in small clusters. This dataset has 4 images each of 2550 objects making
a total of 10200 medium resolution images. We used a vocabulary of 100K vi-
sual words for this experiment. On an average, 1048 features were extracted per
image from this databset. An average of 413 primary features were selected for
every image, which resulted in an average of 7436 high order features per image.
This implies every primary feature combines with 18 secondary features on an
average. A total of around 76m high order features were indexed using a simple
FNV hash function. We defined the size of the inverted index to be 22°, while the
highest number of highorder features in a image was 23598. This corresponds
to a maximum expected false positive rate of querying an image at 7x107%.
This implies a maximum of 16.6 mismatches are expected to be generated be-
tween any pair of images.
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The timing breakdown of the whole execution was as follows: Extraction the
high order features and computation of their hash value took an average of
0.1 seconds per image. Building the inverted index over Bloom filters took 39
seconds. Querying the database took around 0.073 seconds per image. The total
time required for the whole process was 23.6 minutes. The number of bytes
required for indexing is equal to the sum of size of the inverted index and the
number of high order features, that is, 8 x 32 4+ 4 x 76 = 560Mb.

For the purpose of measuring our efficiency in detecting small clusters, we
choose our match verification criteria as finding one primary feature with 3 high
order features identical. We were able to find 1868 object clusters, corresponding
to 73.2% recall, as compared to 49.6% recall reported in [13]. Figure d shows 2
of our retreived objects.

We have tested our approach on the challenging Oxford 5k dataset, intro-
duced in [6]. It contains 5062 high resolution images of various buildings in
Oxford, obtained by querying for building names on Flickr. Since, labels given
to images tend not to be very accurate, this dataset contains a lot of distractors.
Groundtruth is available for 11 of these buildings in the form of Good, Ok, and
Junk images. Out of these Good and Ok images are considered true positives
and the Junk images are considered as “don’t care” samples.

For Oxford Buildings dataset, the maximum amount of high order features
which got extracted for an image was 45k. The size of the inverted index used
was 229, This gives a false positive rate of 8 x 10~° for indexing 45k elements. This
imples a maximum of 3.6 mismatches are expected to be generated between any
pair of images. A total of 78 million high order features were extracted leading
to a total memory requirement for indexing at 8 x 512 44 x 78 = 4408Mb. The
total time taken for extracting high order features and querying each image was
25 4+ 2 = 29 minutes. For the high order features queried, the average length of
the posting list was 1.16.

We kept the match verification criteria as finding atleast 3 primary fea-
tures having atleast 4 high order features each identical between a query and a
database image. We have computed the clusters as the connected component on
the graph of matching images. In all 317 clusters were discovered containing a
total 1367 images in them. The largest cluster has 362 images showing nearby All
Souls building and Radcliffe Camera from various viewpoints. We were also able
to find many interesting smaller clusters. These results are shown in Figure [6
We got mismatches, mostly in the form of text images, as shown in Figure Bl

We tested the scalability of our approach using the Oxford 105K dataset used
n [13]. A total of 1480 million high order features were extracted. We used an
inverted index of size 222, which resulted in an average length of posting list
for the queried high order features at 6.8. The effect of larger average length of
posting list can be seen at the average query time per image, which increased
from 0.024 seconds to 0.086 seconds. A faster average query time can be obtained
by using a larger inverted index. The total time taken for extracting features and
querying was 9 4+ 2.5 = 11.5 hours. The memory requirement for indexing was
8 x 512 + 4 x 1480 = 10016Mb. We used the verification criteria as finding
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Fig. 5. Text is is the most common source of errors in our scheme. In this particular
case, a text image got matched to the window structure in the final image, which
contains the landmark Radcliffe Camera. Hence, these images also become a part of
the cluster containing Radcliffe Camera and All Souls Building.

Naﬁu.mmnﬂw

Fig. 6. Top two rows show small clusters identified by our method. Bottom row shows
the cluster corresponding to ‘difficult’ Magdalen Tower.

atleast 6 primary features having atleast 4 high order features in common. We
were able to obtain 2147 clusters involving 7198 images, with the largest cluster
having 2265 images. Eyeballing this cluster revealed mismatches due to repeating
patterns such as text, doors and windows which lead to coalescing of many
smaller clusters.

5 Discussion and Conclusions

We show that it is feasible to index sufficient high order features capturing the
appearance and geometric characteristics in an image, to an extent that there is
no need for doing explicit geometrical verification. This is very advantageous as
it eliminates any need for random disk accesses to fetch information required for
doing geometrical verification. This is made possible as our geometric match ver-
ification criteria is computable directly from inverted index retrievals. We design
an inverted indexing scheme which can adapt to the size of the database to en-
sure adequate sparsity of the posting lists to ensure constant time retrievals. The
space savings are made by exploiting the behavior of an oversized Bloom filter us-
ing only one hash function. The extreme amounts of memory used by the Bloom
filter is then shared efficiently using an inverted index structure for indexing mul-
tiple images. Our match verification is robust to the introduction of occasional
spurious matches generated by our indexing scheme. Indexing high order features
coming from an extensive domain would create problems for all the popular index-
ing schemes used for image retrieval or match graph construction, but we turn this
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to our advantage, by devicing an indexing scheme based on Bloom filters, which
uses constant storage per entry irrespective of the size or complexity of the entry.

In conclusion, our contributions can be summarized as: (i) introducing a novel
indexing scheme suited for indexing and querying the geometrical and appear-
ance information in images (ii) implementing an exhaustive pairwise matching
scheme to build an image match graph for moderately large datasets in linear
time (iii) introducing a geometric verification criteria verifiable at index.
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